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Frequently in the physical sciences experimental data are analyzed to determine model
parameters by solving inverse problems. Solving such problems are complicated by the
presence of random noise in the data. Traditional regularization methods used to eliminate the
effects of noise introduce a bias which smooths the solution. In the problems considered here,
the answer is sharp, containing a sparse set of parameters. We introduce high-performance
techniques to find the correct set of parameters through the sequential application of our new
methods. The first method is a novel divide and conquer technique for paralelizing a large
scale multivariate linear optimization problem, which is commonly solved using a sequentia
algorithm with the entire parameter space as the input. By partitioning the parameters and the
associated computations, our technique overcomes memory constraints when used in the context
of a single workstation and is scalable with high processor utilization when clusters are used.
We describe this technique and present an anaytical model for performance prediction which is
validated on a cluster of 512 processors. The second method uses a Genetic Algorithm and the
results of the first method to find the simplest set of model parameters for the data with an
equivaent goodness-of-fit. A method of representation, initialization and mutation is introduced
to efficiently find this model. Analysis of analytical ultracentrifugation sedimentation velocity
experimental data is the primary example application, where these methods are currently being

used by researchers worldwide.
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CHAPTER 1: Introduction

1.1 Introduction to I nverse Problems

Frequently in the physical sciences, a researcher wishes to find the most appropriate model
possible to describe a given set of experimental data (Aster, Borchers, & Thurber, 2005). It is
often the case that there exists an equation from which one can compute simulated experimental
data from a known model. This is known as the forward problem. It is usually much more
difficult to determine the model from the experimental data, which is an inverse problem. The
limited resolution of experimental measurements requires a best fit solution.

Experimental data typically contain noise from various sources, which includes random
noise present in the experimental instrumentation. The presence of noise in the experimental
data further complicates the inverse computation and can lead to inaccurate results. Eliminating
the effects of noise from experimental data often involves using Tikhonov or Maximum-Entropy
regularization. These methods introduce a bias that smooths the solution.

The research scientist often desires to find a set of model parameters to best explain data
obtained from an experiment. For example, in the canonical 'source history reconstruction'
problem of ground-water contamination, several polluting factories may be dumping
contaminants into the ground-water. Placing test wells at multiple locations and measuring the
observed contamination over time, we obtain experimental data. From this data we wish to
determine the location of the polluting factories and the amount of pollutants they are dumping.
It is straightforward to determine what we will find for data at the test wells if we know the
number and location of the factories and their dumping, but finding the polluters from test wells
is generdly a'hard' inverse problem of parameter estimation. The problem is mathematically
hard because there are issues of uniqueness, existence and instability. Therefore, we look for a
'best fit' solution, often using a constrained least-squares technique (Aster, Borchers, & Thurber,
2005).

Another application of inverse problems isin astronomical image reconstruction. An earth-
based telescope must make observations through the atmosphere which can blur the image. The
astronomer wishes to remove the effects of blurring. In this case the blurred image is the

experimental data and the model parameters to be estimated are the number, locations and
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intensity of light sources (Briggs 1995;Puetter & Y ahil 1999).

Inverse problems are often approached using linear modeling: Let x be a vector which
contains numbers known as model parameters or smply as parameters. Let the matrix A be a
linear modeling function. Let the vector b be the model or experimental data. The model is
obtained from the parameters by computing the forward problem of matrix-vector
multiplication: Ax = b. Theinverse problem is to compute x from experimental datab. When
the noise contained in b is random with a normal distribution, it can be shown that the
statistically most likely solution is a least squares solution. This solution is an x which

minimizes AX b , given A and b. If the model parameters are restricted to positive rea

values, then a positively constrained least squares algorithm such as NNLS (Lawson & Hanson,
1995) is used.

NNLS is an iterative algorithm which uses two sets to index the columns of A. Initially, one
set Z contains the indices of all columns and the other set P is empty. The algorithm proceeds
by moving indices, one at a time, from Z to P, and performing standard (unconstrained) |east
squares on the system consisting of only the columnsindexed by P. The choice of index at each
iteration is computed using a projection. Occasiona backtracking will occur when the least
squares algorithm produces a negative element of x. The interested reader can find further
detailsin (Lawson & Hanson, 1995).

For a general least squares problem, there may be many solutions that have an adequate
vaue for AX b ,. Considering that b contains noisg, it is often sufficient to have an
approximate solution. Regularization methods have been used to provide approximate solutions
in the presence of noise. Tikhonov regularization simultaneously minimizes Ax b , and

X ,. The Tiknonov solution introduces a bias, as this procedure penalizes sharp peaks in the

vector x. Maximum-Entropy regularization simultaneously minimizes Ax b , and

maximizes xInw; x;, where w. are weights chosen by the user. The choice of weights

significantly bias the solution obtained. Aswith Tikhonov regularization, this method generally
penaizes sharp peaks in the vector x. The interested reader can find further details about
regularization in (Aster, Borchers, & Thurber, 2005).
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1.2 Analytical Ultracentrifugation Sedimentation Velocity Experiments

In analytical ultracentrifugation (AUC) sedimentation velocity (SV) experiments a sample
solution is placed in a high speed centrifuge. The data obtained are pictures of the sample
concentration taken over time. From this data we wish to obtain the molecular weights, shapes
and concentrations. Analysis of AUC SV experimentsiis the target application for our methods.

AUC is a powerful technique for determining hydrodynamic properties of biological
macromolecules and synthetic polymers (Cole & Hansen, 1999; Demeler, 2005a; van Holde,
1985). AUC can be used to identify the heterogeneity of a sample in both molecular weight and
macromolecular shape. Since AUC experiments are conducted in solution, it is possible to
observe macromolecules and macromolecular assemblies in a physiological environment,
unconstrained by a crystal structure or electron microscope grid. Systems can be studied under
high concentrations or under very dilute conditions, and under virtualy unlimited buffer (a

solution which maintains a constant pH and may contain other chemicals to stabilize the solutes)

Velocity

Meniscus

|
|
|
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i Cell Bottom

—

I
|
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:
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Cell Top |[
{
{
|

)

Figure 1.1: The basic AUC experimental setup. The sector-shaped cell is loaded with a
sample and put into the ultracentrifuge. An observation is taken of the cell which creates
data containing aradial concentration profile as shown at the bottom of the figure.
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Figure 1.2 : Typical experimental data of superimposed observations taken at regular time
intervals. The horizontal axis corresponds to the radia axis along the cell, with the
meniscus at approximately 5.8 cm and the bottom of the cell at 7.2 cm. The vertical axisis
the measured absorbance. The first observation has a mostly uniform absorbance of 0.9.
These data resulted from the smulation of a40k RPM run of 24 hours duration using values

from Table 1.1. The program UltraScan was used to simulate and display these data.

conditions. Furthermore, the methods are applicable to a very large range of molecular weights,
extending from just a few hundred Daltons to systems as large as whole virus particles. Results
of these studies can alow the researcher to follow assembly processes of multi-enzyme
complexes, characterize recombinant proteins and assess sample purity before proceeding to
NMR (Claridge, 1999) or X-ray crystallography experiments (Ladd & Palmer, 2003). The
techniques addressed are currently being used in AUC studies focusing on macromol ecul ar
properties of systems related to disease, cancer and aging.

In AUC sedimentation velocity experiments, a sample in solution is contained in a sector
shaped cell which is placed in the ultracentrifuge. The ultracentrifuge runs at speeds from 2,000
to 60,000 RPM. At regular time intervals, the instrument records a radial concentration profile

Tablel1l.1
MW s coefficient frictional ratio k concentration
led 1.3269e-13 1.3139 0.3
2e4 2.7675e-13 1 0.2
4e4 1.9214e-13 2.2865 0.4

3 solute system listing molecular weight (MW) measured in Daltons, solute
parameters s and k and the loading concentration for each solute. s, k and
concentration are the target solute parameters which we wish to discover with
our analyses, s and k are used to compute MW.
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Figure 1.3 : Various shapes for differing frictional ratios k.

of the cell, which is determined from light absorbance at a particular wavelength of light or by
measuring the fluorescence intensity or refractive index of the solution. Air is generaly present
in the cell and will move to the top of the cell. The radial concentration profile contains valid
data from just below the meniscus (the curved upper surface of aliquid) to the bottom of the cell
(see Figure 1.1).

At the beginning of the experiment, the sample is uniformly distributed throughout the cell
and therefore the first observation shows a uniform radia concentration profile. As the
experiment progresses, the centripetal force, which can be as high as 230,000 g, causes the
sample to sediment towards the bottom of the cell. After several hours or more, depending on
the sample and the speed of the ultracentrifuge, the sample will be fully sedimented and further
observations will contain an unchanging radial concentration profile of an exponential form.
For an example of the radial concentration profiles that are typically obtained in an experiment
see Figure 1.2.

The sample may contain severa solutes, each solute is a different type of molecule present at
some concentration. The behavior of an ideal solute is well described by a second order PDE
(Strauss, 1992) known as the Lamm equation (Lamm, 1929):

C

¢ 1 _s2c Dr—=, mr bt 0 (L1

t ror

where C is the concentration of the solute, tisthetime, r istheradius, isthe rotor angular

velocity, s is the sedimentation coefficient and D is the diffusion coefficient. The boundary
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conditions require the radia position to be between the meniscus (m) and the bottom of the cell
(b). Sedimentation and diffusion are the two primary physical processes affecting the solute.
Sedimentation causes the solute to move towards the bottom of the cell. Diffusion is the random
movement of the solute. The rate of diffusion is proportional to the concentration gradient. The
Lamm equation can be solved by finite eement modeling (FEM) (Cao & Demeler, 2006).
Given predetermined constant experimental parameters such as speed, temperature, viscosity
and density of the solution, each solute's behavior can be described by a FEM solution of the
Lamm equation of three parameters, the sedimentation coefficient s, the diffusion coefficient D,
and the concentration C. For a non-interacting ideal solute, given sand D, FEM solutions to the
Lamm scale linearly in C. It is therefore possible to linearize this nonlinear problem along C,
and use a least squares method to determine C. It is convenient to replace D with afunction of
the frictiona ratio k when considering our analysis methods. The frictional ratio k is a measure
of the shape with a minimum value of 1 for a spherical molecule (see Figure 1.3). Increasing
values of k correspond to increasingly elongated or irregularly shaped molecules. Thevaluekis
often represented as the ratio f/fo in the literature, where f is the frictional coefficient (a
molecular property) of the solute and fo is the frictional coefficient of a spherical molecule
having the same volume and density as the solute. An example set of parameters for a 3 solute
system is shown in Table 1.1. Since superposition holds for multiple non-interacting solutes in
such a setup, it is straightforward to simulate the experimental results for known multiple solute
systems. It is much more difficult to determine the solute parameters, s, k and C, for unknown
samples. For each solute, if one can determine s and k from the experimenta results, then the
molecular weight, diffusion coefficient and concentration can aso be computed. It is very
difficult to determine even the number of different types of solutes present. Knowing the
number of solutes, their molecular weights, concentrations, and shapes is of primary importance
to the researcher. Our techniques address these problems.

Mathematically, the experimental data are placed in a vector b. The elements of b are the
observed radial concentration profiles placed end-to-end for each time interval. For example, if
each radial concentration profile contains r points, b[2r + 1] will contain the first radia
concentration of the third observation. Similarly, solutions to the Lamm equation, our basis
functions, can be placed in vectors and collected into a matrix A. Therefore, each column of A

will be associated with solute parameters s and k used to solve the Lamm equation. Assuming
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the data contain normally distributed errors from a distribution of constant variance, the best fit

solution vector x can be expressed as follows:

min
. IO Ax b, (1.2)

Some care must be taken when regarding such a constrained system. The systems we solve
may be overdetermined without the constraint, but can still be underdetermined with the
constraint, since only positive contributions of the columns of A are possible. Let the positive
column space be the set of al linear combinations of the columns of a matrix with nonnegative
scalars multiplying the columns. Including the addition of noise present in b, one can state that
b is not generally in the positive column space of A; therefore, a best fit solution is required.
After solving eg. (1.2) for x, each element of x will contain the concentration of each solute
associated with the corresponding column of A. Since negative concentrations do not make
physica sense, a non-negatively constrained least squares minimization technique known as
NNLS (Lawson & Hanson, 1995) is used to solve this equation.

Let U be the universal collection of sets of al possible solute parameters sand k. Let G bea
finite subset of U. Then given experimental data b, we can define afunction:

f:G X, (1.3)

which takes the input set G, builds the matrix A, computes the NNLS solution of eg. (1.3), and
returns X and the root mean square deviation (RMSD) of the vector difference between Ax and
b, ascalar measure of the goodness-of-fit. Use of this equation will be called an application of f
or a basic computation module. When f is applied to a set G, some elements of x will be zero.
Let GChe the subset of G that only contains the elements associated with a nonzero element of x
after an application of f.

Since we can not search all of U, we must select some subset G to search. Good solutions
are not obtained if G does not contain representatives of al the solutes present in the sample.
For example, if the sample contains two solutes, trying to solve f for just one of the solutes gives
erroneous results. Constraining the search space is the first step towards application of all of the

methods subsequently described. The range of s can be constrained by van Holde-Welschet
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anaysis (Demeler & van Holde, 2004). Physica limits constrain the frictional ratio k to a
minimum value of one (a spherical solute) and a maximum limit generally known a priori to
the researcher which ranges from up to four for proteins, to up to ten or more for elongated or
rod shaped molecules like DNA chains or fibrils.

AUC SV experiments contain at least three types of noise. Time-invariant noise produces a
constant offset at a fixed radia position and is identically vaued at every observation.
Similarly, radial-invariant noise has a constant offset at a fixed time and has identical values at
every radia position. Time-invariant noise can be caused by a fingerprint. Methods have been
developed to remove time-invariant and radial-invariant noise (Schuck & Demeler, 1999). The
third type of noise is normally distributed random noise. Additional noise sources such as
nonlinearity in the optics, intensity fluctuations of the lamp flashes, refractive artifacts, and
systematic contributions of unknown source may also be present. These additional sources have
not been modeled.

A Monte-Carlo method has been proposed to minimize the effect of random noise (Demeler
& Brookes, 2008). The idea behind this method is as follows: since the noise is random,
additional experiments with the same sample will result in different data. If one had unlimited
experimental resources, anayzing the additional experiments would create a distribution of
resulting models. This can be simulated by adding random noise to b and repeating the analysis.
The resulting distribution is used to calculate a standard deviation and confidence interval for

each parameter.

1.3 Previous Approachesto Analysisof AUC SV Experiments

One method known as C(s) (Schuck, 2000) works as follows: Fix a value for k. Let G
contain a discrete set of values of s, al with the previously fixed vaue for k. Then, GOis
computed. This procedure is repeated within a one-dimensiona line search (Press, Teukolsky,
Vetterling, & Rannery, 1992) over k, minimizing the RMSD of eg. (1.3). This method can be
used when the value of k is identical for al solutes in the sample and is quite fast to compute.
However, it is often the case that the sample exhibits heterogeneity in k due to the presence of
molecules with different shapes. Correct k values are needed to compute accurate molecular

weights, which C(s) can not determine for the general case.
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Another method known as the van Holde-Weischet analysis (Demeler & van Holde,
2004;Demeler, Saber & Hensen, 1997; van Holde & Weischet, 1978) is capable of resolving
sedimentation coefficients of systems with heterogeneity in k. This method results in an integral
distribution of svalues present in the solution. It does not provide k values. The computation is
fast. The method is very useful as it provides a mode -independent approach to determine the
diffusion-corrected range of possible s values, and we use this information to constrain sin our
methods.

A non-linear least squares method has been used (Demeler & Saber, 1998; Todd &
Haschemeyer, 1981). This method requires parameter estimates. Estimates for s can be
obtained from the van Holde-Weischet analysis. Given the parameter estimates, the Lamm
equation is solved with a FEM and the results are compared to the data. A derivative-free
Gauss-Newton method (Ralston & Jenrich, 1978) is used to find the best fit. With more than a
two or three solutes, the search space becomes too complex and the algorithm frequently tends
to get stuck in local minima. This system does provide s and k values.

A fourth method uses the difference between sequential scans instead of the scans
themselves as the data (Stafford & Sherwood, 2004). A non-linear least squares method is
used to fit this data as in the previous method. This method is impervious to time-invariant

noise. One major issue with this method is that random noise is magnified by a factor of

approximately . This method does provide s and k values.

1.4 Motivation for Current Work

Existing methods for solving thisinverse problem are insufficient to provide adequate results
for the general case, which has heterogeneity in both molecular weight and shape. The C(s)
analysis is restricted to systems with no heterogeneity in shape and the van Holde — Weischet
analysis does not provide information about shape. The non-linear least squares methods get
stuck in local minimafor systems with more than two or three solutes.

The contributions of this work include a new method for solving the inverse problem, the 2-
Dimensional Spectrum Analysis (2DSA). This new method is a high-performance algorithm for
solving large NNLS systems known as DC-NNLS. An additional new method uses a Genetic

Algorithm (Holland, 1992) to find the parsimonious model for given experimental data with an
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RMSD comparable to the best-fit model. All of these techniques have been implemented in the
production software UltraScan (Demeler, 2005b) which is used by researchers worldwide for the
analysis of AUC experimental data.

The remainder of this paper is organized as follows. Chapter 2 describes the divide and
conguer method of the 2DSA. Chapter 3 presents the parallel implementation and a validated
analytic performance model of 2DSA. Chapter 4 describes a genetic algorithm optimization of
the 2DSA results to find the best fit smplest model. Chapter 5 gives an overview of the
implementation of our methods in UltraScan.
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CHAPTER 2: The 2-Dimensional Spectrum Analysis

2.1 Overview of 2DSA

In this chapter we will describe a new method for solving the inverse problem of analysis of
AUC SV experimental data known as the 2-Dimensional Spectrum Analysis (2DSA). The
2DSA was developed as an alternative to the one dimensional search of C(s) for solving AUC
SV. Recdl that in C(s) the set G contains elements consisting of points from the (s, k) plane
that are on a horizonta line along a constant value of k. A line search is performed in order to
minimize the RMSD of eq (1.3) which produces the final result. Thisisinsufficient for systems
whose model contains points that are not on a horizontal line. These shape heterogeneous
systems can not be properly identified by C(s) analysis.

For 2DSA, we create a set G which consists of points from a 2-dimensional grid on the (s, k)
plane (see Figure 2.1). We constrain values of s with the enhanced van Holde-Weischet analysis

Figure 2.1: An example of a 2-dimensional grid used in 2DSA. This is a representation for
the set G, a set of points representing likely solutes. G is evaluated for fitness to the
experimental data and the points contributing to the best fit solution are collected in G®a
subset of G.
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(Demeler & van Holde, 2004). k is generally constrained to values between 1 (spherical) and 4
(rod-shape), but may be as high as 10 for highly-elongated DNA molecules. In the 2DSA
algorithm, a uniform grid is placed within the constrained range of the (s, k) plane. These grid-
points define G from which G&an be computed.

The algorithm faces a significant disadvantage: In order to assure that each solute is
correctly identified, the grid needs to contain points near the parameters of the actual solute
present in solution. This in turn requires a high resolution grid, whose computation demands
significant workspace memory. This is a limitation of the NNLS (Lawson & Hanson, 1995)
agorithm.  In AUC SV, experimental scans are collected 200-1000 times during the
sedimentation process in the form of concentration profiles showing the sedimenting boundaries
along the radius of the ultracentrifugation cell. Depending on the optical detector, atotal of 500-
2000 radial points may be collected for each time point. For example, a typica AUC
experiment consists of 500 scans each containing 1,000 radia points, so the length of vector b is
500,000 floats. If we wish agrid resolution of 100x100 points, this will require a matrix A with
10,000 columns each consisting of 5 billion floats or approximately 20 gigabytes of memory.
The workspace requirements of NNLS more than double this to 40 gigabytes of memory.
Without our techniques, the largest number of parameters that could be searched using
sequential techniques on a high-end workstation (Opteron with 4 gigabytes of RAM) was
approximately 6.4 * 10° parameters. Using our techniques, we have been able to increase the
sizeto 1.5 * 10° parameters.

2DSA is based upon a divide and conquer strategy where we partition the parameter space.
We begin with a description of the algorithm in set-theoretic terms.  In section 2.3, we describe
heuristics to improve the accuracy of the results. The 2DSA implementation of the divide and
conquer method follows in section 2.4.

2.2 Divide and Conquer Method

To describe our method, we introduce the following notation. Let U be the set of al
possible parameters. In AUC, each parameter is a pair of real numbers, so in this case U is
. Let R, G and Ry be nonempty subsets of U. G denotes the search space: the set of
parameters to our basis functions, which are checked for fitness against the experimental data by
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the function f. Rr=f(U) denotes our target set, the unknown set of parameters that best model
the experimental data. In AUC, Ry would be the set of parameters that model the actual solutes.
R=f(G) istheresult set and is dependent on the choice of G and the optimization technique used.
A perfect solution is achieved when R = Ry. Thisisfeasible only when Rri G, which requires a
prescient initialization of G. Therefore, R is the best possible solution for agiven G. Additional
notation will be introduced as needed.

We partition G into digoint sets G;, apply f to each G;, union the results and apply f to the
union. (The partitioning of G is arbitrary for this discussion and will be refined in section 2.3.)
This single-stage procedure is described in Figure 2.2. Let Ry denote the result set obtained with
the divide and conquer approach. Idedly, R and Ry should be the same, but in practice, they
usually differ. If the size of the final union, |R| in step 5 of Figure 2.2, is too large to apply f,
then the divide and conquer method can be applied recursively by partitioning Ry. as a multi-
stage procedure.

Select search parameters G
Partition G into k digoint sets G;
fori=1tok
Apply f to G; and union the results into a set R
Apply fto R giving the final set of results R,

agrwpdPE

Figure 2.2. A divide and conquer method to speedup optimization techniques. The
computation resulting from an application of f to an G is called the basic computation
module.

The divide and conquer method improves execution time on both sequential and parallel
computers. If a single high-performance workstation is used, the divide and conquer method
can be used to overcome the constraint on the size of G due to main memory; the user can
choose as large a G as desired for accurate modeling at the cost of increased execution time so
long as each application of f to G; can fit in the available core memory. We show in the
analytical modeling section of chapter 3 that, for a given G, the computational time is also
reduced (dramatically for computationaly expensive optimization problems). If a large
workstation cluster is used to perform the optimization, then the most computationally intensive

step, step 4 of Figure 2.2, can be donein parallel, with aresulting substantial speedup.
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2.3 Improving the Accuracy of Results

Arbitrary application of the divide and conquer approach to the optimization problem can
lead to unsatisfactory results since f does not @ee@all the parameters of G at once. Based on our
anaysis of AUC data, we propose the following heuristics to ensure that the quality of the
solution with the divide and conquer approach, Ry, is identical or nearly identical to that of the

original method, R, in which f is applied to the entire G.

Partition G carefully:

When partitioning G into digoint sets, some care must be taken to achieve the best
results. Each set should cover the space covered by G, though sparsely. In other words,
the range and density of the each set should be similar. The intuition is that each
application of f is trying to find the best combination of basis functions to fit the data.
Therefore, if f does not get a diverse set of parameters to work with, then it will have a
hard time selecting appropriate basis functions. We experimented with different
partitioning strategies and found that the suggested approach yields R, that is nearly
identical to R. We now describe the method we use to partition G.

Given each parameter in G is of d dimensions, we must first find bounded intervals
for each dimension of the parameter. This requires some knowledge about the possible
range of the parameters, usually based upon physical limits. For AUC, this problem has
been solved previously (Demeler & van Holde, 2004). Given some target number of
parameters, we can place a d dimensional grid on G with each point determining a
parameter. Then, a subgrid can be defined that consists of every i-th point of the origina
grid in each dimension. This subgrid defines one of the sets G; of the partition of G. The
subgrid can be moved over the original grid, in each dimension, with each move defining
anew set G; until every point in the original grid isincluded in some set.

Apply f on theresults obtained iteratively:

After obtaining the fina result for the basic method (at the end of step 5 in Figure
2.2), al parameters in Ry are unioned back into each G; and the procedure is repeated
until the results no longer vary. We found empirically that this iterative variant is in

exact correspondence to R when f consists of evaluating the basis functions
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independently and performing NNLS. However, when f has additional processing steps
(e.g. noise removal), the iterative results may not converge to a fixed parameter set. In
such cases, the iterative procedure can still be applied, but some termination criteria
based upon goodness-of-fit should be implemented. Of course, when early termination
is applied this way, the result is unlikely to be exact. The iterative phase adds to the
execution time and, therefore, should be applied only there is a requirement to obtain an
exact correspondence to R.  In AUC without noise removal, we have seen convergence
(Ro® R) in 3 to 7 iterations. For systems with noise removal, we have achieved a best fit
(no further decreasein residual) in 5 to 10 iterations.
Uselarger G:

Instead of applying the iterative technique above, the initial G may be increased to
obtain Ry that is close to R For the NNLS optimization technique, we observed that
roughly doubling the number of parameters in the initial G yields the same fitness as
would be obtained with the original sequential approach. Thiswould correspond to agrid
of increased point density, which of course, comes with a performance penalty. For
example, in AUC, instead of using a 2 dimensional grid of u*v parameters, one would

use agrid of approximately 2u 2v parameters.

When f consists solely of building the columns of A and computing NNLS with the iterative
variant described above, we cal this algorithm DC-NNLS. DC-NNLS allows much larger
NNLS problems to be solved than NNLS.

2.4 2DSA Implementation Details

The 2DSA agorithm as implemented in UltraScan uses the divide and conquer method
described in the previous section to achieve solutions to high resolution grids. 2DSA defines G
indirectly. An initia low resolution Gy is specified. The high resolution grid G is produced by
moving the G, grid incrementally in the s and k directions until all desired grid points have been
covered by grids G,,G,,G,...G,, asshownin Figure 2.3. Each grid G¢,,G(,GG(..G¢ can
subsequently be independently computed in sequence or on multiple processors.

Next, we let G* be the union of G§;,G(,,GG,...G(, and compute G'° by an application of
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Figure 2.3: The movement of a 2DSA grid G, (see Figure 2.1) to produce G, . The
gray points are the elements of G, and the black points are the elements of G, .

f on one processor (see Figure 2.4). This grid-level paralldization of the 2DSA approach
represents a very efficient distribution of the calculation load. In general, G' may be also be too
large to compute on one processor, so we apply the method recursively in the multistage 2DSA
method, which is shown in Figure 2.5. For the highest quality result, result G' can further be
unioned back into each of G,,G;,G,...G, in an iterative method as shown in Figure 2.6 where
this process is repeated until no further change is observed, and the solution is converged on a
stable grid solution. The final result from a 2DSA analysisis denoted by Gé,,q, . Parallelization
of 2DSA is considered relatively coarse-grained and has been shown to scale efficiently on up to
512 processors (Brookes, Boppana, & Demeler, 2006).
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Figure 2.4 : A single 2DSA stage. The first row of boxes contain the sets Go, G;, G, and Gs.
The bottom box contains G*, the union of the sets G§ G§ G@and G@ Thefinal result is G'©
The first row computations are independent and can be computed on different processors, but
the final result must be computed on a single processor.

Figure 2.5 : The 2DSA multistage method. In this case the size of the unions of the results
from the first row (see Figure 2.4) are too large to compute on a single processor and must be

computed in groups.
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Figure 2.6 : The 2DSA iterative multistage method. In this case the results of each
multistage solution are unioned back into the initial sets G,,G,,G,...G, and the process
is repeated until the final result is unchanging. This achieves the highest quality result.

2.5 Discussion

This chapter describes a divide and conquer approach that provides optimization for
sequential as well as parallel computation. We provide an analytical model to predict the
execution time complexity of the proposed techniques in chapter 3. We have extensive
experience with the NNLS algorithm used in the analysis of AUC data. Therefore, we use
NNLS as an example to illustrate our model and also to validate it against actual computation
times of NNLS on clusters. However, our analytical model and parallelization techniques may
be applied to other optimization problems. Optimization problems where the mgjority of the
parameters do not contribute to the model could utilize our method. Noise handling and data
stabilization techniques such as Tikhonov regularization using can aso be incorporated. In
AUC, the method of time invariant noise removal by removing radia averages (Schuck &
Demeéler, 1999) has been handled successfully by our method.
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CHAPTER 3: Performance Results for 2DSA

The 2DSA method of chapter 2 provides a method for solving a large optimization problem.
Here we extend these results by providing an analytical model for performance prediction for
seria and paralel 2DSA. After a brief background on parallel processing, we develop the
analytical model in sections 3.2 to 3.4. We validate the model section 3.5, which includes tests

on asystem of 512 processors.

3.1 Parallel Processing Background

A modern computer generally contains one or more man processors. Today® high
performance computer system typically consists of a cluster of computers connected with a fast
communications network. Each processor is capable of executing the steps of an agorithm
represented as a serial stream of instructions. To execute an algorithm on multiple processors in
paralel requires that a set of instructions is made available to each processor and that some
method of communication between the processors exists. A processor can be in one of three
states: computing, communicating or idle. When computing - the processor is executing the
algorithm, communicating - the processor is busy sending or receiving messages from other
processors, and idle - the processor is waiting for communications or has completed all work on
the agorithm. If a processor must communicate intermediate results to other processors during
the execution of a parallel algorithm, a processor waiting for results may sit idle. The balance of
time spent among the three states of a group of processors is of critical importance to the design
of parallel agorithms. Algorithms that spend a large percentage of time computing between
communications are called coarse-grained, and those that must communicate frequently are
termed fine-grained. Algorithms that run on multiple processors with very little or no
communication are called embarrassingly parallel. The efficiency of a parallel algorithm is the
time spent computing divided by the total time (communicating + computing + idle). Coarse-
grained or embarrassingly pardle agorithms often exhibit a high efficiency. The efficiency of a
paralel algorithm may change based on the size of the problem and number of processors used.
A paralel agorithm that maintains a high efficiency with increasing numbers of processors and

problem sizeis said to scale efficiently.
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We illustrate the three states of a parallel algorithm by means of a smple example.
Calculation of the sum ®; F % could be accomplished by adding the results of two partial

sums °, F x and 2, F X .By calculating each partial sum on a different processor, the
time required to calculate the total sum is cut in half. During the calculation, both processors are
in the calculation state. In order to form the total sum, processor 2 needs to communicate the
result of its partial sum to processor 1. During this time both processors are in the
communication state. Finally, the value of the two partial sums must be added by processor 1 to
its partial sum to obtain the final result. During this time processor 2 isin the idle state. Clearly,
the goal of efficient parallel code design isto minimize the time spent in the communication and
idle states. Efficient parallel algorithms have been designed for many problems including
matrix-matrix, matrix-vector multiplication, Gaussian eimination, fast Fourier transforms,
sorting and searching (Grama, Gupta, Karypis, & Kumar, 2003). Many of these algorithms have
been implemented in the publicly available high-performance library ScaLAPACK (Blackford
et a., 1997). Attempts at automatic parallelization have been made (Hall et al., 1996), but these
tools generally offer much lower performance improvement than tedious hand coding. All our
parallelization in UltraScan is hand coded.

Executing jobs on high performance parallel systems is different than running a program on
a desktop computer. Parallel machines are generally dedicated to a single process a a time and
execution is controlled through a qgueue mechanism, where requests are added to the queue and
released from the queue when sufficient resources are available to execute the process. A
compute request generally includes a list of resources required to execute the process, such as
required memory, diskspace, and number of processors. Based on this information the process
controlling queue will allocate resources and schedule job execution.

Prior to our work, no attempts were made to parallelize algorithms used in the analysis of
AUC experiments. To this end, we have developed three new paralel algorithms for AUC
analysis, the 2-Dimensional Spectrum Analysis (2DSA) (Brookes, Boppana, & Demeler, 2006),
the Genetic Algorithm for AUC analysis (GA) (Brookes & Demeler, 2006b; 2007a) and Monte-
Carlo versions of 2DSA and GA (2DSA-MC and GA-MC) (Demeler & Brookes, 2008). These
methods allow advanced analysis of the experimental data which provides results that were not

attainable before the advent of high performance parallel computing.
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3.2 Analytical Model for Performance Prediction

In this section, we develop an anaytical model for 2DSA to predict the execution time
complexity and speedup of the single-stage divide and conquer method of Section 2.2 in both
seria and parallel.

Let n=|G|, the number of parameters in our search space G. The optimization problem of
finding R can be described as a function f returning the subset of parameters of the input set that
contribute to the best fit model. Let P be the power set of U, i.e. the set of all subsets of U. Then
f can be defined as a function from P to P, which simply means that f takes a subset of U as
input and returns some subset of U. Actuadly, f will always return a subset of the input set, since
these are the only parameters that f knows about. The work done within f consists of evaluating
basis functions for each parameter and finding the best fit of the basis functions to the data. If
the basis functions are built independently (i.e., one basis function for each parameter, which is
the case in AUC when we assume non-interacting molecules), the basis function evaluation
phase has time complexity O(n). Finding the best fit in our case uses NNLS, for which a general
time complexity formula is unknown, although an unlikely worst-case complexity has been
given as O(n3 log n) (Hanson, 2006). We have used exponential regression to approximate a
time complexity of O(n*?). In practice, the experimental data can be quite noisy. For example,
in AUC, a fingerprint on the cell adds time-invariant noise to the data. One method we use to
eliminate time invariant noise consists of removing radial averages from all basis functions,
which has a time complexity of O(n? (Schuck & Demeler, 1999). Our divide and conquer
approach can also be applied in such instances. Generalizing our method to systems where f has
polynomial complexity of order a, we model the execution time for the original sequential
techniquein which f isapplied to the entire set G as

Toranae = O(N%), a> 1 (3.1)
Let Ry be the result from our divide and conquer method. To find Ry, assume that we start
with |G| >> |R]. Partition G into q digoint setsG;, i 1,2 g . Assume they all have the

same cardinality, m = |G|, therefore, ¢ nm. If g 1 we have smply repeated the initial
problem of computing f(G). Therefore, we only consider the instances where 1 g n. In
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genera, the number of parameters returned for each application of f on each G; is dependent on
qgf,GandR Lt W E f G M be the expected fraction of the number of parameters
returned. When w is not known statistically and one has an approximate knowledge of the value

|R], one can roughly assume
R
w 1lform R, w EformR (3.2

This assumption is based on our observations of f for NNLS. When f is given fewer
parameters than |R|, f generaly returns al the parameters, giving a probability of 1. When f is
given more pointsthan |R|, it returns approximately |R| points. However, |R] is often not known,

therefore a dtatistica determination of w is recommended. For an a priori estimate, one can

Table3.1

m Relative data size Average | [RI=10
1 2 4 8

1 1.0000 | 1.0000 | 1.0000 N/A 1.0000 | 1.0000
2 0.7290 | 0.8320 | 0.7803 | 0.7832 | 0.7811 | 1.0000
4 0.6562 | 0.7744 | 0.7759 | 0.7730 | 0.7449 | 1.0000
8 04712 | 0.6602 | 0.6738 | 0.6685 | 0.6184 | 1.0000
16 0.2554 | 0.5601 | 0.5405 | 0.5366 | 0.4731 | 0.6250
32 0.1309 | 04697 | 0.4131 | 0.3989 | 0.3531 | 0.3125
64 0.0654 | 0.2822 | 0.2285 | 0.2129 | 0.1973 | 0.1563
128 0.0522 | 0.2017 | 0.1338 | 0.1299 | 0.1294 | 0.0781
256 0.0381 | 0.0967 | 0.0854 | 0.0938 | 0.0785 | 0.0391
512 0.0264 | 0.0483 | 0.0503 | 0.0566 | 0.0454 | 0.0195
1024 | 0.0146 | 0.0278 & 0.0269 | 0.0293 | 0.0247 | 0.0097

The observed values of w for data of various sizes. The N/A entry is because this system was
too large to compute the final application of f for m=1 on a single machine. All the datawere
taken from an AUC experiment of an identical mixture. Larger data sets were obtained by
combining results from multiple experiments of various centrifugal rotor speeds. Other data
will result in different average w. The final column is an estimate of w for |Rj=10, a number
we believed might be representative of our data. More genera study of the relationship of w to
the data would likely lead to better estimators.
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select random samples of G of size m, apply f, and subsequently estimate w. This procedure
requires some additional preparatory computation to achieve maximum speedup for the given
data. In Table 3.1 we compute an average value of w from sample runs with data of different
sizes and compare this with equation (3.2).

Now, we can estimate the total execution time of applying f to each set G; in the partition of

G and applying f to the union of the results. If a single computer is used, the serial execution

timeis:
Teo = O(q P+ (Wn)? = O(n M+ (wn)®)  (3.3)
Table3.2
a
IR
11 13 15 2 25 3 35
) 141 3.33 7.54 51.20 341.33 | 2048.00 | 10922.67
32 16 16 32 32 32 32
A 1.33 2.82 5.91 32.00 153.83 819.20 | 4279.56
64 32 32 32 64 64 64
8 1.24 2.38 453 21.33 90.51 341.33 1158.52
128 64 64 64 64 64 64
16 1.16 1.99 3.40 12.80 47.28 170.67 599.85
128 128 128 128 128 128 128
2 1.09 1.67 2.67 8.00 21.33 56.89 160.91
256 128 128 128 128 256 256
o4 1.03 143 2.09 5.33 13.25 32.00 74.98
512 256 256 256 256 256 256
198 0.97 121 1.60 3.20 6.40 12.80 25.60
1024 512 512 512 512 512 512
Data from 116 211 3.78 14.25 46.19 164.66 569.48
Table 3.1 128 64 64 64 128 128 128
Maximum theoretical serial speedups and the associated optimal value of m (below each
speedup) for various values of a. The comparison is between equations (3.1) and (3.3) for
n=2048. For the last row, w is obtained from Table 3.1. For the other rows, |R| is given and w
is computed with equation (3.2). Note the speedups increase with increasing a and the
optimal values of mremain relatively unaffected by a. Also, the optimal values of mincrease
monotonically with increasing |R|.
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where the first term is due to the application of f to each G; and the second term is due to the
application of f to the final union. Each application of f to G; can be easily performed in paralel.

If p processors are available, the execution timeis:

Tearaee = O( g/ p mMP+(wn)®),forp>1 (3.9

For efficient parallel computing, the time spent the the first term should dominate the time
spent on the second term, which must run serialy.

Of particular importance is finding the optimum vaue of m that gives the minimum
execution time, for fixed n, a and w. In general, this seems to be a difficult problem, since w is
dependent on g, f, G and R.  First, we determine w for various m. Then, using a fixed constant
of proportionality to remove the big-O (assuming the data is fixed), we can divide equation
(3.1) by equation (3.3) or (3.4) to compute the best possible serial or parallel speedup. Table 3.2
shows the maximum theoretical serial speedups that are achievable for a given w and a, after
fixing n=2048. It is interesting to note that the optimal value of m for the best speedup is not
very dependent on a, though a does primarily determine maximum seria speedups that are

achievable.

3.3 Modeling Recursive Use of Divide and Conquer in the Combining Phase

In this section, we extend the single-stage analysis of the previous section to the multi-stage
serial case.

Another issue that must be addressed is the size of the final union, i T G, which may
exceed the available memory and practical execution time limits. This can be alleviated by
further partitioning theresults. Let G* ; f G, , then we can repeat the procedure for G by
substituting G®, keeping m constant from G to G, (note that m will most likely not divide
n® = |G®), soq” = n® / m. We call each recursive application of the divide and conquer
technique a stage, so G® is the first stage of recursion. (The initial procedure for G isthe zeroth
stage.) Continuing on, we may have additional stages G®, G®, ..., until we have a stage with

G' m . To achievethis, we have to take some care in choosing m, since if m< |R|, we may

never have G' m. This condition can be checked and m increased appropriately.
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Alternatively, m can be increased at each stage up to some predefined limit based upon available
memory and maximum allowed execution time. Note that w will likely vary somewhat from G
to GV, G@, etc. In practice, the average w for the zeroth stage is a good predictor of w on
subsequent stages. We can assume w is constant at each stage and w < 1. (If w = 1, then there
will be no decrease in the problem size and the computation will not terminate.) First, we
analyze the serial multi-stage case. For the first stage, n® = wn. For stage j, n¥ = wn¢? = win,
and the number of basic computation modules ¥ = n/m=w!q . We will have a stage with

only one set (afina result union) when g <= w' for somer calculated as follows:

logq
r= |OgW (35)

Therefore, the total number of times the basic computation performed is

wq 4Lt w g (3.6)

since either w<<lorrislarge, and 1 w' * 1. Since the execution time complexity of
each basic computation module is O(m?), the overall serial execution time complexity is

approximately

Twuinsiacessq = O ﬁma (3.7)

3.4 Efficiency of the Parallel Divide and Conquer Algorithm

In this section, we apply the results of sections 3.3 and 3.4 to determine the efficiency of
parallelization and optimal partitioning of G for a given computer cluster.

The organization of the parallel implementation proceeds as follows. We begin at the zeroth
stage with a master process partitioning the parameters G. These sets of the partition are
distributed to available workers. Each worker applies f to their set of the partition, performing
the basic computational module. When the worker is done, the subset of their set that
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contributes to the solution is returned to the master. When sufficient zeroth stage results are
available (a union of parameters with cardinality not greater than m), the master can begin
distributing first stage jobs to the workers. This procedure continues until the final stage is
complete.  For the iterative variant, the entire process will repeat multiple times. In this
analysis, we consider the overhead and efficiency of asingle iteration of our method.

The inefficiencies in parallel computing can be due to three sources. (a) interprocess
communication that cannot be masked by productive computations, (b) excess computations,
often used to reduce communication among processes, and (c) processor idling. For the
problems we investigated, the interprocess communication consists of sending out and receiving
sets of parameters, which are quite smal and insignificant compared to the time spent by each
worker to perform the basic computation module. Additionally, the initial data set must be
distributed to all the processors once. It may be that for some applications, the basis function
evaluation phase is expensive, and some caching of vector representations may be of benefit.
There is no excess computation in the parallel agorithm, asit isidentical to the serial divide and
conquer algorithm with the addition of the communication of parameters. The major source of
inefficiency in our parallel method is processor idling in the combining stage. The remainder of
the section discusses this issue in depth.

The execution time is simply the number of stages times the execution time of a stage, which
Is O(m?), assuming sufficient number of processors are available. The minimum execution time

in the parallel case with sufficient processorsis

TwuLnstacerarater = O(r nF) (3.8)

If we have p processors, then the execution time of stagej is
O( q¥/p nf)=0( w'q /pnf) (3.9

Summing over all stages

walp o T

3.8



Assuming one stage must complete before the next stage can begin, the execution time in the

parallel case with limited processorsis

1w ™ GO

T MULTISTAGEPARALLEL O r

Since 1 wis 1 forvauesof m>>|R)|, thisterm can be omitted from equations (3.7) &
(3.10). In practice, once sufficient results are available from one stage, the next stage processing
can be performed simultaneously, thus increasing processor utilization and lowering the value
of (3.10). Equation (3.9) provides insight into processor utilization. Note g decreases at each
stage until the final stage when g = 1. More processors become idle as the stages progress,
until the fina stage is performed on one processor. This places a limit on overall processor
utilization.

The overall speedup and efficiency can be estimated as follows. Let | be the number of
stages up to which the number of basic computation modulesisat leastp. So q' p and

3 log q p
log w
Table3.3
Stagej=1+1, ...,r Stage =0, ..., |
P
Processors used p and
pw’ |
Time spent in astage _
J
(in units of basic module q% 1
computation times)
Ij o W'g/p
q1 w' !
Tota time spent pl w rol
q
pl w
The time spent in various stages of the multistage parallel method.
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Using the total computation in units of basic computation modules given in equation (3.6)
and the execution times given in Table 3.3 for various stages of paralel computation, the

Speedup, , and processor utilization, , are calculated as follows:

q
1w (3.12)
1w 1q w " I
g
Pl w (3.12)
o 1q " rol

To maximize processor utilization, it is best to set g to some multiple of the number of
processors. For the application below, we used a multiplier of 30. This means each processor
will be busy with 30 zeroth stage applications of f, before it is required to apply f to any further
stages. If there are 4 additional stages, then the global system utilization will be approximately
90%. In principle, one could target arbitrarily high global system utilizations by increasing the
multiplier of p to determine q.

To further elucidate, say that an application of f on a set of size m takes 1 minute. If each
processor must compute 30 applications of f, then this will take 30 minutes, with all processors
fully occupied. If there are 4 additional stages and w = .1, then the first stage will require 3
applications of f by each processor, for an additiona 3 minutes, again with full processor
utilization, then the second stage will then only keep 30% of the processors busy for 1 minute,
the third stage, 3% for 1 minute and the final stage will keep 1 processor busy for 1 minute. So
during approximately 33.3 minutes of a 36 minute calculation, all processors are busy, giving a
utilization of 92.5%. In this example, r=4, I=1, w=0.1, and g/p=30; plugging these values in
equation (3.12) gives /7 = 91.7%. The discrepancy is due to the approximation made in the
calculation of total time spent in thefirst (I1+1) stages.

We assumed that number of parameters given to each computation module is the same. This
is true for the first stage where each G; contains m parameters. However, subsequent stages are
given parameters of cardinality less than or equal to m. Therefore, the execution time of those

modules will be less. This can improve the efficiency over the formulagiven in equation (3.12).
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3.5 Evaluation of Analytical Model

In this section, we describe the implementation of the proposed divide and conquer method
for NNLS and noise removal agorithms in a production software package called UltraScan,
used by researchers worldwide. Using the actual data obtained in AUC experiments and
anayses of the data in the software package, we validate the accuracy of the proposed
performance prediction model.

For our observationa results we analyzed a simulated SV experiment. Our method has been
implemented in the UltraScan software (Demeler, 2005b) since 2005 and is heavily used in the
AUC community. The parallelization of this method was implemented in 2006, announced at
the Analytical Ultracentrifugation Workshop in San Antonio (Demeler, 2006) and demonstrated
at the recent AUC conference (Brookes & Demeler, 2006a). Job submission to the parallel
verson is made available through a convenient web interface (Wilson, 2006). The UltraScan
software is written in C++, and parallel versions use MPI (Grama, Gupta, Karypis, & Kumar,
2003;Pacheco, 1997). We implemented the alocation of basic computation modules to various
processors using a master-worker model. A master process keeps track of the basic computation
modules. Each free worker processes queries and recelves a few computation modules; upon
completing the execution, it returns the result parameter set to the master and receives additional
computational modules. It is noteworthy that when the multistage method is used, al the basic
computation modules in one stage need not be finished to start the computations in the next
stage. This helps maximize processor utilization.

All observed execution times are from running an instrumented version of UltraScan, which

Table3.4
Relative data size 1 2 4
TorcinaL 46.61 | 301.67 | 425.42

Toricina. COMputed for different data sizes. The data sets are the same as those used in Table
3.1, and n = 2048. We believe the large jump in Toreina. between the datasize 1 and 2 is due
to caching in the smaller case.
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Table3.5

Relative data size
m w 1 2 4
Predicted Observed Predicted Observed Predicted | Observed

1 1 51.34 73.03 332.30 332.75 468.61 490.65
2 0.7811 39.63 42.98 256.51 252.56 361.74 391.52
4 0.7449 38.96 38.36 252.14 230.58 355.57 358.90
8 0.6184 33.78 32.35 218.66 188.21 308.36 286.63
16 0.4731 28.49 22.96 184.38 174.85 260.02 247.74
32 0.3531 25.43 18.20 164.58 164.81 232.09 232.01
64 0.1973 22.13 17.60 143.23 128.49 201.99 201.99
128 0.1294 23.55 23.60 152.45 144.26 214.98 206.72
256 0.0785 26.68 31.83 172.70 155.84 24354 252.68
512 0.0454 31.59 42,54 204.44 185.97 288.31 286.15
1024 0.0247 38.24 43.63 247.49 220.33 349.01 288.18

Comparison of theoretical predictions with observed times in seconds for the serial method for
data of varying sizes. All observed times are the average of 5 separate runs. For all casesn =
2048, a = 1.3. The theoretically predicted times were computed from equation (3.3) taking
values of w from Table 3.1. Equation (33) was scaled by TORIGINAL/ n* where TorcinaL istaken
from Table 3.4. There is good correspondence between the predicted and observed values
using average values for w. If one uses the observed values of w from Table 3.1 instead of the
average, even closer correspondence is obtained. Importantly, the best times are achieved with
m = 64 for all predictions and observations as indicated in bold.

offers the capability to globally analyze multiple experiments ssimultaneously (Brookes &
Demeler, 2006c). The f in UltraScan consists of building basis functions for each parameter,
optionally processing for time-invariant noise, and running NNLS. Our results reflect
simulations without time-invariant noise. We have observed corresponding results for
experiments containing time-invariant noise (data not shown). UltraScan partitions G, a 2
dimensional parameter space bounded by physical constraints, by starting with a regularly
spaced grid over this space. This grid serves as the initial set of the partition. The next set is
created by moving the grid by afraction of the grid spacing in each dimension. Each movement
of the grid creates an additional set of the partition. Thisway, G and the partition of G are built
up from an initial partition set that is moved around to eventualy cover the entire parameter

space G. This method limits q to be a perfect square. We report here results from runs
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Table3.6

Relative data size
1 2 4

) ) Predicte
W Predicted | Observed w Predicted | Observed w q Observed

1 1 46.76 49.25 1 302.61 | 268.15 1 426.75 | 387.16
2 0.729 | 31.09 31.60 | 0.832 | 238.69 | 223.43 | 0.7803| 309.81 & 281.51
4 106562 27.18 28.18 |0.7744| 217.82 | 204.34 |0.7759| 307.94 | 296.82
8 104712 17.80 20.63 |0.6602| 177.62 | 155.76 |0.6738| 257.15 | 231.33
16 10.2554| 824 9.83 |0.5601| 144.20 | 135.55 |0.5405| 194.29 & 188.45
32 |0.1309| 3.73 393 104697 11566 | 11574 |0.4131 138.62 | 134.66
64 |0.0654| 1.86 204 102822, 61.58 58.22 |0.2285| 67.13 67.16
128 |0.0522| 2.27 341 |0.2017| 4585 46.12 | 0.1338 42.71 47.02
256 0.0381| 3.79 548 0.0967, 34.68 40.68 0.0854| 45.86 53.96
512 0.0264| 8.10 16.60 | 0.0483| 55.63 58.20 |0.0503| 78.89 84.95
1024 | 0.0146| 19.12 23.86 |0.0278| 125.38 | 114.30 |0.0269| 176.64 | 168.28

Comparison of theoretical predictions with observed times in seconds for the parallel method
for data of varying sizes. All observed times are the average of 5 separate runs. The jobs were
run using a maximum of 34 processors. For al cases n = 2048, a = 1.3. The theoretically
predicted times were computed from equation (3.4) using observed values of w from the test
runs as shown in this table and Table 3.1. Equation (3.4) was scaled by Toraeina / N* Where
Toreinal 1S taken from Table 3.4. There is good correspondence between the predicted and
observed values. Importantly, the optima value of m is matched for all predictions and
observations for each data size asindicated in bold.

performed without the iterative method.

We conducted two sets of computer runs. The first set is used to validate the performance
prediction model for the serial and parallel single stage case. The second set of computer runsis
used to demonstrate the highly efficient parale execution of the multistage optimization
algorithm in the UltraScan software.

In our first experiment we compare the theoretical predictions of equations (3.1) and (3.3)
with the observed execution times. In this case AUC software was run on a cluster of 40
Opterons with 2 gigabytes of RAM per processor running Linux and located at the University of
Texas Hedlth Science Center at San Antonio. The motivation for this experiment was to
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Table3.7

Actual Number of
No of . ;
FOCESSON'S timein parameters
P seconds searched
4 396 12,100
8 435 25,600
16 443 48,400
32 439 96,100
64 441 193,600
128 449 384,400
256 494 774,400
512 452 1,537,600

Implementation results for running on the LoneStar cluster of TeraGrid. This demonstrates
the increased resolution possible when keeping time constant and increasing the number of
processors. In each case m = 100. The AUC experimental data contained 80,640 data points.

Figure 3.1 : Performance profile for the divide and conquer scheme.
Shown are the number of parameters evaluated per second as a
function of the number of processors.
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compare our theoretical predictions with real cases of varying data sizes. For both the theoretical
and observed cases we fixed n=2048. We have empirical data giving an approximate a of 1.3.
To determine our speedup, we computed Torcina fOr each data set as reported in Table 3.4.

Given the values of w from Table 3.1, we can now compare the theoretical predictions with
the observations. These results are summarized in Table 3.5 for the serial case and Table 3.6 for
the paralel case. Weran tests for varying mand found that the optimum theoretical m coincided
with the observed values. We believe these results provide validation for our method.

For our second experiment, we chose to see how many parameters we could search in a
fixed time by increasing the number of processors. The motivation was primarily to validate the
ability to scale the algorithm. This was run on the LoneStar cluster of 1024 Intel Xeon
processors with 1 gigabyte RAM per processor made available to us through the NSF TeraGrid.
We tested up to 512 processors since all 1024 processors were not functional during our testing
phase. For this experiment we fixed m=100 and varied q to be approximately 30 times p, the
number of processors. g couldn®be exactly 30* p since g must be a perfect square in UltraScan.
One may note that the system appears to become overdetermined, but this does not effect
NNLS, because NNLS actually performs an incremental sequence of unconstrained linear least
squares problems starting with a single basis function selected via a projection agorithm
(Lawson & Hanson, 1995). This sequence of least squares problems are not overdetermined and
NNLS always provides a unique solution.

The results are shown in Table 3.7 and a linear regression of the number of parameters
searched per second is shown in Figure 3.1. We conclude that this algorithm scales linearly with

the number of processors and can be used to search an extremely large number of parameters.

3.6 Discussion

This chapter analyzed the performance of the 2DSA. We have shown analytically how our
method gives serid speedup and parallelizes efficiently. The results are not generally in exact
correspondence with the original problem, but can be made sufficiently close through careful
use of the given heuristics. Exact correspondence can be obtained for some problems with our
iterative variant. A performance prediction model was given which has been validated by

experimental runs. The scalability of this method has been demonstrated on a large cluster of
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512 processors.

The developments described here have far reaching significance for the field of biophysics
and other areas where multivariate optimization is applied. For our example, due to restrictions
In computer processing power and memory, a non-stochastic, model-independent optimization
approach has so far not been possible. Because of this limitation, SV fitting has been relegated
to model dependent, non-linear approaches (Demeler & Saber, 1998), which introduce user bias
and often fail to converge, model independent approaches that are either limited in resolution
and information content (Demeler & van Holde, 2004), or approaches that are not suitable for
the general case (Schuck, 2000) where heterogeneity in mass and shape may exist
simultaneously. This latter requirement is crucial for many systems in biophysics and
biochemistry. Another important aspect is the generality of the application. A large class of
multivariate optimization problems can be conveniently solved with this method. Many linear
problems (whether optimized with NNLS, with a generalized least squares approach, or by other
fitting metrics) can now be reformulated in this way and benefit from parallelization.
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CHAPTER 4: A GENETIC ALGORITHM FOR
PARSIMONIOUS REGULARIZATION

Eliminating the effects of noise from experimental data often involves Tikhonov or
Maximum-Entropy regularization (Aster, Borchers, & Thurber, 2005). These methods introduce
a bias which smooths the solution. In the problems considered here, the exact answer is sharp,
containing a sparse set of parameters. Therefore, it is desirable to find the ssimplest set of model
parameters for the data with an equivalent goodness-of-fit. This chapter explains how to bias
the solution towards a parsimonious model with a careful application of Genetic Algorithms. A
method of representation, initialization and mutation is introduced to efficiently find this model.
The results are compared with results from two other methods on simulated data with known
content. Our method is shown to be the only one to achieve the desired results. Analysis of
analytical ultracentrifugation sedimentation velocity experimenta data is the primary example
application.

Our contributions described in this chapter are using a Genetic Algorithm (GA) (Holland
1992) for parsimonious regularization and a method of data representation, initialization and
mutation for efficient convergence of the GA on this problem. Here, we compare the results
obtained from the GA with and without regularization and the 2DSA. A preliminary GA
solution for this problem without parsimonious regularization and our advanced initialization

resulting in much slower convergence was previously reported (Brookes & Demeler, 2006b).

4.1 Deficienciesin C(s) and 2DSA in the Presence of Noise

Experimental data contain noise which makes solving systems more difficult. For example,
afingerprint on the cell often causes time invariant noise that can be removed in a preprocessing
stage (Schuck & Demeler, 1999). Random noise is present and can be as low as one percent on
a well maintained ultracentrifuge. Nevertheless, noise will have an effect on the results
obtained. This can result in false positive and inaccurate solute parameters. Tikhonov and
Maximum-Entropy regularization have been used to compensate for the effects of noise ((Aster,
Borchers, & Thurber, 2005; Brown & Schuck, 2006; Schuck 2000). These methods penalize
sharp peaks in the solution X, introducing a bias that spreads the peaks. This increases the
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number of solute parameters returned by f (see Figure 4.1), making it more difficult to
accurately determine the number of solutes present. The correct solutions to the described
experiments are extremely sharp, in that they contain a few point parameters from an infinite
space of possibilities.

The method known as C(s) (Schuck, 2000) takes a discrete subset of values for s and
performs a one-dimensional line search on the RMSD of eg. (1.3) over k. This method can be
used when the value of k is identica for al solutes in the sample. It is often the case that the
sample exhibits heterogeneity in k due to the presence of molecules with different shapes.
Correct k values are needed to compute accurate molecular weights, which C(s) can not
determine for the general case.

In chapter 2 we introduced the two-dimensional spectrum analysis (2DSA) (Brookes,
Boppana, & Demeler, 2006; Brookes & Demeler, 2006a; 2006c¢) that places a two-dimensional
grid over the solute parameters s and k. 2DSA can use moving grids and an iterative search to

further refine the solution. For C(s) and 2DSA, the results are a set of parameters that describe

Figure 4.1: C(s) analysis of the 3 solute simulated system of Table 1.1 comparing
results without regularization (@) and with regularization (b). X marks the target solute
parameter s and concentration in the sample. The data were produced from the
program sedfi t.

4.2



these data. (see Figures 4.1, 4.2). Neither method can generally give an accurate assessment of
the number of different solutes present in the sample.

Figure 4.1(a) shows the results of a C(s) analysis of the 3 solute simulated system of Table
1.1 without regularization. The program sedf it produced these results. The horizontal axis
is the sedimentation coefficient s and the vertical axis contains the associated value of the vector
X, representing the concentration. In this case, C(s) does correctly identify 3 components but it
does not correctly identify s values. This is expected since the system of Table 1.1 is
heterogeneous in shape. The concentrations of each solute in the sample are incorrectly
identified.

Figure 4.1(b) shows the same C(s) analysis with regularization. The effect of regularization
iIs to smooth the result as is observable by a comparison of Figures 4.1 (a) and (b).
Regularization does not improve the result. Molecular weight computation is a function of sand
k. Neither of the C(s) analyses can provide accurate molecular weights.

Figure 4.2 shows the result of 2DSA on the same system. In this case, the graph shows both

Figure 4.2 . 2DSA of the 3 solute simulated system of Table 1.1. X marks
the target solute parameters s and k in the sample. The circles are possible
solute parameters identified by the analysis.
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s and k values. Each nonzero element of the vector x is identified, but no concentration
information is observable in this figure. Note that the correct target solutes are identified and
there are many false positives. Many of the false positives occur at very low concentration.
Figure 4.3 shows another view of the 2DSA results plotting the molecular weight and relative
concentration.  The molecular weights are correctly identified but their concentrations are
incorrectly identified.

4.2 Overview of Genetic Algorithms

In order to deal more efficiently with noise we introduce a new optimization technique for
searching parameter space based on genetic algorithms (GA). A GA is a search strategy based
upon the biological model of evolution. The geneisachain of DNA molecules that encodes the
protein. During reproduction, a child® DNA is composed of a mix of each parent® DNA.

Mutations also happen, changing some of the molecules of the DNA. Evolutionary pressures

Figure 4.3 : Another view of the 2DSA of Figure 4.2. Although hard to see
on this figure, there are some false positives of small concentration near
2.75e5 molecular weight. The correct molecular weights and concentrations
are marked by X.
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allow successful or ®etter fit€living systems to live and reproduce, causing their DNA to be
passed to the next generation of offspring.

In a GA, a gene is represented by a string of numbers and defines an individual. A
population is a collection of individuals. Before the GA can proceed, the individuals must be
initialized with some random values. The generational loop controls the evolution of the
population as follows.

First, each of the individuals in the population are evaluated for fitness. Fitness evauation is
usually the most computationally expensive part of the algorithm. The fitness function can be
anything that assigns some fitness value to the individual, for example, it could be something as
simple as the squared difference between the individual and some target string of numbers, or
something more complicated, such as encoding a electronic circuit and running a 12 hour
simulation (Kozaet al., 2003).

Next in the generational loop, is reproduction, when individuals are selected randomly from
the population based upon fitness to reproduce. The offspring from reproduction is collected
into a new population.  Reproduction proceeds until the new population contains sufficient
individuals. The new population replaces the current population and the generationa loop
repeats.

Reproduction can take several forms, one is smple mutation where some values of the
(single) parent individual are randomly modified. Another is crossover, where 2 parents are
randomly selected and some of the numbers of each parent are used to create the new individual.
One method for crossover, known as 1 point crossover, selects a random point in the genetic
string.  The offspring will contain one parent® string up to that point and the others parent®
string past that point.

Multiple populations that interact are called demes. Migration occurs between demes when
individuals are selected for migration during the reproduction process. GA® have standard

control parameters, some of which are described in Table 4.1.
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Table4d.1

Generations | The maximum number of times the generational loop executes

Population | The number of individualsin the population

Mutation % | Chance that mutation will be applied as the reproduction operation

Crossover %| Chance that crossover will be applied as the reproduction operation

Elitism | Elitism guarantees the best individuals in the population will be placed
unmodified in the new population. For example, an elitism of 2 means the best 2

individuas will survive.

Typical GA control parameters

4.3 GA Optimization of AUC Solutions

In AUC sedimentation velocity experiments, we wish to find the set of solute parameters
with the smallest cardinality that smultaneously provides a good fit to the data. We call this a
parsimonious solution. AUC algorithms generally produce sets of solute parameters with much
higher cardinality than the actual number of different solutes present. This section introduces an
optimization approach based on genetic algorithms that is capable of determining the actua
number of different solutes present in the data.

Recall the basic procedure for determining solute parameters used in C(s) and 2DSA is to
establish a set of solute parameters G and apply f. Naturally, we choose sets of solute
parameters G as our population individuals and the goodness-of-fit RMSD from f as a building
block for our fitness function. Each GA population individual is represented as a string of an
even number of floats, containing one s followed by one k value. Each sequential pair of sand k
values corresponds to a solute parameter of the set G. Evaluating the fitness begins with an
application of f of eqg. (1.3). We introduce the following function:

nz: x 4.1

which counts the number of nonzero elements of x. Our god is to find the parsimonious set of

solute parameters to explain the data. This means that we wish to find the set G that minimizes
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nz(x) and simultaneously maintains an RMSD that approximates the level of noise in the

experiment. The fitnessis computed as follows:

fitness=rmsd * (1 + (rf * nz(x))?) 4.2)

Where rmsd isthe RMSD from eqg. (1.3) and rf is the regularization factor. Positive values of
rf penalize solutions with greater numbers of non-zero parameters in the solution. Thus, rf can
be considered a penalty factor. Typically, we either use rf = 0 for no regularization or rf =.05.

Population initialization is critical to good performance. We used amore naive initiaization
strategy in a previous study (Brookes & Demeler, 2006b). Although naive initializations can
produce good final results, they were not general enough (they could not solve systems with
solutes containing identical s values and differing k values), required some a priori knowledge,
and took a lot of computation time. The naive method took 1,000 CPU hours for a single GA
solution in one test. The desire for a better initidlization strategy for the GA inspired the

Figure 4.4 : A pictorial representation of the association between the target solute
parameters, a set of buckets and the string of floats of the population individual. Each
target solute parameter is marked with a dot. Each bucket is a box centered around a
solute parameter returned from a preliminary analysis method such as 2DSA. The
population individual will be initidized and mutated with random vaues that are
constrained by the values of the associated bucket throughout the evolution of the GA.
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development of 2DSA which has become a method in its own right. The 2DSA-based
initialization found better solutions for similar problems in 5 CPU hours, which allows us to
compute 100 repetitions of the stochastic GA analysis in 500 CPU hours. We believe better
performance could be obtained with further GA tuning analysis for this problem.

The key to initidization is to determine appropriate buckets for each possible solute
parameter. These buckets limit the range of s and k for initialization and mutation. This requires
each solute parameter of the population individual to be positionally associated with a bucket as
shown in Figure 4.4. Since the number of buckets is predetermined (as will be shortly
explained), our choiceisto fix the length of each population individual to the number of buckets
and positionally determine the association between the individua® solute parameters and the
buckets.

To determine the values for the buckets (see Figures 4.2, 4.5), we use the results from 2DSA
to automatically compute buckets as follows: Each solute parameter in the 2DSA solution

becomes the center of a bucket with a fixed range in s and k. To insure no overlap occurs

Figure 4.5 : Automatically assigned buckets for initialization and mutation
constraints of GA individua s based upon the 2DSA results of Figure 4.2. X
marks the target solute parameters in the sample.
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between buckets, overlapping buckets are shrunk and new buckets (containing no solute
parameter of the 2DSA solution) are added to fill the space of the originally determined bucket.
The k range of a bucket may be clipped at 1 since thisisaphysical limit.

The initiaization strategy of our origina method (Brookes & Demeler, 2006b) partitioned
only the s range, while the k value of each solute was alowed to float over the entire k range.
The absence of a constraint on k caused its Slow convergence.

We use two methods to help maintain population diversity: removal of duplicate population
members and limiting floating point resolution. Early in the generational loop after the
population is sorted by fitness, we perform a pass to remove any duplicate population members.
If population members have identical fitness, we must further check to see if they contain the
same set of solute parameters. To facilitate the comparison of solute parameters between
individuals, we disalow bucket overlap. Eliminating bucket overlap ssimplifies the comparison
by alowing a simple positional equality test of s and k values. We aso fix the floating point
resolution of s and k to a predetermined number of significant digits, typically 3 or 4. We
believe it may be beneficia to make the floating point resolution an increasing function of the
generation number. The combination of duplicate removal and resolution limits significantly
helps maintain diversity.

One point crossover is used exclusively because our buckets are positionally determined.
The break point for crossover is at solute parameter boundaries to assure pairing of s and k
values. Intuitively, if we have one parameter pair contributing well in the first half of one
individual and one parameter pair contributing well in the second half of another then we could
get a better fit solution via one point crossover.

During the generational loop, when an individual is probabilistically selected for mutation,
exactly one of the solute parametersis selected. Then, either the s, k or both values are selected
to mutate. For each value selected to mutate, the procedure begins by computing a number mto
add to the selected value. m is decreased depending on the generation using the following
equation where g is the generation:

gfactor = 6 * logz (2+2* Q) (4.3
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A random number m is selected from a normal distribution with a mean of zero and a
standard deviation equal to the length of the corresponding bucket® s or k range divided by
gfactor. gfactor owly decreases the range of mutation as the system evolves. The formulafor
gfactor was determined by a visual inspection of its magnitude for g varying from 0 to 100 and
is not known to be optimal for this problem. Next, we add m to the selected value. Finadly, if
the selected value falls outside of the corresponding bucket®range for s or k, we replace it with
the bucket®nearest in-range value.

We use standard values for most of the GA parameters (see Table 4.2). The only parameters
we generally adjust are the number of demes based upon the number of processors we wish to
run on, the population sizes (determined coarsely as 10 to 30 times the number of buckets), and
the regularization factor (zero or .05).

Summarizing our method, we start with experimental data, determine s value constraints
with the van Holde-Weischet analysis, perform the 2DSA anaysis, use the 2DSA results to
build buckets for GA initialization, then perform 100 iterations of the GA.

Figure 4.6 : The GA anaysis results. The GA was run using the
parameters of Table 4.2, the buckets of Figure 4.5 and without
regularization. These data contain the superposition of 100 iterations of the
GA. X marks the target solute parameters from Table 1.1. Note that the
target solute parameters are identified but there are multiple false positives,
asintheoriginal 2DSA anaysis.
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4.4 GA Implementation

The GA implementation of our method was written into a genetic programming (GP)
package written in C and based upon the GP model of John Koza (Koza, 1992; 1994; Koza et
a., 2003). GPis based upon the GA concept. The software was initially written for a study of
GP on various problems. Our use of a GA to contain a GP is not recommended but is
nevertheless described. The data structure of a GP population individua is a tree of nodes.
Crossover occurs between the subtrees. Mutation takes a random node in a tree and replaces it
and its children with arandom subtree.

The problem of parsimonious regularization requires individuals consisting of a string of
solute parameters. To implement thisin GP, we restrict our trees to use a branching factor of 1.
We created a node type that contains the solute parameters. Evaluating this node pushes the
solute parameters onto a stack. When the population individual® chain of nodes is fully
evaluated, then the fitness computation of eq. (4.2) can proceed using vaues from the stack for
the set G. In thisway, we contain GA functionality within the GP.

Features of our software include demes with a bidirectional ring topology for migration. We

Figure 4.7 : Thisisanother view of the GA analysis without regularization
of Figure 4.6. The vertica axis of relative concentration needs to be
multiplied by 100, the number of GA iterations. X marks the target solute
molecular weights and concentrations.
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use MPI for communication in a distributed environment. For the researcher, there is a public
web interface available to submit these jobs to a queued environment (http://uslims.uthscsa.edu).
We currently run these analyses on several different local clusters running variants of Linux,

as well as on resources made available through TeraGrid.

4.5 Results of Parsimonious Optimization

The ®lo Free Lunch©theorems (Wolpert & Macready, 1997) imply that for any search
method a problem can be developed where the method performs worse than random guessing.
We wished to determine if the GA was better than random guessing for solving this specific
problem. To achieve this, we ran three different tests: random-guessing, mutation-only and
mutation-with-crossover. All of the tests were run on the same data sets with identical GA
parameters. For our random-guessing test we created a random population of 1,000 individuals

with 1 generation (i.e. simple initidization and no runs through the generational loop). For

Figure 4.8 : Results of GA with regularization. This run was identical to
the run of Figure 4.6 except regularization was used (rf = .05 in Equation
4.2). X marks the target solute parameters in the sample. Note since the
dots representing each solution are very tight for the middle solute
parameter, it might not be obvious that there are 100 superimposed solution
solute parameters under that X.
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mutation-only and mutation-with-crossover tests, we created a random population of 100
individuals with 10 generations. For each test we ran 30 trials. It was observed that mutation-
with-crossover outperformed each tria of mutation-only, which outperformed each tria of
random-guessing (data not shown). Therefore, we conclude that the GA approach is useful for
solving this specific problem.

Other search methods are possible for this problem. Gradient search methods have been
used (Stafford & Sherwood, 2004; Demeler & Saber, 1998). These methods generally get stuck
in local minima when there are more than two or three parameters. Probablistic iterative
improvement agorithms such as Simulated Annealing (Kirkpatrick, Gelatt, & Vechhi, 1983;
Cerny, 1985) and Tabu Search (Glover, 1989, 1990; Cvijovic & Klinowski, 1995) could be used
to mitigate the problem of local minima. Neural Networks (Hopfield, 1982; Carpenter &
Grossberg, 1987) might also be applied to this problem. None of these other search methods
were tested. We have used the concept of temperature in Simulated Annealing within the GA
through the use of gfactor ineqg. (4.3).

To test the effects of regularization, we simulated a system with three different solutes

Figure 4.9 : This is another view of the results from the regularized GA
analysis of Figure 4.8. The vertical axis of relative concentration needs to
be multiplied by 100, the number of GA iterations. X marks the target
solute molecular weight and concentration.
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containing noise of the same quality as would have been observed in an actual experiment and
compared C(s), 2DSA, and GA analyses with and without regularization. Using such data
permits us to compare the results to a set of known input parameters, yet faithfully reproduce a
realistic experiment.

The simulated experimental data were produced using the UltraScan software (Demeler,
2005b). The target solute parameters are shown in Table 1.1. From the simulated experimental
data, the van Holde-Weischet analysis was performed to determine the range of the s values.

The results for C(s) are shown in Figure 4.1. The C(s) anaysis only reports s values and
concentrations. The s values were missed by C(s), athough it did seem to indicate three
different solutes were present. No correct molecular weights could be computed from these
data. Adding regularization to the C(s) analysis did not seem to improve the quality of this
result and made it less clear how many solutes were present. From Figure 4.1, one can see the
effect of regularization where the sharp peaks are penalized.

A 2DSA was run on the same test data and a solution containing 18 solute parameters was
returned. The results are shown in Figures 4.2 and 4.3. 2DSA accurately located the three
target solute parameters, but also reported multiple false positives. The molecular weights were
correctly reported. From this information it does appear that there are three solute molecular
weights present, from which one could infer that three solutes are present in the data. The

relative concentrations of the three solutes are incorrect.

Table4.2
Parameter Value used
Population size 200
Generations 100
1 pt Crossover 50
Mutation % 50
Elitism 2
Number of Demes 10
Deme Migration % 3
Selection method Exponential by fitness

The GA parameters used for analysis. These values are fixed for runs with no regularization and
with regularization.

4.14




Table4.3

Method No. of Parameters RMSD
C(s) - no regularization 3* 1.5807e-2
C(s) - regularization N/A* 1.5949¢e-2
2DSA 18 4.513e-3
GArf=0 10.62 4.586e-3
GArf=05 3.62 4.542¢-3

Comparing the number of solute parameters and goodness-of-fit returned for C(s) with and
without regularization, 2DSA, GA without regularization rf =0, and GA with regularization
rf =.05 for smulated experimental data of 3 solutes (Table 1.1). For the GA runs, the number
is the average of 100 GA iterations. * Results produced by sedfit for C(s) do not provide the
number of solute parameters, 3 is by visual inspection of the graphical output.

The results from the 2DSA were used to generate buckets for GA initidization as shown in
Figure 4.5. The 18 solute parameters of 2DSA resulted in 21 buckets due to elimination of
bucket overlap. Using these buckets, we ran 100 iterations of GA anaysis without
regularization using the parameters of Table 4.2. The results of this analysis are shown in
Figures 4.6 and 4.7. This method returned an average of 10.62 solute parameters per iteration.
The resulting number of solute parameters is much greater than the target 3 present in the
simulated data, but less than the 18 returned by the 2DSA anadysis and also less than the 21
buckets used for initialization. The GA without regularization, similar to the 2DSA anaysis,
identified the target solute parameters, but still included multiple false positives. The GA
without regularization did, however, do a much better job a estimating the relative
concentrations of the solutes than the 2DSA aone.

100 identical iterations of GA were run with regularization and the results are shown in
Figures 4.8 and 4.9. In this case, an average of 3.62 solutes were reported, closely matching the
actual three solutes. There is a split in the data for smallest sedimentation coefficient, and it is
known that dlower sedimenting solutes (with smaller s values) are harder to resolve. Thereisan
excellent match for the faster sedimenting solutes. Thisis in excellent correspondence with our
original simulation data of Table 1.1. The quality of the results is clearly much better than any
other method. The false positives are eliminated and the molecular weights and concentrations

are correctly identified. The results are summarized in Table 4.3. GA without regularization
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provided a more parsimonious solution than 2DSA. GA with regularization found by far the
most parsimonious sol ution.

An important issue is the quality of the final results obtained in terms of goodness-of-fit as
measured by RMSD. These values were computed for each analysis type and are summarized in
Table 4.3. The RMSD was comparable in all methods (except the C(s) method, which failed to
adequately describe the system) and closely matched the known level of noise. Visuad
inspection of the residual vectors indicated no systematic error in the solutions provided by any
of the methods, except again the C(s) method, which failed to account for the heterogeneity in k.
GA with regularization does not suffer from the number of false positives reported by the other
methods, and was the only method to give precise concentrations for the molecular weights
observed.

Our results clearly show the significant benefit of using the GA for parsimonious
regularization. This work is being used by researchers worldwide in the analysis of AUC
experiments and implemented in UltraScan (Demeler, 2005b).

4.6 Discussion

We have presented a new method using a GA with regularization for parsimonious solutions
in AUC. The method correctly indicates the number of solute parameters present in the data
with identical fitness to much less parsimonious solutions. False positives are removed and the
information in the final result closely matches the origind model used to produce the
experimental data. This is of mgor importance to the researcher, as this is the first known
method to do so and can subsequently give the most accurate molecular weight and shape
determinations.

We believe this method may have application to other parameter estimation or inverse
problems, such as astronomica image reconstruction, where non-negatively constrained least
squares methods are used.

The success of our method brings up some interesting questions for further research.
Determining the ideal size of buckets is of importance. Larger buckets increase the search space
and subsequently slow convergence. Whereas, making the buckets too small can potentially

miss optimal solute parameters. Other shapes of buckets (elliptical) could be examined. We
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have used a constant regularization factor of .05. The sensitivity of the algorithm to the
regularization factor has yet to be thoroughly researched. It is possible that the regularization
factor can be eliminated from the algorithm by replacing the fitness function, eqg. (4.2), with the
Akaike Information Criteria (Akaike, 1974). We plan to examine a much larger range of

simulated and experimental systems to determine the resolving ability of the algorithm.
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CHAPTER 5: UltraScan Implementation

The advent of paralel computing technology and low cost computing hardware has
facilitated the adoption of high-performance computing tools for the analysis of sedimentation
data. The UltraScan software (Demeler, 2005b) has been developed over the past 15 years to
support sedimentation analysis, experimental design and data management. We summarize our
recent extensions and advances in methodology that have been adapted in UltraScan and have
been described in chapters 1 through 4. High performance computing methods implemented on
parallel supercomputers utilizing grid computing technology are used to analyze sedimentation
experiments a much higher resolution than was previously possible. We discuss the
implementation of parallel computing in three novel algorithms used in UltraScan for modeling

of sedimentation velocity experiments, and provide guidelines for effective data analysis.

5.1 Introduction

Analytical ultracentrifugation (AUC) has long played a central role in the characterization of
solutions containing colloidal suspensions and biological and synthetic polymers. The ability to
separate individual components based on shape and mass by performing sedimentation
experiments has provided significant insights into macromolecular solutions. In AUC
experiments transport due to sedimentation and diffusion is observed, and from these
observations mass and macromolecular shape parameters can be determined. We describe here
recent advances in the methodology that extend significantly the resolution and detail that can be
obtained. These advances address a magjor difficulty: the convergence of optimization algorithms
used for fitting experimental data. Especially for cases where heterogeneity is involved, accurate
description of al of the components is a significant challenge, and existing methods for
parameter estimation encounter a number of obstacles that are difficult to remove. Additional
complexity is encountered when the heterogeneity is not only present in the mass distribution,
but also in the macromolecular shape. The reason for the difficulty to describe such
heterogeneity is related to the complexity of the error surface during parameter optimization,
and the presence of noise in the data. We show that implementation of high-performance
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computing technology in conjunction with our new optimization methods can successfully
address these challenges and provide superior results.

Computer performance has been increasing in accord with Moore® law (Moore, 1965) while
simultaneously the cost of computer hardware has been decreasing. Combined with the
availability of modern computer languages and software libraries, these factors have made high
performance computing accessible to researchers. Computationally complex algorithms that
were merely of theoretical interest just a few years ago can now be routinely implemented on
ordinary computer hardware. In addition to the availability of faster computing hardware, the
techniques of high performance computing enable the implementation of parallel algorithms to
accelerate demanding numerical calculations. Instead of running an agorithm on a single
processor, new architectures allow the same algorithm to be calculated on multiple processors
simultaneously. With careful design of a parallel algorithm significant speed increases can be
obtained. In this work we describe how these advances in parallel computing technology can be
appropriated by the field of analytical ultracentrifugation for the analysis of sedimentation
experiments. The increased computational power afforded by parallel computing alows us to
analyze sedimentation data at much higher resolution than is possible with traditional methods,
without sacrificing computational speed.

Prior to our work, no attempts were made to parallelize algorithms used in the analysis of
AUC experiments. To this end, we have developed three new paralel algorithms for AUC
analysis, the 2-Dimensional Spectrum Analysis (2DSA) (Brookes, Boppana & Demeler, 2006;
Brookes & Demeler, 2006a), the Genetic Algorithm for AUC anaysis (GA) (Brookes &
Demeler, 2006b; 2007a) and Monte-Carlo versions of 2DSA and GA (2DSA-MC and GA-MC)
(Demeler & Brookes, 2008). These methods allow advanced analysis of the experimenta data
providing results that were not possible to attain before the advent of high performance parallel
computing.

In this chapter we will present an overview of our analysis methods, a description of their
parale implementation, a description of the methodology of sequentially executing the three
methods to provide high resolution results, and give an example of the results. Running jobs on
high performance parallel computing resources is historically a cumbersome process, requiring
esoteric command-line batch packaging and submission of jobs. To address this issue, we have

developed a convenient web interface to alow the researcher to easily process experiments from
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Figure5.1: An example of a 2-dimensional grid used in 2DSA. Thisis arepresentation for the
set G, a set of points representing likely solutes. G is evaluated for fitness to the experimental
data and the points contributing to the best fit solution are collected in G©®a subset of G as
shown in Figure 5.2

aweb browser and obtain resultsin aformat compatible with the UltraScan package.

Executing jobs on high performance parallel systems is different than running a program on
a desktop computer. Parallel machines are generally dedicated to a single process at a time and
execution is controlled through a queue mechanism, where requests are added to the queue and
released from the queue when sufficient resources are available to execute the process. A
compute request generally includes a list of resources required to execute the process, such as
required memory, diskspace, and number of processors. Based on this information the process

controlling queue will allocate resources and schedule job execution.
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Figure 5.2: The results of a 2DSA analysis using the set G of Figure 5.1. This is a
representation for the set Glysa, the best contributing components from a set G. The
thickness of each point is proportional to the relative concentration of each component of G©

5.2 Analysis Methods

The 2DSA, 2DSA-MC, GA, and GA-MC agorithms are all methods for determining the
composition of a heterogeneous mixture of solutes. Parameters of interest include the number of
different solutes present in the solution, each solute® partial concentration, as well as the shape
and the molecular weight of each solute. This information can be extracted from AUC
sedimentation velocity experimental data. The underlying method in each approach consists of
determining some likely set of solutes G, solving the Lamm equation (Lamm, 1929) for each
solute, and using the NNLS (Lawson & Hanson, 1995) algorithm to reduce G to a set of
contributing solutes G€(see Figures 5.1,5.2). The Lamm equation describes the diffusion and

sedimentation transport of a solute in the ultracentrifuge cell. Solving the Lamm equation
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Figure 5.3: The movement of a 2DSA grid G (see Figure 5.1) to produce G, . The gray points
are the elements of G and the black points are the elements of G,. The parallel 2DSA
algorithm will evaluate G¢, on a separate processor than G©

produces a vector which models the solute® behavior in the experiment. The NNLS
computation compares the Lamm equation vector models to the experimental data and also
returns a concentration value for each element of the set. The goodness of fit of G&to the
experimental data is measured by the residual mean squared deviation (RMSD). Each element g
of the set G is a pair of parameters, a sedimentation coefficient s and a frictional ratio k.
Equivalently, each element g of G is a point in the s, k plane. If s and k of a solute are known,
the molecular weight of the solute can be computed.

2-Dimensiona Spectrum Analysis: In 2DSA, we place a 2-dimensional grid on the s, k plane
(see Figure 5.1). We constrain values of s with the enhanced van Holde-Weischet analysis. k is
generaly constrained to values between 1 (spherical) and 4 (rod-shape). In the seria
implementation of the 2DSA algorithm, a uniform grid is placed within the constrained range of
the s, k plane. These grid-points define G from which G€can be computed. The serial algorithm
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Figure 5.4: The first row of boxes contain the sets G,G,,G; and Gs. The bottom box contains

G, the union of the sets GEEQG@and G@ The final result is G*©The first row is computed
on different processors, but the final result is computed on one processor.

faces a significant disadvantage: In order to assure that each solute g is correctly identified, the
grid needs to be aligned with the parameters of the actual solute present in solution. Because the
actual parameters are not known a priori, this requires a high resolution grid, whose
computation demands significant core memory. The paralel 2DSA algorithm solves this
problem by dividing the high resolution grid into multiple lower resolution grids, which can be
combined to form the high-resolution grid. The low resolution grids are produced by moving an
initial low resolution grid incrementally in the s and k directions until all desired grid points
have been covered by grids G, G, ...,G, (see Figure 5.3). Each grid G¢,G¢ Gg, ..,G¢
can be independently computed on multiple processors. Next, we let G' be the union of
G¢,G¢ GG, ...,G( and compute G*® on one processor (see Figure 5.4). This grid-level
paralelization of the 2DSA approach represents a very efficient distribution of the calculation
load. In general, G' may be also be too large to compute on one processor, so we apply the
method recursively in the multistage 2DSA method, which is shown in Figure 5.5. For the
highest quality result, result G*© can further be unioned back into each of G,G, G, ..,G, in
an iterative method as shown in Figure 5.6 where this process is repeated until no further change
is observed, and the solution is converged on a stable grid solution. The fina result from a
2DSA analysis is denoted by GG, . Paralldlization of 2DSA is considered relatively coarse-
grained and has been shown to scale efficiently on up to 512 processors (Brookes, Boppana &
Demeler, 2006).
Genetic Algorithm: Unlike the single G as used in 2DSA, a genetic agorithm contains a
collection of sets G termed a population of individuals, where each individual represents a group
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Figure 5.5: The 2DSA multistage method. In this case the size of the unions of the results
from the first row (see Figure 5.4) are too large to compute on a single processor and must be
computed in groups.

of solutes which approximate the mixture of all solutes. The evolution of the genetic algorithm
proceeds as follows:. A population of individuas is randomly initialized. Then, a generational
loop is run in which individuals are randomly selected for reproduction based upon fitness, and
then the individuals are recombined or mutated to produce a new population in the next
generation. The generational loop repeats for some predetermined number of generations. An
individual®@fitness is determined by the RMSD of GOIf parsimonious regularization (a method
to find the set G with the fewest number of elements with a comparable RMSD (Brookes &
Demeéler, 2007)) is used, the fitness of the individual is penalized in relation to the number of
elements in G. In order to accelerate convergence of the optimization, proper initialization of
each G in the population is critical. We have found that excellent initialization results can be
obtained by preprocessing the data with the 2DSA method. We use the 2DSA output ( Gpea )
and draw arectangular regionin the s, k plane around each element of G5, (see Figure 5.7).
This region is termed a bucket. We require the buckets to be non-overlapping. If buckets
overlap, we subdivide each overlapping bucket into multiple non-overlapping buckets covering
the same region. For a typica GA anaysis, we start with a population of approximately 100
individuals G, each containing elements g that have been initialized with a random s, k value
drawn from each bucket identified above (see Figure 5.8). Therefore, if the 2DSA method

resulted in 30 individuals GGye,, our initialization will identify 30 buckets (or more, if
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Figure 5.6: The 2DSA iterative multistage method. In this case the results of each multistage
solution are unioned back into the initial sets G,G; G, ..,G, and the process is repeated
until the final result is unchanging. This achieves the highest quality result.

subdivision is required due to overlap), and each of the 100 individuals G contain 30 or more
elements g. When an individual G is randomly selected to mutate during the generational loop,
an element of an individual G is randomly changed, but it will remain constrained by the range
of the bucket associated with its creation. Furthermore, during recombination, when two
individuals are selected, the recombination will always be between elements belonging to the
same buckets.

GA optimization involves the creation of multiple populations, termed demes (see Figure
5.9). The purpose for maintaining multiple demes can best be understood by analogy with
biologica populations: A species derives benefit from genetic diversity which is maintained by
keeping subpopulations in geographicaly diverse regions. Paralelization is achieved by
caculating each deme independently on a different processor. Each deme runs its own
generational loop. When evaluating multiple demes, we aso need to consider exchange of
information between demes. Individuals within the deme are randomly selected for emigration
to another deme with a user-selected migration rate probability. Migration occurs during the
generationa loop. At the end of the generational loop, the emigrants are communicated to a
master process, which stores all emigrants. At the beginning of the generational loop, the master
process is asked for the list of any immigrants. By brokering emigrants through the master

process, all deme calculations can proceed asynchronously without the need to wait for the
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Figure 5.7: The buckets produced around a 2DSA analysis for initidization of the GA. Each
bucket is centered around an element of the 2DSA solution Gpgs

completion of another deme. This eliminates the requirement for keeping all demes at the same
generation, and any deme can receive immigrants from any other deme at earlier or later
generations without penalty. Running multiple demes implies a migration topology, where
migration can only occur between certain processors. In our GA, we run a bidirectiona ring
topology, where each deme® individuals can migrate between 2 neighbors. GA deme
paralelization is embarrassingly paralle and scales efficiently. The fina result for a GA is
denoted Glg, .

Monte Carlo Anaysis: The Monte Carlo (MC) method is used to amplify true signal away
from background noise and to provide parameter value distributions which can be used to
evaluate the confidence intervals of each parameter. Our Monte Carlo approach can be applied
to either 2DSA or GA optimization results. The MC process is started by performing a2DSA or
GA optimization, resulting in a best fit GOVisual inspection of residua bitmaps and run patterns
should confirm that only random deviations are present in the residuas before any MC analysis
is attempted.
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Figure5.8: Anindividua set G in the GA population. Each bucket (see Figure 5.7) contains a
set element constrained by the bucket. Different individuals in the GA population will have
different elements, but they will al be constrained by the buckets and exactly one element of
set G will be in each bucket.

MC is performed by creating a vector of absolute values of the residuals. Residuals are
calculated from the difference between the G@model and the experimental data and represent an
estimate of the magnitude of random noise present at each point in the experimental data. This
vector is then dightly smoothed with a Gaussian kernel. Next, for each vector e ement we define
a new randomly generated residual from a normal distribution with a zero mean and a standard
deviation equivaent to the vector entry at each point by using the Box-Muller function (Box &
Muller, 1958). The new randomly generated residuals are added to the corresponding points in
the best fit GOsolution from either 2DSA or GA, generating a new and equivalent pseudo-
experimental dataset. During paralel execution of MC, the pseudo-experimental data are
produced by a master process and communicated to all other processors. Each pseudo-
experimental data is re-fitted with the 2DSA or GA optimization method, producing a series of
new GGl .Gy, . The final result GG, is the union of G€and the results of
every iteration of the MC. The MC methods scale efficiently. More detail on the Monte Carlo
methods is available in (Demeler & Brookes, 2008).
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Figure 5.9: A representation of 4 demes in a pardlel GA job. Each deme contains its own
population, a collection of individuals G, and runs on a separate processor. During the
evolution of the GA, migration occurs between connected demes as represented by the double
arrows. Migration is probabilistic and is controlled by the GA migration rate.

5.3 Implementation

Our parale analysis methods require high performance computing resources. These
resources consist of multiple clusters and a software module which submits analyses to these
resources. Communication between processors within a cluster is accomplished with the MPI
(Grama et al, 2003; http://www.mpi-forum.org) message passing interface library. We have
developed a convenient web interface, available to the public, to submit analyses to both our
local cluster and multiple remote clusters. All clusters addressable by UltraScan are part of the
Texas Internet Grid for Research and Education (TIGRE, http://www.hipcat.net/projects/tigre).
TIGRE is a large grid computing infrastructure developed by the consortium for High
Performance Computing in Texas (HiPCAT, http://www.hipcat.net). The TIGRE infrastructure
includes a Globus Toolkit (Foster, 2005) based software stack which provides grid computing
middleware. This middleware facilitates communication and data exchange among al clusters

within TIGRE, maximizes |oad balancing and permits sharing of resources. Our software usesit
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Figure 5.10: A flow diagram of mechanism behind submission of paralel anaysis jobs
through the web interface. Job submission starts with a request entered from the web and it is
eventually passed to us_gri dpi pe. pl which manages the job execution by requesting
us_gridcontrol collect the experimental data, and then submits the job to a local MPI
gueue or aremote TIGRE gueue (see text). Upon completion, results are emailed.

to submit jobs in a uniform way to multiple remote clusters. In this section, we will describe
how the analysis requests are processed.

Prior to analysis, al experimental data are edited and committed to the UltraScan LIMS
database as explained in (Demeler, 2005b). The researcher begins by logging into the web
interface, selecting the experiments to analyze as well as the analysis method (2DSA or GA). At
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this stage, adl required analysis parameters are entered viaaweb form. If Monte Carlo analysisis
desired, the number of MC iterations is entered as well. Then, the job is submitted to one of the
clusters by the researcher. Results compatible with UltraScan are emailed to the researcher upon
job completion. The user imports the emailed results into the UltraScan software where they can
be visualized in 3D by a C++ GUI module. There are no special requirements for the user®
computer. Any PC with access to Internet email and web browsing which is capable of running
UltraScan locally can process jobs on our high performance clusters and then view the results
locally. UltraScan versions for all major operating systems and hardware platforms are available
for free download from our website at http://ultrascan.uthscsa.edu.

The mechanism which enables this apparent simplicity is shown in Figure 5.10. When the
user submits a job, the web server sends the user®@request to us_gr i dpi pe, which isanamed
pipe. Thisis aspecia type of file which smply holds written data until they are read. The PERL
(Wall, Christiansen & Orwant, 2000) script us_gr i dpi pe. pl daemon, a program which is
always running, reads from us_gri dpi pe and manages the queue for local MPI jobs and
controls startup of TIGRE jobs. Upon receipt of the researcher® job request, the
us_gri dpi pe. pl daemon will first execute us_gri dcont r ol to collect the experimental
data from the LIMS database in preparation for job execution. When us_gri dcontr ol
completes, it informs the us_gri dpi pe. pl daemon via the named pipe that al of the
experimental data have been extracted from the database and placed into a file on the disk. The
us_gri dpi pe. pl daemon then determines from the request if the process should be executed
locally via MPI or submitted to remote TIGRE resources. For MPI jobs, the job is placed in a
MPI job queue maintained by us_gri dpi pe. pl . If only asingle request iswaiting in the job
queue (the one just added), the MPI job is directly executed on the local cluster using all
processors specified for either a 2DSA or GA analysis in a machine file. For 2DSA jobs, the
number of grid repetitions is split among the available processors, and for GA jobs the number
of processors required equals the number of demes + 1. When the MPI job completes, results are
emailed to the researcher and the us_gri dpi pe. pl daemon is informed that the job has
completed so that it can remove the job from its MPI job queue and start the next MPI job if
another job is in the queue. For TIGRE jobs, us_gri dpi pe. pl places the job request into a
list of TIGRE jobs and begins execution of the PERL script us_ti gre_j ob. pl, which
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controls TIGRE job execution. TIGRE resources are shared and it is important to select the
number of processors carefully. The authors have developed a formula to compute the optimal
number of processors to achieve a specific processor utilization (Brookes, Boppana & Demeler,
2006) and this computation is performed for TIGRE jobs. Once the number of processors is
known, us_ti gre_j ob. pl sendsthe experimental data and user® web request parameters to
the user selected cluster and submits the job to the appropriate queue. The TIGRE job is
monitored until completion. Upon completion, us_ti gre_j ob. pl retrieves the result data
from the target cluster, sends the results email to the researcher and informs the
us_gri dpi pe. pl daemon that the TIGRE job is finished. Theus_ti gre_j ob. pl script
will also collect all run-time statistics and store them in a database. At this point the
us_gridpipe.pl removes the TIGRE jobs from its TIGRE job list and us_ti gre_j ob. pl

exits. The us_gri dpi pe. pl daemon aso accepts requests to obtain information about its
MPI job queue and TIGRE job list and this is available for viewing directly from the web
interface. All required parallelization modules are available for the Linux operating system, and
can be downloaded for free from the UltraScan website (http://www.ultrascan.uthscsa.edu).

5.4 Methodology

We have adapted the UltraScan software to alow the user to follow the typical flow of
information in the analysis environment. We now describe how the user will interact with the
remote computing platform and identify the actions required to improve the data in a step-by-
step procedure;

Step 1 - LIMS data import: The first step after data acquisition is the association of
experimental data with related information and storage of these data in the UltraScan Laboratory
Information System (LIMS, http://uslims.uthscsa.edu). The LIMS is described in detail in
(Demeler, 2005b). One purpose of LIMS isto combine experimental data with other information
important for hydrodynamic corrections, such that hydrodynamic corrections can be performed
on the fly without the user® intervention. Such corrections are derived from buffer composition
and peptide sequences, which provide density, viscosity and partia specific volume information.

Buffer composition, as well as peptide sequences and nucleic acid sequences can be uploaded to
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the LIMS database. In addition, users can provide experimental designs and protocols, project
descriptions, gel images and absorbance profiles to further specify experimental conditions.

Step 2 - editing a binary copy of the data: After all data have been entered into the database,
a copy of the data is retrieved and edited. This will create a binary copy of the data which
contains all data structures necessary for any UltraScan analysis method. Moreover, these binary
data are a self-contained description of the entire experiment suitable for distribution among
different compute clusters, and include all necessary information for hydrodynamic corrections
of the resulting data.

Step 3 - setting s-value limits: For a velocity experiment, the first method employed is a
preliminary anaysis with the enhanced van Holde - Weischet method (Demeler & van Holde,
2004). This approach is used to define a G(s) distribution which calculates the sedimentation
coefficient limits of the data.

Step 4 - single pass 2DSA with time invariant noise correction and meniscus fitting: After
committing the binary copy of the data to the LIMS, the s-value limits are applied to the 2DSA
parameter range and the data can be analyzed with a high-resolution 2DSA pass.
Simultaneously, meniscus position and time invariant noise correction should be selected. We
found a 0.01 cm meniscus range with 10 increments is generaly sufficient to find the most
accurate meniscus position. RMSD values from each meniscus iteration can be fitted to a 2nd
order polynomial, and the minimum value will correspond to the best meniscus value. Data
analysis results are sent by e-mail to the investigator in the form of a small e-mail attachment
(typicaly 0.3-20 kilobytes, containing the sedimentation and diffusion coefficient, and the
partial concentration for each solute determined during analysis, as well as the time and radially
invariant noise vectors), who will import the results into the UltraScan software and use the
Finite Element Data Viewer within UltraScan to display the results. After inspection of the data,
a utility module in UltraScan is used to subtract the time and radially invariant noise vectors
from the edited data, and to update the meniscus position, if necessary, producing an improved
rendition of the data that is now free of systematic noise contributions, and contains an
optimized meniscus position. The improved data is now recommitted to the LIMS.

Step 5 - updating the LIMS with the noise free data: After subtraction of the time invariant
noise, the edited dataset in the LIMS can now be replaced with the improved version and
henceforth be used for al additional analysis methods. Because the time and radialy invariant
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noise is eliminated from the dataset, all subsequent analysis methods no longer have to consider
such noise corrections, which improves calculation speed significantly, especialy for large
datasets. This is especialy important for Monte Carlo analysis methods, which require many
iterations of analysis.

Step 6 - 2DSA Monte Carlo analysis: At this point, a >= 50 iteration 2DSA Monte Carlo
analysis of the data should be performed. This analysis will amplify actual data signals and
minimize the effect of noise contributionsin the data. A 3D plot of this analysis often provides a
good qualitative view of the data (Demeler & Brookes, 2008).

Step 7 - Initialization of the GA: The results obtained in the 2DSA Monte Carlo analysis can
be visualized with the Finite Element Viewer in UltraScan and the processed distribution file
can be imported into the GA initiaization routine. Using the bucket selection method explained
earlier, likely solute groupings are identified and written to a disk file. This file is uploaded to
the web interface of the GA routine and used to constrain the GA. Completion of the GA will
result in a parsimonious solute distribution, eliminating al buckets that are not required for a
description of the experimental data.

Step 8 - performing the GA Monte Carlo analysis. The fina step in the analysis will further
refine the parsimonious solution by classifying the contributions of random noise to the
identified parameters. The Monte Carlo analysis will result in confidence limits for each
parameter and provide reliable statistics for each value.

Step 9 - global analysis. Additional improvements can be obtained by combining
experimental data from multiple experiments in step 8. Combined experiments should include
data from different speeds to maximize the signal from both sedimentation and diffusion
coefficients. The LIMS version of UltraScan permits addition of multiple experiments in the

analysis queue to achieve atruly global analysis.

5.5 Reaults

To exemplify the importance of our methods, we have simulated a 4 solute system
containing time-invariant and random noise (Solute 1. MW = 25 kDa, f/f0 = 1.2, Solute 2: MW
=75 kDa, f/f0 = 1.6, Solute 3: MW = 150 kDa, f/f0 = 2.0, Solute 4: MW = 300 kDa, f/f0 = 2.4).
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This system exemplifies the general case of apolymer unit that forms end-to-end associations as
could be found in either a mixture of DNA fragments, a mixture of disordered or unfolded
proteins, or an amyloid or fibril forming macromolecular mixture. We analyzed the system
using our parallel method and compared the results to a commonly used traditional method. We
report the results along with execution times for various numbers of processors in Table 5.1.
From these results it is clear that significant improvements are realized by employing our

paralel methods. Furthermore, we demonstrate that the increased computational demand by our

Table5.1
Target C(M) noreg C(M) reg Parallel Method
Solute| RMSD 0.01217 0.01228 0.00987
16.26 (0.914) 15.42 (3.69)
MW 25 24.9 (0.007)
L 36.97 (1.37) 38.40 (7.93)
0.11 (NA) 0.09 (NA)
Conc. | 0.25 0.25 (0.0015)
0.14 (NA) 0.22 (NA)
52.81 (1.35)
MW 75 72.22 (10.1) 74.9 (0.107)
5 76.37 (2.35)
0.14 (NA)
Conc. | 0.25 0.43 (NA) 0.24 (0.0024)
0.33 (NA)
3 MW 150 123.85 (2.67) 122.46 (6.57) 145.0 (0.051)
Conc. | 0.25 0.28 (NA) 0.28 (NA) 0.26 (0.0018)
A MW | 300 - - 304.3 (0.339)
Conc. | 0.25 - - 0.25 (0.00078)
Executiontime, p=1 2m 2m 2,732m
Execution time, p = 36 - - 95m
Execution time, p =51 - - 66m
Execution time, p = 128 - - 27m
Execution time, p = 256 - - 15m
Execution time, p = 512 - - 9m
Comparison of sedimentation velocity analyses for a simulated mixture of four
macromolecular fragments that are heterogeneous in shape with molecular weights listed in
the target column. Our parallel method is compared to a traditional C(s) analysis, without and
with 95% regularization. Standard deviations for each parameter are listed in parentheses.
Molecular weights are reported in kDalton, concentrations are reported in optical density units.
Standard deviations for the partial concentration measurements made by Sedfit were not
available from the software.
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paralel methods can be effectively addressed by scaling the parallel computing infrastructure to
produce compute times on the same order of magnitude as traditional methods provide.

Due to varying lengths of the fragments in our smulated example, the frictional ratios
increase with molecular weight. This produces a heterogeneity both in molecular weight as well
as in shape, which is poorly modeled by traditional methods such as C(M) (Schuck, 2000). The
parallel approach proposed in our work aims to address the general case of solving systems that
display heterogeneity in molecular weight and in frictional parameters, for which the C(M) and
C(s) methods are not suitable. If implemented correctly, the method treats the two dimensional
problem of shape and molecular weight with a high resolution approach that appropriately deas
with experimental noise and eliminates false positives. As a result, our methods show a
significant improvement in RMSD, parsimony in the number of solutes, and in the
determination of the solute® actual parameters. In our chosen example we observe a 24%
improvement in RMSD with our parallel method, and the actua target values are faithfully
reproduced, while the C(M) analysis not only reports false positive components with incorrect
molecular weights, but it also fails to detect the appropriate partial concentrations, and misses
entirely the 4th species. Standard deviations are much more narrow for the paralel method and
molecular weights are well described by the confidence intervals. The fallure of the C(M)
approach is independent of regularization. It is obvious from the reported execution times that a
computational priceis paid for the increase in resolution and accuracy, which renders processing
of sedimentation velocity data impractical for a single processor computer. As we demonstrate
here, this limitation is effectively removed by our parallel implementation. We have performed a
detailed analysis of the scalability of our approach in (Brookes, Boppana & Demeler, 2006)
which proves that our parallel approach scales linearly with the number of processors used in the
caculation. Thus, we have shown that with the appropriate high-performance computing
infrastructure our approach reduces computing times to practica levels which are comparable to
traditional methods.
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5.6 Discussion

In this chapter we have described high performance computing extensions to UltraScan that
address problems in the parameter optimization of AUC experiments where macromolecular
solutions heterogeneous in mass and shape are measured. The 2DSA anaysis method
determines shape and molecular weight information from AUC sedimentation velocity
experiments using a fixed grid approach. The parallel application of 2DSA enables extremely
fine resolution results, and provides a signal amplification to minimize the effects of stochastic
noise. Because 2DSA has been designed for efficient paralel computation, analysis results are
obtained in acceptable computation time. These runs typically take between 5 to 20 minutes on a
44 processor Opteron cluster. The MC extension to 2DSA will multiply the time of a single run
by the number of MC iterations. The benefits of MC are that the signal to noise ratio isincreased
in direct proportion to the number of MC iterations and thus statistically significant confidence
intervals can be obtained for both shape and molecular weight of al solutesin the mixture.

The GA analysis method aso determines shape and molecular weight information. In
contrast to 2DSA, GA uses floating parameter values and can obtain even finer resolution than
are obtained with the fixed grid 2DSA method. The high number of degrees of freedom present
and the stochastic nature of the GA method make GA a dower method than 2DSA. Using the
2DSA result to initialize the GA provides significant speed increase for the GA since the GA
can then focus on searching for solutions in a bucket-constrained area. A major benefit of the
GA besides the floating parameter space is the ability of the GA to perform parsimonious
regularization. This addition, based upon Occam® Razor, finds solutions of greater simplicity
with equivalent RMSD. Use of parsimonious regularization also speeds up the GA, since it
pressures evolution towards smaller population members. GA is still generally slower than
2DSA, but the quality of result is unsurpassed. The MC method aso benefits the GA method by
increasing the signal-to-noise ratio and providing statistical confidence intervals.

We have documented in section 5.3 an overview of the significant work we have done to
alow simple web access to our advanced anaysis methods. Through the step-by-step
methodology described in section 5.4, the researcher can obtain the highest quality results
combining the methods of 2DSA, GA and MC to determine statistically confident shape and

molecular weight distributions from sedimentation velocity experiments. All methods presented
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here are programmed in UltraScan which can be downloaded freely from
http://www.ultrascan.uthscsa.edu. A web portal suitable for implementation on a local Linux

cluster is available for download from the same website.

5.7 Conclusion

Anaysis of analytical ultracentrifugation sedimentation velocity experiments is a powerful
technique for determining macromolecular properties in a hydrodynamic setting. Previous
methods to analyze the data have been limited to systems lacking heterogeneity in shape or
restricted to systems of two or three solutes. The desire to extract more information from these
experiments led to our two new algorithms.

We began by framing the problem to be solved as a linear inverse problem of parameter
estimation in the presence of noise. We introduced the 2DSA to determine heterogeneous
parameters. This computationally intensive method was amenable to efficient parallelization
through a divide and conquer technique. A performance prediction model of the serial and
paralel 2DSA was presented and validated. We introduced parsimonious regularization using a
GA to improve the results of 2DSA in the presence of noise. We have described our
implementation of these techniques in a high performance computing environment made

available to researchers worldwide through a convenient web interface.

5.20



BIBLIOGRAPHY

Akake, H., (1974). A new look at the statistical model identification. IEEE Transactions on
Automatic Control, 19:716-23.

Aster, C., Borchers, B., & Thurber, C. H. (2005). Parameter estimation and inverse problems.
Elsevier Academic Press. London.

Banzhaf, W., Nordin, P., Kedller, R. E., & Francone, F. D., (1998). Genetc programming: an
introduction. Morgan Kaufmann, San Francisco.

Briggs, D.S., (1995). High fidelity deconvolution of moderately resolved sources. PhD Thesis.
New Mexico Institute of Mining and Technology.

Blackford, L.S., Choi, J, Cleary, A., D@&zevendo, E., Demmel, J., Dhillon, I., Dongarra, J.,
Hammarling, S., Henry, G., Petitet, A., Stanley, K., Walker, D., & Whaey, R.C., (1997).
Scal APACK usersQuide, Society for Industrial and Applied Mathematics, Philadelphia.

Box, G.E.P., & Muller, M.E. (1958). A note on the generation of random normal deviates,
Annals Math. Sat, 29:610-1.

Brookes, E., Boppana, R. V., & Deméler, B., (2006). Computing large sparse multivariate
optimization problems with an application in biophysics. Super Computing 2006 Conference
Proceedings. ACM, |IEEE.

Brookes, E., & Demeler, B., (2006a). A 2 d spectrum analysis for shape and MW distribution
from sedimentation velocity experiments. 15th International Symposium on Analytical
Ultracentrifugation, London.

Brookes, E., & Demeler, B., (2006b). Genetic algorithm optimization for obtaining accurate
molecular weight distributions for sedimentation velocity experiments. Analytical
Ultracentrifugation VIII, Progr. Colloid Polym Sci. 131, pages 78-82. Springer-Verlag.

Brookes, E., & Demeler, B., (2006c¢). Global sedimentation velocity analysis using the 2 d
spectrum analysis. 15th Int. Symposium on Analytical Ultracentrifugation, London.

Brookes, E., & Deméler, B., (2007). Parsimonious regul arization using genetic a gorithms
applied to the analysis of analytical ultracentrifugation experiments. Genetic and Evolutionary
Computation Conference 2007 Proceedings, ACM.

Brookes, E., & Deméler, B., (2008). Parallel computational techniques for the analysis of
sedimentation velocity experimentsin ultrascan. Progressin Colloid and Polymer Science
Journal. 286(2):138-48.

Brown, H., & Schuck, P., (2006). Macromolecular size-and-shape distributions by
sedimentation velocity analytical ultracentrifugation. Biophysical Journal. 90:4651-61.

B.1



Cao, W. & Demdler, B., (2006). Modeling analytical ultracentrifugation experiments with an
adaptive space-time finite element solution of the Lamm equation. Biophysical Journal.
90:4651-61.

Carpenter, G. A., & Grossberg, S,, (1987). A massively parallel architecture for a self-
organizing neural pattern recognition machine. Computer Vision, Graphics, and Image
Processing. 37:54-115.

Cerny, V., (1985). Thermodynamical approach to the traveling salesman problem: an efficient
simulation algorithm. Journal of Optimization Theory and Applications, 45:41-51.

Claridge, T. D. W., (1999). High-resolution nmr techniques in organic chemistry. Pergamon,
Oxford.

Cale, J. L., & Hansen, J. C., (1999). Analytical ultracentrifugation as a contemporary
biomolecular research tool. J. Biomolecular Techniques, 10:163-74.

Cvijovic, D., & Klinowski, J., (1995). Taboo search - an approach to the multiple minima
problem. Science 267:664-6.

Deméler, B., (2005a). Hydrodynamic methods. Bioinformatics basics: applicationsin biological
science and medicine. 2nd Edition. Pages 226-255. CRC PressLLC.

Demeler, B., (2005b). UltraScan: a comprehensive data analysis software package for analytical
ultracentrifugation experiments. Modern Analytical Ultracentrifugation: Techniques and
Methods, pages 210-29. Royal Society of Chemistry, UK.

Demeler, B., & Brookes, E. (2008). Monte Carlo anaysis of sedimentation experiments.
Progressin Colloid and Polymer Science. 286(2):129-37.

Deméler, B., & van Holde, K. E., (2004). Sedimentation velocity analysis of highly
heterogeneous systems. Anal. Biochem. 335: 279-88.

Deméler, B., & Saber, H. (1998). Determination of molecular parameters by fitting
sedimentation data to finite element solutions of the Lamm Equation. Biophysical Journal.
74:444-454,

Demeler, B., Saber, H., & Hansen, J.C., (1997). Identification and interpretation of complexity
in sedimentation velocity boundaries. Biophysical Journal. 72:397-407.

Foster, 1., (2005). Globustoolkit version 4: software for service-oriented systems. Proceedings
of Network and Parallel Computing 2005, Lecture Notes in Computer Science. 3779:2-13.

Springer.
Glover, F., (1989). Tabu search - part 1. ORSA Journal on Computing. 1:190-206.

Glover, F., (1990). Tabu search - part 2. ORSA Journal on Computing. 2:4-32.

B.2



Grama, A., Gupta, A., Karypis, G., & Kumar, V. (2003). Introduction to parallel computing,
2nd Edition. Addison-Wesley.

Hal, M. W., Anderson, J. M., Amarasinghe, S. P., Murphy, B. R., Liao, S. W., Bugnion, E., &
Lam, M. S,, (1996). Maximizing multiprocessor performance with the suif compiler. IEEE
Computer.

Hanson, R. J., (2006). Personal Communication.

Holland, J. H., (1992). Adaptation in natural and artificial systems, 2nd Edition. MIT Press,
Cambridge, MA.

Hopfield, J. J., (1982). Neural networks and physical systems with convergent collective
computational properties. Proceedings of National Academy of Science. 79:2554-8.

Kirkpatrick, S., Gelatt, C. D., & Vechhi, M. P., (1983). Optimization by simulated annealing.
Science, 220:671-681.

Koza, J. R., Keane, M. A., Streeter, M. J., Mydlowec, W., Yu, J., & Lanza, G., (2003). Genetic
programming V. Kluwer Academic Publishers, Norwell, MA.

Koza, J. R., (1992). Genetic programming. MIT Press, Cambridge, MA.
Koza, J. R., (1994). Genetic programming 1. MIT Press, Cambridge, MA.

Ladd, M., & Palmer, R., (2003). Structure determination by x-ray crystallography, 4th Edition.
Kluwer Academic/Plenum Publishers, New Y ork.

Lamm, O. (1929). Die Differentialgleichung der Ultrazentrifugierung. Ark. Mat. Astrol. Fys.,
21B:1-4.

Lawson, C. L., & Hanson, R. J., (1995). Solving least squares problems, 2nd Edition. SIAM,
Philadel phia.

Moore, G. E., (1965). Cramming more components onto integrated circuits. Electronics, 38(8).
Pacheco, P. S., (1997). Parallel programing with MPI. Morgan Kaufmann, San Francisco.

Press, W. H., Teukolsky, S. A., Vetterling, W. T., & Rannery,, B.P., (1992). Numerical recipes
in C: the art of scientific computing, 2nd Ed. Cambridge University Press, Cambridge.

Puetter, R. C., & Yahil, A. (1999). The pixon method of image reconstruction. Astronomical
data analysis software and systems VII1, ASP Conf. Ser. Vol 172.

Ralston, M. L., & Jenrich, R. I., (1978). DUD, aderivative-free algorithm for nonlinear least
squares. Technometrics. 20:7-14.

B.3



Schuck, P., & Demeler, B., (1999). Direct sedimentation analysis of interference optical datain
analytical ultracentrifugation, Biophys. J. 76:2288-2296.

Schuck, P., (2000). Size-distribution analysis of macromolecules by sedimentation velocity
ultracentrifugation and Lamm equation modeling. Biophysical Journal. 78:1609-19.

Stafford, W. F., & Sherwood, P. J., (2004). Anaysis of heterologous interacting systems by
sedimentation velocity: curve fitting algorithms for estimation of sedimentation coefficients,
equilibrium and kinetic constants. Biophys Chem. 108(1-3):231-43.

Strauss, W. A., (1992). Partial differential equations, an introduction. Wiley, New Y ork,.

Todd, G. P., & Haschemeyer, R. H., (1981). General solution to the inverse problem of the
differential equation of the ultracentrifuge. Proc. Natl. Acad. Sci. 78-11:6739-43.

Wall, L., Christiansen, T., & Orwant, J., (2000). Programming perl, 3rd Edition. O®Reilly and
Associates, Sebastopol, Caifornia.

Wilson, J., (2006). A web interface for the parallel 2-dimensional spectrum analysis. The Center
for Analytical Ultracentrifugation of Macromolecular Assemblies (CAUMA) at the University of
Texas Health Science Center at SA. http://cauma.uthscsa.edu.

Wolpert, D. H., & Macready, W. G., (1997). No free lunch theorems for optimization. |EEE
Transactions on Evolutionary Computation, 1:67-82.

van Holde, K. E., (1985). Physical biochemistry, 2nd Edition. Prentice Hall, New Jersey.

van Holde, K .E., & Weischet, W. O., (1978) Boundary analysis of sedimentation velocity
experiments with monodisperse and paucidisperse solutions. Biopolymers, 17:1387-403.

B.4



VITA

Emre H Brookes was born in Chicago on 23 April 1963 to Erdogan Tufekcioglu, MD and
Joyce Doreen Brookes. He attended Culver Military Academy from 1976 to 1979 where he
started and was president of the Computer Club. He attended Tulane University part time from
1979 until 1985 while working first as a computer operator at Consolidated Companies and later
at Computer-Source as an assembly language programmer and computer repair technician. He
moved to Philadelphia and married Electra Briggs in 1986. While in Philadelphia, he did
custom software development for Banks Tower Communications, worked as a Cobol
programmer for Mibus Computers, worked in video production for Omni Video Productions and
was an active member of the Communications Coordination Committee, a United Nations NGO.
Moving to San Antonio in 1990, he began full time software devel opment and computer support
for Alamo Water Refiners. Continuing work at Alamo Water Refiners, he began studies at the
University of Texas at San Antonio in 1997, and received a Bachelor of Science Summa Cum
Laude in Mathematics with aminor in Physics in 2000, then a Master of Science in Mathematics
with a focus in Functional Analysis in 2002. He entered the Computer Science Doctoral
program in earnest in 2003, and since then has produced the following publications:

E. H. Brookes and B. Demeler. Genetic algorithm optimization for obtaining accurate molecular
weight distributions for sedimentation velocity experiments. Analytical Ultracentrifugation VIII, Progr.
Colloid Polym Sci. 131, pages 78-82. Springer-Verlag, 2006.

E. H. Brookes, R. V. Boppana, and B. Demeler. Computing large sparse multivariate optimization
problems with an application in biophysics. SuperComputing 2006 Conference Proceedings. ACM,
|[EEE, November 2006.

E. H. Brookes and B. Demeler. Parsimonious Regularization using Genetic Algorithms Applied to the
Analysis of Analytical Ultracentrifugation Experiments. Genetic and Evolutionary Computation
Conference Proceedings. ACM, 2007.

B. Demeler and E. H. Brookes. Monte Carlo Analysis of Sedimentation Experiments. Progress in
Colloid and Polymer Science Journal, 2008. 286(2): 129-37.

E. H. Brookes and B. Demeler. Parallel Computational Techniques for the Analysis of Sedimentation
Velocity Experiments in UltraScan. Progress in Colloid and Polymer Science Journal, 2008.
286(2): 138-48.



