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This research introduces an original anomaly detection approach based on a sublexical 

unit hash model for application level content. This approach is an advance over previous 

arbitrarily defined payload keyword and 1-gram frequency analysis approaches. Based on the 

split fovea theory in human recognition, this new approach uses a special hash function to 

identify groups of neighboring words. The hash frequency distribution is calculated to build the 

profile for a specific content type. Examples of utilizing the algorithm for detecting spam and 

phishing emails are illustrated in this dissertation. A brief review of network intrusion and 

anomaly detection will first be presented, followed by a discussion of recent research initiatives 

on application level anomaly detection. Previous research results for payload keyword and byte 

frequency based anomaly detection will also be presented. The drawback in using N-gram 

analysis, which has been applied in most related research efforts, is discussed at the end of 

chapter 2. The importance of text content analysis to application level anomaly detection will 

also be explained. After a background introduction of the split fovea theory in psychological 

research, the proposed sublexical unit hash frequency distribution based method will be 

presented. How human recognition theory is applied as the fundamental element for a proposed 

hashing algorithm will be examined followed by a demonstration of how the hashing algorithm 

is applied to anomaly detection. Spam email is used as the major example in this discussion. The 

reason spam and phishing emails are used in our experiments includes the availability of detailed 

experimental data and the possibility of conducting an in-depth analysis of the test data. An 
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interesting comparison between the proposed algorithm and several popular commercial spam 

email filters used by Google and Yahoo is also presented. The outcome shows the benefits of the 

proposed approach. The last chapter provides a review of the research and explains how the 

previous payload keyword approach evolved into the hash model solution. The last chapter 

discusses the possibility of extending the hash model based anomaly detection to other areas 

including Unicode applications. 
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CHAPTER 1: INTRODUCTION  

 Intrusion detection systems (IDS), which include both host-based and network-based 

solutions to identify malicious activities targeting networks or computers, have evolved into 

more sophisticated architectures comprising pattern matching, data mining, machine learning, 

and other heuristic based approaches. Early IDS products were usually described as simply in-

depth packet analyzers but with a more complicated ruleset than those used by firewalls. They 

worked using the same mechanisms but only worked on data at the network layer. Despite all of 

the early work, the IDS field was once regarded as a ñmarket failureò as stated in a 2003 Gartner 

report [1] due to the high number of false positive alerts.  However, as web service-based 

applications have increased in popularity, IDS research has once again caught peopleôs attention, 

especially in the area of application level anomaly detection. Some recent efforts include the 

Microsoft Research Shield Project [2] which focuses on Windows Remote Procedure Call and 

Dynamic HTML content in web browsers, Cisco Ironport [3] which evolved from spam email 

filtering to web content classification, etc. In this dissertation, a brief introduction to the history 

of anomaly detection and related recent research, including earlier payload keyword- and byte 

frequency- based approaches, as well as their drawbacks is presented. Each of these projects 

usually emphasizes a specific area, such as HTTP, TCP payload, or individual files, so a 

discussion will be presented along with different approaches to explain the reason for the effort 

and the corresponding results. A conclusion for a major problem in text content analysis is 

presented at the end of chapter 2. An interesting finding in psychological research for human 

recognition is also introduced. We will focus on how to build a hashing algorithm based on this 

finding and attempt to solve several key issues in text content analysis, which is important for 



2 

application payload anomaly detection. Spam email will be used as the major example for 

demonstrating and testing the algorithm. 

 1.1  Signature and Anomaly Detection 

 Network intrusion detection systems (NIDS) can be categorized as either signature-based 

(also known as misuse-based) or anomaly-based. The signature-based approach, which is based 

on matching patterns for known attacks or vulnerabilities, is widely deployed in various 

commercial security applications. Anomaly detection, which attempts to identify attacks based 

on observed activity that falls outside of profiles established for normal network activity, is still 

in many respects at the research stage. Signature-based approaches match the packet with 

specific patterns of known attacks, while anomaly-based approaches are concerned with all 

packets not fitting the current activity profile. The popularity of the signature-based IDS 

approach is due to the fact that the method can provide extremely high levels of accuracy once 

the ñfingerprintò of attacks can be correctly defined. In addition, when the number of patterns is 

limited, it is relatively easy to implement such a method with high levels of performance. The 

significant disadvantage, however, is that it cannot identify new attacks, and also performs 

poorly when faced with mutations of known attacks. Each time a new attack appears, assuming it 

is a brand new attack targeting a specific new vulnerability which has never been addressed 

before, signature-based protection systems will not detect it until a new release of the signatures 

containing this new vulnerability occurs. Although security response teams in industry usually 

update their signature database within a very short time once a new attack is found, millions of 

servers could have already been compromised before their update is developed and received. 

This is a fundamental flaw of the signature-based detection approach ï it has to wait until the 

ñfingerprintò can be identified and disseminated.  There is no way to detect new malicious events 
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when they first appear. Additionally, with the accumulation of different ñfingerprintsò from 

various malicious attacks over many years, the resulting number of signatures will eventually 

reach a limit where the detection phase will become a major bottleneck for the system.  This, 

however, is  fundamentally the way that malicious software detection (.e.g anti-virus tools) is 

implemented. 

 Anomaly detection, which received early attention in IDS research but was quickly set 

aside for what appeared to be the more promising signature-based method, has recently caught 

peopleôs attention again. Anomaly detection takes a different approach to detect malicious events 

by using an heuristic approach. Unlike a signature-based solution which tries to match the exact 

pattern for a malicious activity, anomaly detection does not care what the activity is exactly. It 

only categorizes the events as ñgoodò or ñbadò.  For example, when examining a local file, the 

signature based approach must find the exact match for a specific pattern in its datasets which 

could contain tens of thousands of samples, while anomaly detection only needs to determine 

whether the file is ñmaliciousò or ñnormalò based on measuring certain characteristics. Since 

anomaly detection does not require an ñexactò match, it could potentially be used to identify 

zero-day attacks [4]. 

 

1.2 Challenges for Anomaly Detection 

 Various approaches to conduct anomaly-based detection have been proposed. In early 

research, anomaly detection was mostly used for user behavior analysis as proposed in [5]. A 

data mining method was first used for network anomaly detection in [6] [7], which used the 

RIPPER rule learning algorithm to construct the profile of normal network conditions. In [8] [9] 

[10], an efficient anomaly score scheme was proposed to detect new network activities based on 
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either packet fields or bytes. Other approaches applied different machine learning algorithms to 

network packet header fields and tried to detect abnormal instances based on the constructed 

models.  A detailed comparison of the anomaly detection results from some popular adopted 

machine learning mechanisms is provided in [11].  

 Although anomaly detection at first appears to hold great potential and seems to have a 

promising future, it is extremely difficult to achieve. Since network traffic is extremely 

complicated and new applications are emerging every day, researchers have not been able to find 

a reliable method to construct a model of ñnormalityò. At the moment, how to efficiently identify 

new attacks is also unclear.  The dilemma between detection rate and false alarms is the major 

problem for researchers. According to [12], which is based on the DARPA intrusion detection 

experiment in 1999, the best system tested was able to detect only half of the attacks launched 

against the target. In a comparison carried out by the University of Minnesota in 2003 [11], most 

of the mechanisms could detect at best half of the attacks at the false positive rate of 0.02%. To 

increase the detection rate to, for example, 80%, the false positive rate also increases 

dramatically to around 1%, which could result in thousands of false alarms per day. 

 When we further examined these experiments, we found that most of the failures happened 

during application- level attacks. For example, most of the anomaly detection mechanisms could 

easily detect network level attacks such as ARP poison, SYN flood, teardrop, and others. For 

these attacks, the detection rate could even reach 100% with a very low false alarm rate. 

However, problems occur quite frequently when application- level attacks are involved, such as 

U2R (User to Root) and R2L (Remote to Local). Most of the tested IDS systems performed very 

poorly in identifying attacks at this level.  As described in the DARPAô99 experiment analysis 

from [12], the best system can detect less than half of the application level attacks. 
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 The reason behind this is actually fairly simple. The anomaly detection schemes only 

consider packet header fields, such as the IP address, port number, flags, etc., so they work well 

when the attack involves only these related fields. Once the payload is involved, where 

application- level data is contained, these methods have no way to identify intrusive activity 

contained in this field. For example, a popular overflow attack is to send some fields with 

extremely long arguments (e.g. ps and sendmail). Since the header fields are still valid, header-

based NIDS will consider the packets normal.  The long arguments, however, can result in a 

buffer overflow for these applications. Knowledge of application level information (e.g. TCP 

payload, HTTP content, etc.) would help to detect such attacks, as seen in the approach taken by 

host-based anti-virus software which uses signatures extracted from the application payload. 

Without the information from the application level, anomaly detection is no better than a 

sophisticated firewall. 

 Unfortunately, most of todayôs attacks target the vulnerabilities of specific systems or 

applications as mentioned in [2], or happen at the application level with multiple steps, which 

was described in [12] for the DARPAô99 experiment. From the point of view of the network 

layer, these attacks contain no malicious activity, and they donôt always generate abnormal 

network traffic. The only way to defend against them is to explore and analyze the packet 

payload. In signature-based NIDS, this is done by finding signatures of specific attacks and 

performing pattern matching on the incoming packet payload. These signatures or ñfingerprintsò 

can only be developed manually or at best semi-automatically, and only identify previously 

known attacks. 

 Unlike the packet header which has existing protocols to follow, application level payload 

content does not have similar network- level rules and could contain anything from ASCII text to 
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audio and video streams.  Further complicating this issue is the possibility of the payload 

containing encrypted data. This definitely is the biggest challenge for applying anomaly 

detection.  At the network level, encrypted attacks such as IPSec based trusted attacks have 

become an important issue. At the application level, images have been used to replace text 

content in phishing emails or sensitive words which should be identified by content filter. 

 

1.3 Anomaly Detection and Spam Emails 

 The next chapter introduces recent approaches for application level anomaly detection. An 

interesting phenomenon is that most of this research, regardless of the different targeted 

problems, tried to use 1-gram analysis to facilitate their implementation. 1-Gram analysis, which 

belongs to the N-Gram method, demonstrated its strength in building a statistical model for 

certain types of data based on the byte frequency, which we will see in chapter 2. However, if we 

want to apply similar ideas to text content analysis, especially spam email/phishing websites/etc., 

the 1-gram or N-Gram method will meet its limitation. The problem with N-Gram will be 

discussed later, and we will also discuss what kind of method we should expect regarding a 

specific area of spam email detection. A new method will be introduced which utilizes a unique 

hashing algorithm with corresponding hash vectors for spam detection. 

The proposed method uses a sublexical unit hash algorithm as a general solution for text 

content identification/categorization.  While not limited to spam detection, to demonstrate how it 

works, a concrete application area was needed. Spam emails and email-based phishing attacks 

were selected in our discussion and experiments for two reasons. First, they are found in the 

payload of their TCP sessions. The proposed hash model algorithm is a general solution for 

identifying groups of neighboring words, which is a key problem for detecting similar text 
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content for spam detection/phishing detection/web search/etc.. However, most TCP based 

applications contain extra information in their payload, and such information has to be filtered 

first before the content analysis is conducted. In fact, a general purpose application- level 

intrusion detection system usually contains various components for protocol analysis, signature 

matching, rule learning etc.  If we choose other applications instead of email, extra data will 

distract us from analyzing the correctness of the sublexical hashing frequency algorithm. In fact, 

from the text content analysis aspect, it does not matter whether the data is from email, web 

pages, instant messaging, or other similar network traffic. Email content has a simple format 

which does not require extensive extra processing, thus it is a perfect choice for testing the 

algorithm without distractions from other unnecessary details. 

The second reason that spam email and phishing were used for this dissertation is that the 

spam emails and phishing attacks are a major concern of application level anomaly detection. 

According to [3][59], spam emails have increased almost 100 percent to more than 120 billion 

and range from 60 to 94 percent of all emails through the last quarter of 2007. Besides the huge 

volume increase, spam emails have evolved from simply selling products to phishing attacks 

which contain URLs leading users to malicious websites that can compromise their computers 

with malware. The new trends in spam email also includes Botnet attachments which also may 

result in the system being compromised by using various attached files including images, excel 

spreadsheets, pdf documents, or even mp3 files to elude the most sophisticated email filters. 

Although our algorithm is not designed to detect the malware from malicious websites which 

might infect the userôs computer, phishing email is often the first step that lures the user to the 

malicious URL. If the proposed algorithm were proven to effectively detect such email, it could 

help prevent users from being misled and their systems compromised. 
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Spam detection can be accomplished using either a signature based approach or an 

anomaly based solution. Due to the fact that people prefer extremely low false positive rates, 

commercial spam email filters are generally based exclusively on a signature approach. An 

interesting experiment utlizing Yahoo and Google email systems and their filtering features will 

be presented in chapter 4. 

Experiments in chapter 4 illustrate how the proposed algorithm works on different sets of 

spam emails. We included several smaller size datasets which were taken from a private 

collection.  Later, larger datasets from the open source SpamAssassin project, which provides 

thousands of spam and normal email samples, were used. The smaller size data is either related 

to a specific spam category (targeting the sale of medicine) or phishing emails. They are 

carefully selected to represent a wide range of variations in the specific category, thus it is easy 

to give an in-depth demonstration of how the algorithm works and to discuss the problems we 

met. The large data set, which contains thousands of random real world samples, is more 

appropriate for a real-world simulation, and we will see how a simple signature filtering could 

facilitate the proposed anomaly detection thus achieving better results. A comparison among the 

proposed algorithm and several commercial popular email providers is also performed to 

illustrate the difference between the proposed anomaly detection and current signature based 

approaches. 
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CHAPTER 2: BACKGROUND  

2.1 History of Anomaly Detection 

      2.1.1  Early Research (Before 1996) 

      Anomaly detection first rose to attention in the middle 1980s. An approach to detect 

abnormal user behavior in an UNIX environment was discussed in [5]. This is the first detailed 

discussion for building profiles for normal user activities to exclude unusual events which could 

be malicious. For example, a profile could be built for a user who usually logs in during the 

daytime and uses only emails. If a login activity for this user was found at night or some other 

program was activated, such behavior would be identified as likely not generated by the user. To 

make the profile as flexible as possible, a self- learning approach could be applied to allow the 

rules to be adjusted based on progressive behavior changes, thus only activities which 

demonstrated significant difference from the profile would be marked as abnormal. However, it 

was also pointed out in [5] that unauthorized users could ñtrainò the learning process to accept 

them by changing intrusion approaches slowly. 

 A number of intrusion detection systems based on user behavior records collected by 

system log files were developed during the late 1980s and early 1990s. MIDAS (MULTICS 

Intrusion Detection and Alerting System) [13] took ideas in [5] and tried to simulate the 

procedure of analyzing security log files by a human administrator. Haystack [14] was built for 

an Air Force specific platform which combined both a signature-based solution with an anomaly 

detection approach. The anomaly detection profiles used in Haystack utilized behavior history 

from individual users as well as rules for groups. NSM (Network Security Monitor) mentioned in 

[15] [16] was the first IDS to utilize direct network traffic for analysis. In NSM the real-time 

network traffic is compared with profiles describing expected communications for different types 
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(e.g. FTP/TELNET/etc.).  While somewhat successful, these profiles usually contain just 

expected protocols and data paths for specific systems, and are not sufficient for todayôs 

application- level data analysis. Los Alamos National Laboratory developed NADIR (Network 

Anomaly Detector and Intrusion Reporter) [17] [18] in the earlier 1990s. Audit data for specific 

events from different services were logged and fed into an expert system for analysis. Each user 

was evaluated based on the audit data and manually defined profiles. 

 User behavior based anomaly detection is rigid and has fatal problems when user behavior 

changes [5], however. Earlier, when network applications were limited, a simple set of behavior 

rules might have worked.  This became insufficient when network services rose to a new 

prominence in the mid 1990s. More intelligent approaches needed to be found. Hyperview [19] 

was an earlier prototype for a neural network based anomaly detection system consisting of two 

components: an expert system for publicly known intrusion events and a self- learning adaptive 

neural network. The expert system kept audit records which constitute a multivariate time series 

of sequentially ordered user events. Rather than simply mapping the time series to the inputs of 

the neural network, Hyperview adopted a recurrent network design comprising two expert 

systems for preventing learning incorrect behavior as well as matching existing rules. 

 2.1.2  Rise of Data Mining (After 1996) 

 Research on anomaly-based intrusion detection waned for a while during the mid 1990s 

and focus switched to distributed intrusion detection systems, as in [20] [21] [22]. However, with 

the popularity of data mining in many research areas, people began experimenting with network 

intrusion detection based on various data mining and machine learning methods. The earliest 

data mining-based intrusion detection approach was carried out by the intrusion detection group 

in Columbia University. The concept of using pattern learning was first proposed in [23]. This 
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paper presented an experiment to apply the RIPPER rule learning algorithm on monitoring 

UNIX system calls, and discussed the possibility of using a similar approach for network 

intrusion detection. The implementation and experimental results were later presented in [6] [24]. 

In these papers, the RIPPER algorithm was applied to both UNIX sendmail system calls and 

network traffic data generated by tcpdump to construct the corresponding normal and abnormal 

models. Since there are significant differences between system call trace and network traffic, the 

rule learning algorithm cannot be applied directly and the raw packets need to be pre-processed. 

First, the out-of-order network packets need to be classified. Multiple classifiers were discussed 

to construct various models for the target system to improve the effectiveness. In addition, 

association rules and frequent episodes algorithms were adopted for extracting features from 

both intra and inter domains to construct more accurate classifiers. The experiments in these 

papers demonstrated the possibility of constructing an anomaly-based intrusion detection system 

utilizing data mining. A major problem with the method, however, is that it requires a clean 

training data set without any noise, which is hard to obtain in the real world. To solve the 

problem, a mixed model was presented in [25] to detect anomalies. This approach was based on 

the assumption that normal traffic is much larger than abnormal data, thus a simplified 

Expectation Maximization (EM) algorithm could be used to differentiate between the two sets 

automatically even if the dataset contains noise. Another approach for labeling abnormal data 

was based on clustering [26], which was also based on the same assumption that there is a much 

smaller percentage of abnormal traffic. Although these approaches have shown the potential for 

automatically identifying abnormal activities by constructing appropriate normal models, the 

detection rate is relatively low (around 50% for the clustering based method, and the EM-based 

method has very unstable results). In [27], an experimental system which integrates the above 
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approaches was presented. Several key factors for a real-time anomaly-based NIDS system were 

discussed in the paper. The first is the accuracy since most anomaly-based approaches have 

problems with a low detection rate and high false positive rate. Second, because the data training 

is computationally expensive, it is difficult to enable the system to be self-adaptive to network 

environment changes. The last problem is the large set of clean labeled training data required by 

most data-mining based IDSs. Because the labeling work is mostly done manually in order to 

obtain the best accuracy, it is almost impossible for real world applications.  The importance of 

application- level network intrusion detection was also mentioned in [27]. The later IDS research 

at Columbia University focused on the application level, attempting to identify things such as 

email viruses or application vulnerabilities. 

 In 1998 and 1999, under support from the Defense Advanced Research Project Agency 

(DARPA) and the Air Force Research Laboratory (AFRL), MIT Lincoln Lab conducted two 

large scale experiments for anomaly-based network intrusion detection systems [12].  The results 

became the benchmark for later academic research for anomaly detection. The DARPA 

experiments included more than 200 different attacks belonging to 58 categories.  There were 

eight research groups involved in the experiments with the most up-to-date anomaly network 

intrusion detection solutions at the time. However, without the support of signature-based 

mechanisms, the best detection rate obtained was around 50%. Analysis of the experiment results 

demonstrated the inability of handling application- level attacks (U2R, R2L) with the anomaly 

detection methods involved in DARPAô99 because they focused on the network packet protocol 

header only. Detailed analysis of the DARPA experiments can be found on the MIT Lincoln Lab 

website [28]. 
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 Several years later in 2003, the DARPA dataset was used in another experiment conducted 

by the University of Minnesota to test an outlier-based anomaly detection approach. The network 

traffic was first filtered by a signature-based IDS such as Snort so the known attacks could be 

removed. Then an anomaly score was assigned to each connection by applying a local outlier 

factor (LOF) algorithm [29] [30]. To decide if a point belongs to the outlier, the distance of the 

point and its neighbor is usually measured. The LOF approach could have better accuracy by 

taking into account the neighbor density. DARPAô98 dataset was used in the experiments 

involving several popular outlier detection schemes including K-th Nearest Neighbor, Nearest 

Neighbor, Mahalanobis-distance based outlier detection, LOF, and unsupervised support vector 

machines (SVMs). The experiment showed the nearest neighbor and LOF based approaches have 

the best accuracy based on the detection rate and false positives (the SVMs had the highest 

detection rate, but also a higher false positive rate), while the LOF approach was more stable 

than the nearest neighbor when used for TCP based attacks.  The outcome of the experiments, 

however, still demonstrated the problem of handling application- level intrusion attempts. 

 As a popular data mining approach, the Support Vector Machines (SVMs) based intrusion 

detection system was studied by the New Mexico Institute of Mining and Technology in [31]. 

SVMs are learning machines labeling high-dimensional vectors based on classes and classifiers 

which are constructed by a set of support vectors from the training data. In the approach 

described in [32], the SVMs were trained with data mixing normal packets and attacks from 

KDD Cupô99 data, which is a subset of the DARPA experiment in 1998 [33]. The KDD cup is 

the annual Knowledge Discovery and Data Mining competition of the ACM Special Interest 

Group on Knowledge Discovery and Data Mining. In its 1999 competition, a subset of samples 

from the DARPA network intrusion detection evaluation in 1998 was used. Rather than 
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including all captured network packets by tcpdump in DARPAô98, the set for KDD cup includes 

only TCP packets and is much easier to analyze. This data was used to train the SVM using open 

source software named ñSVM Lightò [34]. The result showed this approach reached an accuracy 

of 99.50% for 6980 testing samples which include malicious packets only. A neural network 

based method was also tested in [31], which used the scaled conjugate gradient descent 

algorithm available from MATLAB. By using the same data from KDDô99, the neural network 

approach obtained an accuracy around 99%, lower than the SVMs based mechanism. V. Rao 

Vemuri et al at the University of California at Davis also conducted similar research on an SVM-

based approach. In [35], a modified unsupervised SVM, named robust support vector machines, 

was proposed to address the problem of noise in the training data, and was applied to the 

DARPAô98 data. The experiment showed that the modified robust SVMs demonstrate 

comparable accuracy with traditional SVM and KNN (kth-nearest-neighbor) methods when 

trained with clean data. On noisy training sets it, reaches 100% accuracy with 8% false positives, 

while the other solutions have much higher false positives in the same situation. The researchers 

examined using principle component analysis (PCA) for anomaly detection in [36]. The network 

data was presented using 12 dimensional feature vectors (source IP, destination IP, source port, 

etc.), then the PCA was applied to reduce the dimensionality and use the first two components to 

represent the variety in the data. An integrated mechanism of both PCA and SVMs is described 

in [37]. Most of these approaches, however, are applied only on limited sets of data (DARPA or 

KDD), and there are no solutions to fix the false positives generated by SVMs. In short, although 

researchers have done some experiments on applying SVMs on NIDS, it is still unclear how we 

can incorporate the SVMs with other methods effectively to improve the overall detection 

accuracy. 
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 The common problems found in the earlier research were mostly related to the inability to 

handle application- level data, as demonstrated by the DARPA experiments.  This has increased 

researchersô interest in application-level approaches in recent years. The next section will focus 

on related research on application- level anomaly detection. 

 

2.2 Application-Level Anomaly Detection 

 Only in recent years has application- level anomaly detection received more attention than 

network level intrusion detection. Table. 1 illustrates the different payloads at various layers of 

Internet applications. 

Table  1    Payloads at Different Layers 

Layer Payload Sample 

Application Layer *  

(HTTP, Email, RPC, etc.) 

HTTP payload: ñ<html><head>é</html>ò 

SMTP Payload: ñEHLO éò 

Email Payload: ñReceived:éFrom:éTo:éDate:éSubject:éò 

Transport Layer 

(TCP, UDP, etc.) 

HTTP Request: ñGET /index.html HTTP/1.1 \r\n éò 

HTTP Response: ñHTTP/1.1 200 OK éò 

Network Layer 

(Ipv4, Ipv6, IPSec, etc.) 

TCP, UDP, etc. 

Data Link Ethernet, ARP 
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* The application level in the 4 layers presented is further divided into Application, Presentation, 

and Session layers in the OSI Internet model. We will discuss it in the following sections. 

 Payload is usually defined as the data portion of the protocol. For example, the TCP 

payload is the data following the TCP header which includes IP addresses, Port number, 

sequence number, etc. From the traditional aspect, any payload of a TCP/UDP packet is regarded 

as an application level payload, thus HTTP and FTP are usually considered as application level 

protocols. This is mostly based on the operating system (OS) design because most TCP/IP 

processing is done in the OS kernel, while the higher level protocols such as HTTP/FTP/SSH are 

handled by user-mode applications. However, from the aspect of content analysis, a TCP/UDP 

payload still cannot be regarded as an application payload. In table 1, it is obvious that most TCP 

payloads still need further processing before presenting them to users. For example, the TCP 

payload of a HTTP response is not the final data to the user. Sophisticated analysis needs to be 

done to parse the TCP payload and security flaws could be utilized by malicious adversaries in 

the process. An example could be a malicious URL such as: 

  ñindex.php?%20HTTP/1.1%0D%0Ahost%3Aéò.  

The URL request will be interpreted as UTF-8 code by the HTTP server which will transform the 

URL to: 

GET index.php? HTTP/1.1 <CR><LF> 

Host: ...                             (fake host) 

... 

HTTP/1.1 <CR><LF>    ((the real HTTP header) 

Host:  ...                              
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 This trick can lead to a possible cross site attack or may even compromise the userôs 

computer with malware. The only way to prevent such attacks is to perform an in-depth analysis 

on the HTTP payload (the HTML content) instead of the TCP payload which includes both 

HTTP header and HTML data. In other words, before the data is presented to the user, there 

should be another layer which requires intense processing above the network layer. In fact, a 

similar concept has already been presented in the OSI 7 layer model, in which there are three 

layers above network level: Session, Presentation, and Application. The Presentation Layer in 

the OSI model is defined as a stage to perform data format/decoding/encoding before it is 

presented to the end-user process (terminal), and the application level is defined as the point 

where no further processing is required except for user interface (UI) rendering. Certain 

applications do not have a specific presentation layer because there is no need for extra parsing 

for the data from the network, such as Telnet or FTP. In spite of this, most other applications 

require intensive processing on the data from the network. For instance, the HTTP response is 

the TCP payload and is usually regarded as the application level content. In our model, because 

the HTML still needs to be further processed by the browser not just for rendering, but also for 

parsing and reconstructing todayôs rich web applications, the processing and analysis belong to 

the presentation level in the OSI model. Such processing in the presentation layer is usually 

protocol specific, and our efforts in content anomaly detection should happen after such protocol 

specific parsing is done. Because our approach targets the payload of the highest level 

(application layer) of the OSI model, we define our approach as application payload based 

anomaly detection. 

 Earlier anomaly detection approaches focused on the TCP/IP header fields only, such as 

RIPPER and other methods mentioned in DARPAô99 and MINDS. Network packet headers, 
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such as Ethernet/ARP/IP/TCP/UDP, follow well defined protocols and are extremely easy to 

extract different fields and perform further analysis.  The TCP payload, however, does not have a 

fixed format except for a few popular applications such as HTTP or FTP. Even for these 

protocols, the ñknownò information only takes a small portion of the whole payload, and the 

majority of what the payload carries is usually unknown. There is a significant difference in the 

purpose of protocol/header-based and payload-based anomaly detection. Protocol-based anomaly 

detection focuses on utilizing the already known information for building profiles, while 

payload/application- level approach has as its first priority the extraction of useful information 

from unknown data. In the following section, several influential research projects will be 

introduced as well as earlier research efforts conducted by the author. 

 2.2.1 ALAD 

 Protocol anomaly detection has been widely used in commercial IDS products. These 

approaches, adopted by industry, detect violations of the pre-defined rules based on standard 

protocols such as TCP/UDP/IP/etc. The packet header anomaly detection (PHAD) method was 

first proposed in [8]. Different than other probability based approaches, which are based on the 

average rate of the events in the training data, PHAD takes into account the inter-relationships 

between packets by decaying the training value of the most recent events. Later in [10] in 2003, 

the approach was modified to treat each byte of the packet header as an attribute, thus an IP 

packet has 48 attributes for anomaly detection. Another approach taken at the Florida Institute of 

Technology was described in [38]. They presented a two-pass algorithm for rule generation, and 

then applied the method in [8] [9] for anomaly score assigning. Although these approaches 

proved to have better accuracy and detection rate than the 1999 DARPA IDS evaluation, they are 

still not very satisfying based on the experiment results in [9] [10], which showed the detection 
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rate varies from 25% to 89%.  The method actually doesnôt indicate an event as being malicious 

or not. Instead, it just identifies unusual activities, which could be meaningless for real 

applications. 

 ALAD (Application Level Anomaly Detection) is proposed in [9]. It attempts to extract a 

ñkeywordò from the payload, and associate it with other information to identify attacks. For any 

packet, the first word of each line will be extracted as a keyword. Thus there could be multiple 

keywords for a packet. Several pairs of attributes are then created for modeling. Based on the 

description in [9], most pairs are still based on packet header fields such as ñsource ip | 

destination ipò or ñdestination ip | destination portò.  The keyword is used in the pair ñkeyword | 

destination portò. In the training phase, a statistical profile is constructed to record all existing 

values for the pairs in the training set. Since the training set is attack free, the field values in this 

period are considered acceptable. In the detection phase, each new incoming packet is compared 

with each pairôs profile. If a difference is found, an anomaly score is assigned and accumulated. 

Once the anomaly score reaches a certain threshold, an alarm is generated. 

 The keyword extraction approach in ALAD is intuitive, because it tries to analyze the 

payload without any pre-knowledge. However, there are some flaws in its implementation, and it 

showed a lot of problems in our experiment which will be discussed later. 

 2.2.2 PAYL (Payload based Anomaly Detector) 

 As mentioned earlier, the IDS group at Columbia University was the first research group to 

apply data mining to anomaly detection. In 2004, a payload based anomaly detection approach 

was proposed as an attempt to utilize TCP payloads for identifying malicious packets [39]. The 

uniqueness of their approach is to use the byte frequency distribution of accumulated packets for 

a certain port, which usually corresponds to a specific protocol (e.g. HTTP, FTP, TELNET, etc.). 
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Their experiments illustrated the average byte frequency for each port conforms to a stable 

profile under normal situations, thus the profile could be used for detecting abnormal packets by 

calculating the Manhattan distance of the byte frequencies from the incoming packets. Based on 

experiments with the DARPAô99 dataset, the algorithm demonstrated a very good accuracy close 

to 100% with very low false positive rates of 0.1%, but poor performance for some protocols 

such as TELNET. 

 The byte frequency distribution method is also recognized as 1-gram analysis, which is an 

implementation of N-gram analysis. The N-gram is defined as sequences of N adjacent elements 

in the data.  A sliding-window of size N moves through the entire data set calculating the 

frequency of each set of n adjacent elements within the window, as in fig. 1 

 ñThis is a sample.ò 

2-Gram Frequency 

Th 1 

hi 1 

is 2 

é é 

le 1 

e. 1 

 

Figure  1    Example of 2-gram Analysis 

 In PAYL, the 1-gram is defined to be a single byte in the payload. The same idea of using 

byte frequency was applied to later research as well. In [40], a similar solution is used for 

Internet worm detection. In addition to the Manhattan distance measurement, several additional 

properties, such as centroids and sorted bytes based on frequencies, were incorporated for further 

detecting malicious data. It was also applied for file type identification [41] and embedded 

malicious code detection [42]. 

 2.2.3  HTTP Anomaly Detection 
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 Web based attacks are becoming popular and are usually associated with malicious URL 

requests.  HTTP specific anomaly detection was first presented in [43] at SAC 2002.  The 

method detects potential malicious http requests based on three properties: request type, request 

length, and payload distribution. For each property, a different approach is used to assign an 

anomaly score for a packet. The detection for the first two properties, request type and length, is 

based on the normal distribution and deviations from it.  For the payload distribution, which is 

different from constructing a model for all 256 ASCII characters as in [39], the characters are 

first divided into 6 segments, and the frequencies of these ñsegmentsò then will be calculated. A 

ñsegmentedò solution is designed to prevent attack variants in the malicious payload, which 

traditional signature-based methods have trouble with. Later in [44] in 2003, the request type was 

abandoned, but several other properties were added: query structure, query attributes, attribute 

presence and order. The query structure utilizes a method called structure inference. A grammar 

model is constructed by applying Markov models and Bayesian probability for all HTTP 

requests (a clean training set is needed). Then the incoming request is passed through the model 

word by word to see if it could be derived from the given grammar. The approach is supposed to 

prevent attacks such as character replacing. Query attributes are used by a method named ñtoken 

finderò to check if the query parameter values are drawn from a set of possible candidates. Since 

the web applications usually require certain values for query attributes, a malicious user could 

arbitrarily assign these values to the attributes. Thus by setting up a limited set of the legal 

values, it should be able to prevent such actions. Attribute presence and order are based on the 

fact that server-side programs are usually invoked by the client-side applications with fixed 

parameters, which actually results in high regularity in the name, order, and number of 

parameters. While arbitrarily crafted HTTP attacks often ignore these properties, it could be 
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detected by constructing the corresponding models. A more complex approach was presented in 

[45] in 2005.  In addition to the previous method, it includes more HTTP request attributes, such 

as access frequency, request time of day, and invocation order. The experiments in [45] show 

this multi-model intrusion detection approach has a better false positive rate of less than 0.06% 

when testing at major websites such as Google and the UCSB network. However, neither of the 

papers discussing these approaches mentioned the detection rate of the approach. The character 

distribution property works only for ASCII content, and there is no evidence demonstrating its 

performance on other character sets like Unicode. In addition, although the idea for constructing 

multiple models for different properties of a specific network service is intuitive, it cannot be 

applied to other services directly. 

 2.2.4  Payload Keyword Approach 

 A payload keyword-based anomaly detection approach was proposed in [46] [47]. 

Different from ALAD, which heavily relied on header fields, this new method focused on 

payload content itself and takes only the protocol type (identified by port number) into 

consideration. Payload keyword is defined as the first word in the TCP text payload based on the 

observation that the first word in most TCP payloads contains important information for the 

whole packet. For example, HTTP has a limited set of first words in its content starting with 

either GET/POST/PUT/etc. SMTP/POP3 also use a restricted set of commands. In addition to 

the arbitrarily selected keywords, other properties are also utilized, such as the payload length 

and the parameter length which is defined as the content length following the keyword in the first 

line.  A statistical model could then be constructed based on the relationships among these 

properties, which were implemented as tuples of different fields such as: 

  ñPORT_NUMBER:KEYWORDò ñKEYWORD:PAYLOAD_LENGTHò. 
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 A discussion was introduced in [46] describing several drawbacks with the experiment 

results which was based on DARPAô99 data. DARPAô99 gives a truth-table with labeled 

malicious packets for research purposes, but earlier research overlooked the root cause for the 

false positives and negatives. Anomaly detection does not need to identify whether a packet is a 

SYN flood attack or sendmail buffer overflow attack. It simply marks the packet ñgoodò or 

ñbadò. However, even if the packet is correctly labeled, the back reason could still be wrong. For 

example, an sendmail buffer overflow attack could be marked as ñabnormalò because it is from a 

new source IP address. In fact, in ALAD, most detected attacks are based on the new IP 

addresses which were not in the training set. For anomaly detection itself, relying on IP address 

is definitely not a reliable solution. Unfortunately, after removing the restriction on IP addresses, 

the accuracy of ALAD decreases dramatically which indicates the algorithm has some flaws not 

exposed before. Similar problems exist in other research papers as well. 

 Another problem with the DARPAô99 data was also addressed in [46]. The DARPAô99 

dataset contains more than 200 attacks ranging from network layer to application layer. From the 

aspect of application- level anomaly detection, attacks on the network level, such as ARP Poison 

or Syn Flood, should not be considered, but most previous research used the whole DARPA 

dataset for evaluation, which produced incorrect experiment results. This problem was also 

addressed by [39], but they just focused on TCP based attacks instead of application level 

attacks. To obtain accurate evaluation results, the DARPAô99 data was analyzed again to create a 

new dataset containing only application- level attacks (TCP packets with non-empty payload). 

The new dataset was reduced to 107 attack instances and used as the benchmark for testing. The 

outcome is presented in table 2. 
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Table  2    Detecting Results of Payload Keyword Approach on DARPAô99 

Attack Name Total # Detected # 

PS 4 2 

Guesstelnet 4 2 

Netbus 3 2 

Ntinfoscan 3 2 

Teardrop 3 3 

CrashIIS 8 5 

Yaga 4 3 

Casesen 3 1 

Sshtrojan 3 1 

Eject 2 1 

Ftpwrite 2 1 

Back 4 1 

Ffbconfig 2 1 

Netcat 4 1 

Fdformat 3 1 

Phf 4 1 

Satan 2 1 

Sechole 3 1 

Netcat 4 1 

 

 The method was compared with ALAD and PAYL using DARPAô99 data in table 3 and 4. 
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Table 3    Comparison with ALAD  

 ALAD  Our 

method 

Total Attacks Detected 23 40 

Payload related Attacks 17 31 

 False Positive Rate 0.004 0.012 

 

Table  4    Comparison with PAYL 

Method False Positive Rate (%) Detection Rate (%) 

PAYL (Per Conn.) 0.1 15 

PAYL (Tail 100 ) 10 

Our method 27.7 

(a) Port 21 
 

Method False Positive Rate (%) Detection Rate (%) 

PAYL (Per Conn.) 0.4 12 

PAYL (Tail 100 ) 15 

Our method 22.5 

(b) Port 23 

 

Method False Positive Rate (%) Detection Rate (%) 

PAYL (Per Conn.) 0.4 10 

PAYL (Tail 100 ) 15 

Our method 27.7 

(c) Port 25 
 

Method False Positive Rate (%) Detection Rate (%) 

PAYL (Per Conn.) 0.3 100 

PAYL (Tail 100 ) 20 

Our method 19.6 

 (d) Port 80 
 

 

 2.2.5  Frequency-Based Executable Content Detection 

 The idea of using byte frequency is inspired by PAYL. However, PAYL was first applied 

for general network packet inspection, then used for local malicious code detection. The 

approach proposed in [48] used byte frequency distribution for executable content identification 
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on network packets on the fly. There are two major challenges for detecting executable content 

in transmission. First, the packets could arrive in random order. When PAYL was applied to 

local file detection, such concern was not an issue since the whole file was already there for 

processing. The second problem is that it is expected to identify the content type as early as 

possible before the whole content arrives. In other words, if there is a 2MB file in transmission, 

we are expected to identify its type within the first few arrived packets. 

 Experiments illustrated the difference in byte frequencies among different types of files is 

significant, as in figure 2. Thus the information could be used for file type detection. [48] focuses 

on executable content identification because most malicious attacks start from sending small 

executable files to the host. Although identifying malicious code would be more beneficial, there 

is no accurate definition for malicious code regarding the complicated software today. For 

example, even commercial applications such as Adobe Acrobat Reader could contain 

advertisements, are we going to say it is malicious software? From the user standpoint, any 

executable content sent to the userôs machine without permission should be treated as insecure. 
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 To address the two problems regarding random packets during the transmission of the file, 

an experiment was performed to compare the Manhattan distance between accumulated 

incoming packets with the average frequency profile, as in figure. 3.  The experiments 

demonstrated the distance will eventually reach a stable stage even if it is very unstable with the 

first few packets. We found the distance of packets from .exe files always remained at a low 

level (<10). For packets of other types, the beginning packets might have a small distance, but 

the distance increases so fast that they will become very large within just a few more packets 

(usually within 5 packets). According to this, we set a buffer size to 10 packets, which means 

comparison of the incoming packets and the profile will be made when either the buffer is filled 

or the file transfer is done. 

 The results in table 5 and 6 demonstrated that our approach is stable and accurate for 

detecting executable files in network traffic. In the first round (table 5), except .doc files, all 

other types are eliminated since they have significant differences from our profile. The second 

round is to differentiate .exe files from .doc files which have similar byte frequencies. Since .doc 

files have a very stable frequency domain, it is much easier to compare with .doc rather than .exe 

profile only. In our experiment, when the threshold is set to 0.9, only 2 .exe files were missed, 

and all .doc files were detected successfully. In order to increase the detection rate, we changed 

the threshold to 0.7, and all .exe files then could be identified by our algorithm. 
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(a) Transferring .jpg files 
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(b) Transferring .exe files 
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Table 5  Result afte r the 1st comparison (threshold is 5) 

 Detection Rate False Positive Min. Distance Max. Distance Ave. Distance 

EXE 0.95 N/A 1.2351 30.5651 (3.2491)* 3.6193 (2.2011)* 

JPG N/A 0.00 8.2183 56.6764 31.7845 

GIF N/A 0.00 14.8872 43.7844 29.7862 

PDF N/A 0.00 8.5810 38.2468 17.4939 

DOC N/A 1.00 2.4514 3.3489 2.9577 

 

* Since the only missed file is 25MB, much bigger than any file in our training set which has the 

maximum file size of 9MB, we consider it as not part of our target for detection (a Trojan or 

worm will not generally be such a large file). The second data is the result excluding the big file, 

which better represents the results. 

Table 6  Results after the 2nd comparison 

 Detection Rate False Positive Min. Distance Max. Distance Ave. Distance 

EXE 0.85 (0.90) 

(Threshold 0.9) 

N/A 0.7011 9.3032 (3.6711) 2.2012 (1.8274) 

0.95 (1.00) 

(Threshold 0.7) 

DOC 1.00 

(Threshold 0.9) 

0.00 0.3476 0.8636 0.5676 

0.90 

(Threshold 0.7) 

0.10 
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 2.2.6  Drawbacks of N-Gram Approaches 

 From the previously discussed research, application- level anomaly detection has a single 

important focus: unknown content analysis based on statistical information. The 1-gram 

approach was used by PAYL, HTTP anomaly detection and file type identification. In fact, the 

N-gram method could also be implemented by 2-gram or 3-gram, as proposed in [40] for 

malware detection and implemented in some other research [49]. However, there are a couple 

remaining issues with an N-gram approach.  

 When we look into this research, N-gram is usually implemented with a fixed and limited 

window size from 1 to 3. The window size is arbitrarily defined in the implementation because 

the frequency can only be calculated when all of the elements have the same size. For example, 

if  we have both ñabcò and ñabcdò in 3-gram analysis, we cannot compare the frequencies of 

ñabcò and ñabcdò, but have to break ñabcdò into ñabcò and ñbcdò.  Another issue in an N-gram 

approach is the challenge when implementing it on 32-bit operating systems. In most cases, 1-

gram is treated as 1 byte which takes 8 bits, so 4-gram will take up to 32-bits unless some 

compression solution is adopted. Because the 32-bit address table takes 4GB of memory which is 

the upper limit of a 32-bit operating system, it makes the implementation of an N-gram solution 

with more than 3 elements much more difficult. In fact, most N-gram based solutions addressing 

content analysis are restricted to at most 3 grams. 

 For our proposal to develop a mechanism for text content analysis, there are several 

fundamental requirements. First, the algorithm should be able to handle non-fixed length data 

because we intend to process each ñwordò instead of a single byte or two bytes. English words 

could vary from a single letter to more than 10 letters, and we need to find the frequency 

distribution for each of them. Thus the algorithm itself should be length- independent, which the 
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N-gram approach is not capable of. Second, the intention of our algorithm is for anomaly 

detection on spam information either in email, website, or any other kind of text messages. 

Because maliciously crafted text content often contains mutated words such as ñMediccineò and 

ñSA1Eò, the algorithm should be able recognize the similarity between ñMediccineò and 

ñMedicineò. With N-gram analysis, although it provides a way to measure the similarity between 

the whole content, there is a lot of overhead to measure the difference between words. One 

solution could be to build the frequency distribution model for each word, and then cluster words 

based on edit distance [80], but this means a total O(n*n) complexity for content with n words, 

and the edit distance calculation itself is another O(m*m) process. In addition, even if two 

patterns are identified as ñnot similarò based on edit distance, they might still be recognized as 

ñsimilar wordsò by a human user. We will see an interesting example in section 2.4 using a 

totally mutated paragraph that is still recognizable. The last requirement is an efficient 

mechanism to store the frequency distribution for all words. As we already discussed, N-gram 

methods fail in this aspect as they require 4GB for a 4-byte implementation, and even larger 

sizes as the gram size increases. 

 The proposed algorithm targets these requirements by incorporating some concepts in 

psychological research to perform content analysis on spam emails. The next section provides a 

brief introduction to content based spam detection with a focus on existing problems. 

  

2.3  Content Based Spam Email Detection 

 The proposed algorithm will be tested on spam email and phishing attacks. More 

specifically, when concentrating on only spam email, the proposed method belongs to the 
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category of content based spam detection. Various attempts have been proposed in recent years 

for spam detection based on text content instead of specific keywords, as in [67] ~ [79]. 

 Researchers at Stanford [68] and at the University of Kassel [69] discussed detecting spam 

in tagging systems. Tagging systems include emerging web activities such as blogs, comments, 

reviews, and short phrases posted online. Such short text content is very likely to be abused by 

spammers. The general idea is to calculate the edit distance among short phrase patterns and 

apply a clustering solution. Another similar proposal was presented in [75], a special dictionary 

is constructed by experts and classified into categories including spam, suspicious spam, 

suspicious-non-spam and non-spam. The dictionary is constructed with weighted short phases.  

Each word, if it is in the dictionary, will be measured with the neighbor context and assigned a 

calculated weight. However, because web tagging systems usually have strict control for the 

content to be posted (e.g. users cannot post more than 100 letters for user reviews in Ebay; some 

Facebook applications have filters to prevent you from posting inappropriate words), it lacks 

several important characteristics in spam emails such as the obfuscated phrases and embedded 

URL. The mechanisms in [68] and [69] provide effective solutions for text content classification, 

but they lack the ability to handle maliciously crafted information. 

 An interesting assumption was given in [70] and [71]: Good web sites rarely point to 

malicious/spam URLs, so usually the linked hosts are either spams or non-spams. The 

researchers explored the idea by building a web links graph. A link based approach is also 

discussed in [72], [73], and [74]. Although the idea is interesting, it assumes the pre-knowledge 

of a set of known "bad" hosts or URLs, which contradicts our premise that no specific addresses 

(black list) should be used. 
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 In [76], attention was paid to the obfuscating methods used by spam emails to avoid being 

detecting by filters, such as deliberately misspelled words, replacing letters with other symbols 

and using HTML tags. Further, in [77], a spam detection method was proposed by using such 

"obfuscated" information embedded in text content. This is a significant problem for text content 

based filters, and dealing with maliciously transformed information plays an important role in 

our proposed algorithm. This will be discussed in detail in Chapter 3.  

 Data compression for spam filtering was studied in [78]. A Markov Chain was used to 

build a model to represent the spam content and compress the original text data to a smaller 

structure. The mechanism is similar to the proposed hash model solution in the aspect of building 

different models to represent specific types of text content. However, the Markov Chain 

approach used in [78] lacks enough tolerance for variations, and created too many models and 

resulted in a high number of false positives. Limiting the constructed models to a reasonable 

number is an important topic which will be analyzed later in chapter 3. 

 The approaches mentioned in [65], [66], and [67] are similar to the proposed method from 

the aspect that they all try to categorize different spam emails into clusters, and then perform 

detection on the incoming samples for each cluster. The overall processes are similar ï find the 

frequency of each word in certain content, thus each word is treated as a feature dimension 

resulting in a vector for all dimensions. Then the distances from vectors to vectors are measured. 

Vectors with smaller distance are put into the same cluster, which is labeled as either spam or 

normal email. Although the workflow is similar, there are some fundamental differences. The 

method discussed in [66] builds clusters for different spam, but it compares groups of testing 

emails to find out the similarity between ñclustersò, instead of comparing a single email with a 

specific cluster. For example, a number of clusters were built as spam, then another set of email 
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was compared with each cluster to find which one has the minimum distance to the testing set. 

Instead of evaluating a single email, this approach labels a whole set as spam or not. 

 In [67], an approach was proposed to extract fundamental features by SVM and then use 

clustering to categorize spam emails. Although the concept sounds promising, ñnoiseò, or 

maliciously crafted text patterns and obfuscations, become the challenge when implementing. 

The SVM paper then provided experimental results for 8 different cases based on different pre-

processing for noise elimination, such as removing URLs or special tags. However, there is no 

guarantee that removing this information will not have negative effects on the final result. In 

fact, although the detection rate presented in [67] looks successful (>90%), it lacks evidence of 

low false positive rates, which is more important for anomaly detection. 

 The problem in [67] is not uncommon. Most of the text content analysis needs a ñpre-

processingò phase to remove unwanted data. Although a few solutions were mentioned in [65] 

by reducing words to only the roots and eliminating pre- fixes or suffixes, there is not a reliable 

method to handle transposed or obfuscated words. Usually, as there are different requirements 

for different data, the ñpre-processingò also varies based on the applications. For regular text, 

reducing English words to roots to avoid mutations and get a stable statistical result is a 

reasonable solution, but not for spam content which has maliciously crafted text patterns that are 

intentionally made to confuse any statistic-based content identification. For example, using the 

regular method, an email containing ñViagraò a few times could probably be marked as spam, 

but the content could be made to contain ñViargaò or ñV1AGRAò to avoid being detected. These 

mutated patterns are not standard English words, and they probably will be ignored as ñnoiseò. 

Unfortunately, these patterns are critical for spam identification and they are not noise to the 

human brain, as mentioned in [76] [77]. These transposed or mutated words are automatically 



37 

translated by the human brain to their correct forms. Thus for content-based spam detection, 

instead of building statistical models of each single word, a model based on ñapproximate 

patternsò is more reasonable to represent the frequency of a group of similar words, including 

non-standard mutated patterns. To achieve this, it is necessary for us to have some understanding 

of how the human brain recognizes a word. 

 An interesting heuristic based solution was proposed in [79] for spam web page detection. 

Several different factors were considered: total number of words in the content,  total number of 

words in the title, average length of words, amount of HTML anchors, fraction of visible content, 

compressibility, fraction of globally popular words, and independent n-gram likelihoods. A 

decision tree is constructed for utilizing all these factors. Considering the difference between the 

spam email and spam web page, for example, spam web page could duplicate the same content 

multiple times in order for a search engine to label it as a higher rank but it rarely happens for 

spam emails, the mechanism used in [79] is not a good fit for spam email detection, but the 

analysis to identify possible spam from different aspects is helpful when designing our proposed 

approach. 

  

2.4  Split Fovea Theory 

 As discussed in [76] [77], a major problem for spam detection is how to recognize the 

correct form of a mutated word. In another words, if we have multiple patterns which are 

mutations from a single word, how can we tell? This is exactly the example presented in table 7, 

which is made up of transposed English words, but can still be understood by a human reader. 
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Table  7    Mutated English Sentences 

Mutated Corrected 

Aoccdrnig to a rscheearch at Cmabrigde 

Uinervtisy, it deosn't mttaer in waht oredr the 

ltteers in a wrod are, the olny iprmoetnt tihng 

is taht the frist and lsat ltteer be at the rghit 

pclae. The rset can be a toatl mses and you can 

sitll raed it wouthit porbelm. Tihs is bcuseae 

the huamn mnid deos not raed ervey lteter by 

istlef, but the wrod as a wlohe. 

According to a researcher at Cambridge 

University, it doesn't matter in what order the 

letters in a word are, the only important thing 

is that the first and last letter be at the right 

place. The rest can be a total mess and you can 

still read it without problem. This is because 

the human mind does not read every letter by 

itself but the word as a whole. 

 

 This interesting example is a very popular topic on the Internet and was said to be an 

ñurban legendò [52]. However, it actually belongs in the research area of word recognition for 

the human brain. More specifically, the above example is a demonstration of the split- fovea 

theory (SFT).  

 Word recognition is a totally different research area which is more related to psychology 

and human perception so it is not covered here. A brief review of word recognition could be 

found at [53] [54]. Here we only focus on the related research regarding the split fovea theory 

(SFT). 

 The SFT is based on an assumption that information is accepted simultaneously by each 

fovea, divided at the midline, and then processed by different cerebral brain hemispheres. Thus 

the image of an English word is split at the vertical middle line of the word. All words to the left 

project to the human right hemisphere, and all words to the right project to the human left 
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hemisphere. An experiment in [55] has been frequently cited by many people to support SFT. 

Two sets of different words of 5 letters or 8 letters were presented to people for testing. One set 

included words starting with the same first two letters to the left, such as ñexcelò, ñexerciseò, etc. 

Another set contained words with the same last two letters to the right, such as ñyearnò, 

ñlovelornò, etc. By using various combinations, researchers were trying to determine how word 

length affects the human recognition for English words. The results indicated that the recognition 

speed is slowed down for increased word length only when the increased letters occur to the left 

of the word. For example, one set first contained a 5-letter word ñyearnò, then added a new word 

which has a longer length. The new word has the same letter to the right, but different to the left, 

such as ñlovelornò. Another set had a 5 letter word ñexcelò, and then added another word which 

also has a longer length. This time the new word has the same letter to the left, but different to 

the right, such as ñexerciseò. The experiment showed the average recognition speed was slower 

in the set of ñyearnò ñlovelornò than the set of ñexcelò ñexerciseò. The finding indicates the 

human perception of word favors processing of the initial letters and the lexical decision is 

affected more by the number of letters to the left but not to the right. 

 A further discussion of the influence of split fovea was given in [50]. The paper first 

pointed out the human visual system does not evolve for word recognition because, unlike 

natural objects which are usually symmetric in some aspects, English words are asymmetric. The 

identification of a word must take into consideration each letter and its exact location. The word 

recognition problem can be summarized with two questions: What information should be used? 

How much information is necessary? The paper then divided the sublexical units into global and 

local information categories. Global sublexical information usually consists of the word length 

and its shape. A list of earlier psychology experiments for the effects of word length on human 
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recognition was presented in this paper, and research indicated the word length has a great 

influence in early word interpretation. It also mentioned an experiment in [57] which presented 

words straddling the fixation point for split-brain patients. Since they are not able to name the 

image shown in their left visual fields, only half of the word which appears in the right visual 

field was available for them to give a verbal report. The experiments showed the participants 

demonstrated a significantly higher correctness in lexical decisions and tended to a real word 

instead of a non-word. This experiment indicated the possibility that each hemisphere might 

process part of the word from individual fovea without information about the whole word. 

Another important piece of global information, the outline shape, was also briefly discussed in 

this paper. The word shape is an important property in various areas such as Optical Character 

Recognition (OCR) and multimedia information retrieval. Usually sophisticated image 

processing and segmentation techniques are adopted for utilizing the shape information, but a 

relatively large amount of data must be used for the purpose. Considering we are developing a 

hashing algorithm which encodes any word in just 24 bits (to be discussed later), the data size 

required by shape retrieval prohibits its application in our research. 

 Local information belongs to analytic processing, and the paper restricted discussion to the 

consideration of what information is ñstrictlyò necessary to identify an unique word as well as 

two related problems: transposed letters and neighborhood. Most ambiguous words are usually 

transpositions of each other such as ñitemò and ñtimeò. The neighborhood issue means one word 

can be transferred to another word by changing one letter of the word (update, remove, or insert). 

Letter location plays a key factor for the two problems. Experiments in [58] illustrated the 

effects. For 4- letter words, if no location information is available, 34% of the words in the 

experiments would be ambiguous, such as ñstarò and ñtsarò. If applying the SFT model which 
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says each brain hemisphere processes half of the word received by each fovea and recording the 

middle point of each 4- letter word, the ambiguity rate was reduced to 4.7%, but still cannot 

differentiate between words like ñitemò and ñtimeò. Further specifying the first and last letter 

would identify all the 4- letter words and leave less than 1% of the 5- letter words ambiguous such 

as ñtrailò and ñtrialò. Thus with only the exterior letters information, plus knowing the contained 

letters, most English words of less than or equal to 5- letters could be identified. This experiment 

made the assumption that it is not absolutely necessary for lexical decisions to have full 

specification for all the letter positions. The paper [50] and others [54][56] also discussed other 

ideas such as controlled words and prime words. For example, when people are reading ñsaltò 

and ñslatò, the first one has a much higher frequency and faster perceiving speed.  ñSlatò is a low 

frequency member and thus has to be facilitated. Here ñsaltò is identified as a ñcontrolò word 

which is used by the human brain for a fast match. Another concept is the Prime word.  A prime 

word is defined as a critical pattern for the word. For example, both ñexerciseò and ñexecutableò 

follow the same pattern ñe*e*eò, so ñe*e*eò could be the prime word for the two words. As the 

example given in [54], for a 6-letter word ñgardenò, supposing a masked prime ñg*r*d*nò was 

given, the word was identified more rapidly than giving another unrelated pattern like ñp*m*t*sò 

which is not the prime for the word ñgardenò. The effect of prime words usually works when the 

letter positions in the prime is not violated, but it is also robust when minor changes in letter 

order happen. 

 The above discussion about word recognition is psychology research for human 

interpretation of English words, but it has great potential to be correlated to the application level 

payload analysis problem since both have the same goal of recognizing the unknown text content 

on the fly. As mentioned in [50][54][56], there are several key factors regarding word 
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recognition: length, shape, and positions. The split fovea theory proposed the assumption that a 

single word is divided by the middle line and processed by each brain hemisphere. It further 

discussed the possibility that the letters to the left make more of a contribution to the recognition 

than the letters to the right. Experiments also demonstrated that words of less than 5 letters could 

be uniquely identified by the exterior information and the letters in the first/last halves.  

  Although there exists some arguments for the split fovea theory and correctness of the 

above assumptions [51], the contradiction does not prove it wrong and the experiment results 

vary based on the selected participants. The SFT gives an interesting insight for how the human 

brain recognizes different words and it inspired us to adopt the idea for the automatic text content 

analysis in our research.  

 

 The next chapter introduces a new hashing approach which is based on the Split Fovea 

Theory (SFT). The idea is to use the concepts proposed in SFT to design an unique hashing 

algorithm which works for any transposed English words. Its major advantage exists in handling 

mutated/incorrect but recognizable English words, which makes it especially suitable for spam 

email detection. 

 Besides the unique sublexical unit based hashing algorithm, another major difference 

which distinguishes the proposed solution from the methods in [66] is a hash vector which builds 

for each cluster a ñstandard modelò to represent all emails belonging to this category. In [66], 

emails were clustered based on the similarity (distance) to each other, and the new emails are 

compared with all emails within a cluster to find the nearest one. It lacks a common profile 

shared by the whole cluster which is a fatal problem because thousands of emails in all clusters 

need to be compared with each single sample. Instead, the proposed hash model algorithm is able 
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to perform a fast profile matching and updating by constructing a single vector for a whole 

cluster of emails. The details are also discussed in the next chapter. 
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CHAPTER 3:  SPAM DETECTION BASED ON A SUBLEXICAL UNIT 

HASH MODEL  

3.1  Overview 

 The last chapter introduced recent research on anomaly detection, especially research based 

on N-gram analysis. Drawbacks of an N-gram method were discussed and problems with 

applying N-Gram on text content analysis have been brought out. As a good example of text 

analysis, content based spam detection was introduced as an interesting problem to solve. With a 

concise discussion for the existing issues on content based spam detection, the importance of 

clustering ñsimilar but mutated wordsò has been emphasized. The Split Fovea Theory (SFT) was 

then presented as the fundamental for the proposed hash model of neighboring words. This 

chapter provides details on the implementation of the proposed SFT based hashing algorithm, as 

well as how to apply the algorithm to spam detection. 

  First, it should be emphasized that this hashing method is not just for spam emails. The 

algorithm itself simply builds a hash model for specific text content, either spam, business 

letters, a research paper, or certain websites. We focus on applying the approach to spam email 

detection because it will allow us to evaluate the effectiveness of the proposed algorithm on a 

single type of problem. As mentioned in section 2.3, a general framework for application level 

intrusion detection is not just based on a specific solution, but a combination of signature 

matching, statistic-based heuristic decisions, weighted models from different rules, and 

automatic content analysis. Thus a discussion of a general application- level anomaly detection 

scheme is not germane to the proposed algorithm and is beyond the scope of this dissertation. 

Though we will assume the method will be applied for spam email detection, this does not 

prevent applying the algorithm for real time network intrusion detection either. Email content is 
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just the concatenation of the packet payload of a TCP session. For any application, if the protocol 

is text based and the TCP session can be recorded, the algorithm can be applied to build the hash 

frequency distribution models as described in the following approach with minor modifications. 

Spam email has the advantage that it could be identified by content analysis alone, but other 

malicious activities, such as buffer overflows, involve more concerns such as instruction 

verification or memory space monitoring. 

 Spam email contains information that normal users do not want to receive, and people 

usually perform a rapid scan to decide whether to further read the email. Previously we could 

just look at the subject line (the title) to see what the email is about, but this approach does not 

work anymore for todayôs evolved spam email. Today, spam email is often sent with a title 

containing some information that you really want to look at. For example, your email address 

might be exposed because you registered for a certain research discussion group, and the spam 

will then have a title which appears related to your research interests. If the email contains some 

words which are frequently identified as junk ñkeywordsò such as ñpillò or ñmedicineò, the user 

usually recognizes the email as spam and deletes it. An important fact here is that the user does 

not perform exact matching with the junk ñkeywordsò when doing the rapid profile reading at 

first. Certain approximate matching for the ñprimeò words, as described in [54], is carried out to 

deal with the transposition and neighbor recognition issues. This is the procedure that the SFT 

based hashing algorithm tries to simulate.  

 The overall process of the proposed anomaly detection approach contains two phases: 

training and detection. The training phase builds a set of different models for certain specific 

contents which belong to the same category, such as email for medicine sales, email for 
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conferences, phishing email for bank accounts, etc. The input data (the original email) of the 

same category need to be manually labeled first, then the training algorithm is applied to build  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure  5    Training Steps for Hash Model 
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detection phase, it is generally the same approach as training except with no updating. Appendix 

A gives a detailed example of how this algorithm works. 

 The training phase follows the steps in figure 5. The overall steps are straightforward: 

reading data, building the hash frequency distribution model, trying to find a match from all 

models in the profile, and updating the profile depending on the matching result. The hash 

frequency distribution model is a vector of integers which encodes both the hash value and the 

counts of the hash value in the whole content. The later three steps, hash vector 

building/matching/updating, are the most important steps which will be discussed in detail later. 

First, the purpose of the training phase needs to be clarified. 

 The goal of the training phase is to create a profile for certain types of content, which could 

be either normal application content or malicious content. In another sense, the profile contains 

the signatures of the hash frequency distribution information of the content type regardless of 

what it is. It could be regarded as a ñstatisticalò signature for groups of neighborhood words. 

Unlike a regular signature which represents specific patterns for extremely limited types of 

attacks, the hash frequency distribution model is built to describe the characteristics of a vast 

range of malicious emails. For example, the approach was tested for detecting spam emails. 

However, spam email is a broad concept which includes various types of email. In a traditional 

signature-based spam email filter, such junk emails are detected using thousands of signatures 

for specific patterns in subjects, senderôs IP addresses, etc. The proposed hash model based 

approach, however, creates no more than 50 vectors to represent most spam emails of a certain 

type. In our experiments, which will be presented in the next chapter, we divided the spam 

emails into several different categories such as emails for drug sales and phishing emails. Then a 

profile was created for each category. For each category, such as drug sale emails, the actual 
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email contents vary significantly, but most of this spam information is created by certain 

templates. According to this, it is possible to construct models to differentiate between such 

information and identify this type of email. Thus there could be multiple hash vectors in the 

profile to represent contents generated by different templates. The more models included, the 

better the accuracy that can be achieved. However, as the matching step is to compare the current 

email with every model in the profile, the performance heavily depends on how many models are 

included. A balance should be achieved with sufficient models to obtain the best accuracy 

without hurting performance.  This will be illustrated in the next chapter. 

 To achieve this goal, we need to consider how to create a general model for emails from 

similar templates. Table 8 contains several typical sample spam emails: 

Table  8    Spam Email Examples 

Subject Body 

80% SA LE 0FF on P fizer Check our new on line Pharm acy save up to 75% 

http://google.com.hk/search?hl=en&q=inurl%3Apickson.com+V

6J+5C6+888-9089&btnI=344495 

Today SALE 80% OFF on 

Pfizer 

http://gooogle.com/search?hl=en&q=inurl%3Adecimalrain.com

+V6J+5C6+888-9089+Vancouver&btnI=805828 

Today SALE 79% OFF on 

Pfizer 

http://google.com.hk/search?hl=en&q=inurl%3Adecimalrain.co

m+V6J+5C6+888-9089&btnI=66528 

 

 The sample emails in table 8 are good examples to demonstrate typical spam emails. They 

are short, but have several typical characteristics of most spam emails. First, the email subjects 

are similar but not exactly the same. Some mutations have been performed by the sender to 
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obfuscate the message and confuse the spam email detector. The obfuscation techniques include 

adding/removing extra words/phases, dividing individual words into multiple parts, changing 

number values, etc. However, although such mutations have been done, the majority of the 

content has not been changed. In the quick scanning performed by the human brain, we can still 

recognize they are basically the same emails. And this is what is expected for our algorithm to 

avoid being misled by the spam contents so as to be able to identify them. 

 There are four main steps involved in the training phase: Pre-Processing, Hashing, 

Matching, and Updating, which have been illustrated in fig. 5. They are discussed in detail in the 

following sections. An example to process 3 spam emails is presented in Appendix A to illustrate 

how it exactly works. 

 

3.2  Pre-Processing 

 The fundamental purpose of the pre-processing step is to import data and filter out 

unnecessary information. Another goal is to handle those intentionally mutated words which are 

made to mislead detection, as illustrated in table 9. In short, the importing step reconstructs the 

raw email content for further analysis. 

 There are three scenarios for the importing step, as described in the following: 

 a) Special Numbers 

 In our word hash frequency approach, digital numbers are not considered to make any 

contribution for identifying abnormal content except in two special cases: numbers associated 

with a percentage and numbers associated with a monetary value. 

 The first case, numbers related to a percentage, is based on the observation that a great 

number of spam email related to sales start with the titles such as ñ80% offò ñ70% offò or other 
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similar patterns, which indicates the percentage number is a good fingerprint for identifying this 

type of content. Using the proposed hash frequency algorithm in the previous chapter, different 

models could be built for such emails. However, those percentage numbers do not have the same 

value, thus the original hash algorithm will create a different frequency for each different value. 

This is going to create multiple hash vectors for emails from the same source. For example, in 

the given email in table 9, two different models will be created for the three email following the 

same template only because of the percentage value difference (79% and 80% ). However, when 

a person looks at the email, he/she will notice the email contains a certain sale percentage off but 

not the exact amount. Thus in the importing step, we do not want to import any specific value for 

further processing but use a specifier to identify that there is a number associated with a 

percentage value. In other words, the further hashing step should not process the original 

percentage value, but a special label instead. So the following replacement occurs: 

 ñ70%ò => ñptgeò 

 ñ80%ô => ñptgeò 

 ñ90%ò => ñptgeò 

 [0-9]*% => ñptgeò    (using regular expression) 

 

 Numbers associated with monetary amounts demonstrated similar characteristics. Emails 

having monetary amount information are always suspicious to people. Especially in phishing 

emails, which try to lure people to go to their bank account or transfer money.  Monetary 

amounts appear quite often in large values and are usually a good indication of phishing attacks. 

A similar approach is adopted to detect such information as was used with percentages but with a 

little variation. A large monetary value is definitely a more significant indication of possible 
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phishing attacks, while a small amount might be less important. The solution is to use different 

labels for large and small amounts as shown below: 

 ñ$100ò => ñsmnyò 

 ñ$999ò=> ñsmnyò 

 ñ$1000ò=>òbmnyò  (amount larger than 999 is identified as large) 

 The information could be crafted in various format such as ñone million dollarsò or other 

non-digit text. Based on different situations collected in the samples, different patterns could 

always be built to handle the problem. 

 One thing that needs to be mentioned is that all of these special numbers associated with 

either monetary values or percentages are mapped to a 4- letter special label (ptge/smny/bmny). 

This is based on the experiments in [50] which demonstrated that 4- letter English words can be 

uniquely identified given the letters and the exterior information. Thus the proposed hash 

algorithm should have minimal collisions for 4-letter words. 

 There are other cases that might be worthy of further investigation, such as Unicode or 

context-related content, but they rarely appeared in our testing dataset. 

 b)  Reconstruction 

 As mentioned in the last section, regular numbers are ignored in our approach. In fact, only 

words made from English letters óaô-ôzô or óAô-ôZô are taken into consideration. Thus any word 

containing illegal letters which are not in the range will be skipped. However, the last word of a 

sentence is usually followed by symbols such as ó,ô ó.ô ó?ô and various other special characters or 

punctuation, so attention needs to be paid to handle different situations.  

 Another special case is the obfuscation which was mentioned earlier. Malicious users use 

special symbols to replace the normal letters to avoid being detected by spam email filters, but 
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humans can still recognize the word because the replaced symbol has a similar look as the letter 

being replaced. For example, in the sample spam emails in table 9, the letter óOô in the word 

ñOFFò is often replaced by number ó0ô to make it ñ0FFò instead of óOFFò. Similarly, the lower 

case ólô can be replaced by the number ó1ô. Fortunately, few letters could be substituted with 

similar symbols, thus such obfuscation can be relatively easy to detect by analyzing the whole 

pattern and then reverting to the correct form. 

 Table 9 gives examples of all cases to be handled in this stage: 

 

Table  9   Special Cases to Reconstruct the Input 

Special Case Examples Action 

ABCDE =>abcde  (convert to small case letters) 

Abcde None 

?abcde | 123abc | a123bc | 12345 | etc. Skip 

abcde?? | abcde. |abcde, | etc. =>abcde 

0F =>of 

SA1ES =>sales 

 

 (c) Special Words 

 After the first two processes, illegal words have been eliminated, but it does not mean the 

data is ready for the next step. If we directly apply the hash frequency algorithm on the current 

data, the highest frequencies will be distributed on certain words such as ñtheò, ñisò, ñtoò, ñofò 

ñforò, etc. In English sentences, such words have extremely high frequencies, but they cannot be 

used for anomaly detection. In fact, such words should be regarded as ñnoiseò to be eliminated 
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even though they are legal English words. A similar concept was also mentioned in [65] as 

ñstopwordò. Experiments in the next chapter will demonstrate these words increase the false 

positives. In our implementation, the following words in table 10 are selected to be removed 

from the content based on experimental results where they exhibit much higher frequencies than 

others in our testing dataset. 

Table  10    Words to Be Removed 

The To Of And Is Are This That A For In From To With We You 

 

 

3.3  Sublexical Unit Based Hashing Algorithm 

 In chapter 2, the drawbacks of N-gram analysis were discussed. N-gram is an important 

tool for frequency domain-based content analysis so it was adopted by various researchers 

including ALAD/PAYL/HTTP anomaly detection in the form of a 1-gram implementation. 

However, as we have discussed, N-gram arbitrarily defines a fixed window size, thus it is 

difficult to apply it directly to varying- length data such as English words. The implementation is 

usually limited to a 1-gram or single byte as in PAYL and [48]. The byte frequency approach 

might be reasonable for binary based content, although there are also proposals concerning 2 or 3 

gram methods. However, none of these approaches with arbitrarily defined length is suitable for 

text content word frequency analysis. 

 The byte frequency distribution model, as in figure 5, represents the frequency distribution 

of each byte in the collected data. The X-axis ranges from 0-255 corresponding to the total 

values a byte could represent. And the Y-axis is the ratio of appearance times of each byte value 

(in figure 6, the maximum frequency is set to 1). 
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A single byte has a maximum value of 255, so the X-axis in 1-byte analysis has a range 

from 0-255. While if 2-gram analysis was adopted, the range would increase to 65535, and so on. 

The purpose of building such a frequency distribution model is to compare the distribution 

distance from other files, which is based on the following formula: 

                               (1) 

If the distance matches (within a certain threshold), the other file is considered to be of the 

same type as the profile. Otherwise, it is not, as in PAYL. However, this requires the frequencies 

of every possible element to be recorded. In other words, if we apply the 2-gram (byte) method, 

we must record the frequencies from 0-65535, which requires building an array of size 65535. If 

the N-gram windows size N increases, the array size will increase dramatically. In fact, the 4-

gram (byte) will require an array size of 2^32. If the frequency is stored in a 4-byte integer, most 

current 32-bit operating systems will not be able to handle it. Besides, the N-gram approach 

assumes all elements are the same length, thus there is a problem of how to represent varying-

length elements such as different English words. 

 Similar problems exist in many areas in computer science, such as compiler design which 

needs to store user variable names in a type table, and database searches which need to have an 

efficient scheme for storing index information. The general solution is to use a hash table and 

linked list as in fig. 7. 

 

 

 

 

Figure 7    Example of Simple Word Hashing 

0 (hash value) 

1 

2 

3 

ñitemò ñtimeò 
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 The example in fig. 7 demonstrates a simple implementation for a size 4 hash table. The 

hash algorithm is simply to mode the sum of all letters with the table size, thus ñitemò and ñtimeò 

have the same hash value even if they are not the same. This is the transposition problem 

mentioned in the previous word recognition discussion. A hashing algorithm, no matter how 

good it is, has the characteristic of reducing storage to a size which is smaller than the original 

space.  Thus using the hashing algorithm there is no way to uniquely identify each individual 

word. However, on the other side, a hashing solution demonstrates the property of fault 

tolerance, which means similar elements, such as transposed words or neighbors, probably have 

the same hash value. For application- level payload anomaly detection for identifying spam email 

or maliciously crafted text content, it is not necessary to perform exact recognition for each 

word. In most cases, a profile reading which scans the content quickly without identifying every 

word is usually what happens in real life. As mentioned in [54], when people receive a word, 

they tend to match it with a set of ñcontrol wordsò which have high frequency in their life (which 

means the words they are most familiar with) or have the same ñprimeò word in their structures 

(the words follow certain fixed patterns).  They then use other less frequent words if the high 

frequency words cannot be found. This is similar for people when receiving email. Usually they 

scan over the content quickly to perceive the words which frequently appear in the email, and the 

following cases will trigger suspicions that the mail might be malicious: finding words which 

have special meanings to the userôs knowledge such as ñaccountò ñpillsò ñdrugsò, or finding a set 

of words which are mutations to each other such as ñpi1lò(p-i-one-l) instead of ñpillò and 

ñmediccineò instead of ñmedicineò. The overall anomaly detection approach proposed is to 

simulate this identification process of human perception. Instead of calculating the frequency of 

individual words or bytes as in a 1-gram approach, frequencies should be obtained based on 
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groups of words which are either mutations or neighbors to each other. The neighbor of a word is 

based on the concept of ñedit distanceò. The edit distance from one word to another is the steps 

involved by changing/deleting/adding a new letter to the original word until it becomes another. 

For example, the word ñuniversityò has an edit distance of 3 to the word ñuniversalò because it 

has to delete one letter and change two letters to be transformed to ñuniversalò. If the edit 

distance is smaller than a threshold, such words are identified as neighbors. . We are expecting 

all words in a neighborhood (neighboring) group to have the same hash value, thus the mutations 

or maliciously crafted words could be detected as an indication for suspicious content. Thus the 

hash table should look like table 11. 

 

Table  11    Hash Table Structure of the Proposed Algorithm 

Hash Value Hash Count 

0 0 

1  

(ñitemò, ñtimeò, etc.) 

2 

2 0 

3 0 

 

 From the above example, similar words are hashed to the same value, and we calculate the 

total counts of the hash value. So the hash count represents the total numbers of similar words in 

the text. The fundamental question becomes: how to design the hash algorithm so similar words 

have the same hash value? 
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 First, the size of the hash table needs to be decided. The hash table should be big enough to 

have fewer hash collisions and the algorithm should provide a relatively uniform distribution for 

non-neighbor English words. The table size is decided by the range of the hash value. 

 Second, the representation of the frequency is another problem. The frequency can be 

represented by a floating point number, integer, or normalized to a smaller range, but each 

solution takes a different amount of memory.  If it takes 4 bytes (an integer) in 32-bit operating 

systems, the total memory space would be Hash_Table_Size*4 bytes. If it is represented with a 

single byte, the memory space could be reduced to just one fourth, as illustrated in fig. 8. 

 

   Hash (0)           Hash (1)           Hash (2)         Hash (3) 

Figure 8   Flat-out Memory Structure of the Proposed Hash Table 

  

 Figure 8 is the in-memory organization for the hash table in table 8 This is a sparse hash 

table which usually has the frequency distribution as in figure 9. 

 

Figure  9    A Sparse Hash Table 

0 2 0 0 é 
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 Since the sparse hash table wastes a lot of empty space, it should be improved to be more 

compact. In the proposed solution, we encode both the hash value and the corresponding 

frequency into a single integer as in fig. 10. 

Hash Value Hash Count 

          31                                     8 7                     0 

Figure 10    Data Structure for the Encoded Hash Frequency Representation 

            Hash Value: bits 8 to 31 (24 bits) 

            Frequency: bits 0 to 7 (8 bits) 

  

 In figure 10, two constraints are given for the proposed algorithm: 

 a) Hash value is limited to 24 bits or from 0 to 224-1 

 b) Frequency is mapped to the range from 0 to 255 which can be represented with 8 bits 

 With these two constraints, both the hash value (the location) and the frequency 

information can be represented with a single integer of 4 bytes, thus the frequency distribution in 

figure 11 can be simply described with two integers: 

 

  

 

  

 

Figure  11    A Compacted Hash Model 

  

1(hash) 2 (count) 0x00000102 

15(hash) 4 (count) 0x00000F04 

258 

3845 
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 The details of implementation and how to use this compacted structure for frequency 

distribution distance measurement will be discussed in the next section. Here the fundamental 

issue is how to design a good hashing algorithm for English words and achieve a good 

distribution with 24 bits. 

 From the earlier discussion, we already know that length, letter positions and combinations 

are the key factors for word recognition. According to the split fovea theory and other research, 

the exterior letters (the letters to the leftmost and to the rightmost ends of the word) proved to be 

extremely important for human perception. The experiments in [55] also gave some support to 

the idea that the left letters have more of a contribution to the whole recognition process. Based 

on these findings, the hashing algorithm is proposed as follows:  

  

 a) Word Length: Bits 0-3     

     Using the lowest 4 bits to record the word length information. 4 bits is enough for the 

range from 1-16 (the word length is reduced by 1 since we do not need to keep length 0). For any 

word longer than 16 letters, we still use (1111)2 to represent it. Thus the encoding of length is: 

 

Length= 

 

  

 b) The leftmost letter: Bits 4-8 

     Use the next 5 bits to record the leftmost letter (26 letters can be uniquely represented 

with 5 bits). 

 

Length(word) -1 , if Length(word)<16 

0xF , if Length(word)>=16 
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 c) The rightmost letter: Bits 9-13 

     Use another 5 bits for the rightmost letter. Thus a total of 10 bits are spent on the exterior 

letters of the word. 

 

 d) The second letter and the third letter: Bits 14-15 and Bits 16-17 

     As indicated in [55], the letters to the left are more important to word recognition, so 

more information about the left letters is preferable. Here we use the hash value of the second 

and the third letters. Each letter is mod by 4 to get a 2 bit hash value. 

  

 e) Hash value of the remaining letters: Bits 18-23 

     The remaining 6 bits are used to store the information about the rest of the letters. We 

adopted the base-31 hashing solution which is supposed to provide better uniform distribution 

and is also used in the Java string library. Other methods can be used as well. However, in our 

experiments, different hashing algorithms for the rest of the letters did not have significant 

effects on the final result. 

 

 

 

Figure  12    The Proposed Hash Structure 

  

 Figure 12 and the above discussion explained how the hash value is created. In our hash 

vector, each item comprises two parts: the hash value and the hash count. The hash count is the 

total number of the words that has the same hash value, which means they are similar words and 

N:Length S[0] S[N-1] Hash(S[1])

) 

Hash(S[2]) Hash(S[3éN-2]) 

4 bits 5 bits 5 bits 2 bits 2 bits 6 bits 
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should be counted as a neighbor word group. We simply go through the whole text and 

accumulate the counts. Then all the values in T need to be normalized to the range 0-255 so they 

could be represented by 8 bits. The normalization is done by dividing T[i]  by the ratio 

max(T[i])/255, as in figure 13. 

 

 

Figure 13    Normalization Hash Vector 

 

 Figure 13 and our normalization is in fact a simplification of representing frequency 

distribution. The concept of ñfrequency distributionò is slightly different than frequency. The 

regular frequency should be represented as the ratio between the total appearance number of the 

current value versus the total number of all values. However, here we care about the 

ñdistributionò of the frequency. More specifically, in our approach, we care which one is the 

most frequent and least frequent, then we just map the ratio between the total number of each 

item to the range [0, 255]. In another word, we store the ratio between the frequency of each 

item, not the frequency itself, as in figure 2 and 6. For the ratio number, it does not matter 

whether we use the frequency or just a counter of the appearance for the item. For example, 

suppose we have the most frequent word with frequency 0.5, another one with 0.1, and there are 

a total of 100 words, so we have the counts of 50 and 10. It does not matter whether we use 

frequency 0.5 or just the count 50, the most frequent one is always mapped to 255 and the other 

one is 51. 

 After the normalization, the hash count value is guaranteed to be able to be represented 

with 8 bits, thus a 4-byte integer is enough to code both the hash value and its frequency as in 
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figure 11. On the other hand, since we create the compacted hash vector from index 0, the stored 

integer is sorted based on the encoded hash value. Thus when comparing the stored hash vector 

with a new one, the complexity will be O(n) instead of O(n2), which will be discussed in the next 

section. 

3.3  Matching 

 At this step, each incoming data sample (e.g. email content) has been pre-processed and the 

corresponding hash frequency vector has been created. The compacted hash frequency vector is 

then compared with all existing models in the profile. If a match is found, then a further decision 

is needed whether to update the model, otherwise it is treated as a new spam email model and 

inserted into the profile, as in figure 14. 

 

 

 

 

 

Figure 14    Pseudo Code for Profile Matching Workflow 

 

  Inserting the hash frequency vector into the profile is straightforward and we only focus on 

matching and updating here. The hash vector, as described in figure11, is an array of integers, 

but the integers are sorted based on the encoded hash value. Thus our goal is to find out how 

many items in the comparing vectors have the same hash value, and what the total frequency 

difference is for those matching hash values, as illustrated in figure 15. 

 

 For_each model in profile 

 If model.match(input_model) 
  Model.update(input_model) 
 Else 

  Profile.insert(input_model) 
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Figure 15    Matching Hash Frequency Vectors 

 

 In the example given in figure 15, each hash vector contains 5 items. There are 2 matching 

items which have the hash value 73 and 101, and the total frequency difference is  

( |15-8|+|30-24| ) = 13, which is based on the following formula: 

 

 

 

  

 The formula of frequency difference seems like an O(n*m) complexity for finding all 

matching hash values in the two vectors with length n and m, but a complexity of O(n+m) could 

be achieved by storing the previous matched item index because the two vectors are both sorted 

based on the hash value. 

 The two results, matching number and difference, will be used as the main criteria for an 

anomaly detection decision. Basically, if the matching number is very small or the difference is 

extremely large, both situations will be identified as a non-match. However, certain special 

3 5 

17 1 

73 15 

101 30 

200 2 

5 7 

73 8 

99 20 

101 24 

120 4 

Hash Count Hash Count 

New Vector Existing Vector 

Matching = Number of vector items that have the same hash value 
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conditions must be taken into consideration. The above decision based on matching number and 

summed difference works well when the input vector is similar to the comparing vector in both 

the size and the contained items. In other words, if the sample email content has similar length as 

the other email that the comparing model represents, the above decision works correctly in most 

cases. A problem happens when the two comparing emails are both extremely short or are 

significantly different in size. For example, we might have set the threshold for a matching 

number to 10, which means a match is true when at least 10 hash values match in both vectors. 

However, if we consider the emails in table 8, only the first email has a hash vector with more 

than 10 items. So when we compare the hash vector of the second and third vectors with the first 

one, we cannot find a match even though they are almost the same. 

 Similar problems occur when the two vectors have different sizes. We are supposed to 

compare vectors which are possibly representing similar emails. While this is unknown before 

the decision is made, two vectors which differ too much in their size are impossible to detect as 

the same thing. Thus before performing the comparison by hash value frequencies, the sizes of 

both vectors are first examined and the comparison will be skipped if the sizes are determined to 

be extremely different.  

  

3.4  Updating 

 If a match is found, based on the matching number and the vector size, a decision as to 

whether to update the current hash frequency vector will be made. For example, when using the 

3 emails in table 9 for training, the first email will be used as the initial vector. When the second 

email is processed and a match is found, an update for the initial vector needs to be performed on 

the hash values. The same is true for the third email. Although it sounds reasonable to update 



66 

existing models always, our experiments showed the accuracy will not be improved if the 

updating is performed for every match. In fact, in some cases it hurts the accuracy significantly. 

The updating must be performed under certain conditions to aid the detection results.  

 Another issue to consider is whether to insert new items in the existing hash frequency 

vector. The input vector has some items with the same hash values in the existing vector, but it 

also has other items which contain new hash values that do not exist in the current vector. If we 

simply add these new items to the current vector, accuracy could decrease because many of these 

new items are simply ñnoiseò. However, if we ignore these items, some important information 

could be missed because the initial vector might not contain enough data. For example, in the 

email in table 9, the first email does not contain the word ñSALEò which is included in the 

second and third. When we find the match between the first and second, if the new hash item of 

ñSALEò is ignored, this key information will be lost. 

 Comparing the vector size still plays an important role here. The emails in table 9 are all 

very short, thus every word is important for this specific content.  The new word should be added 

to the profile in such cases. On the other hand, if the content is relatively large, we should 

compare the sizes between the input and the profile. In this situation, the smaller vector could be 

considered as the sample space, and the matching number could be identified as the hit ratio as if 

in a cache mechanism. If the hit ratio is high, which means a match is more likely to be found, 

updating should be performed. Figure 16 is the pseudo code for the matching/updating process. 
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Figure 16    Matching/Updating for Hash Frequency Vector 

 

 

 

 

  

input: Input hash frequency vector 

model: current comparing hash frequency vector 

If  input.size>model.size*2  or  input.size<model.size/2 
      Skip; 

 
Find matching number and total difference; 
 

If Both input.size and model.size are very small 
If  input.size is extremely small or input.size is close to matching number 

       Update model and insert new item; 
    a matching is found; 
 

else 
    no matching found; 

 
If input.size>model.size  and maching number is comparable to model.size 

If difference is small 

    Update model; 
Else 

     No matching found; 
 
If input.size<model.size and matching number is comparable to input.size 

If difference is small 
    Update model and insert new item; 
Else 

    No matching found; 
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 The updating process is similar to matching. If a matching hash index is found, the 

frequency of the current value and input value are both assigned a weight of 0.5, then summed. If 

the input value is a new item, it is inserted into the vector in sequence. The pseudo code is listed 

as below: 

 

foreach input_item in input_vector 

foreach current_item in current_vector 

     if (input_item.hash==current_item.hash) 

           current_item.freq=(input_item+current_item)*0.5; 

     else 

           current_vector.insert(input_item); 

 

Figure  17    Pseudocode for frequency vector updating 

  
 The updating for hash frequency vectors only happens in the training phase, not in the 

detection phase. The detecting step only marks the incoming email as suspicious if a match is 

found, but no updating is going to happen. 

In the next chapter, detailed experiment results by applying the discussed approach on 

various datasets will be presented. 
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CHAPTER 4: EXPERIMENTAL RESULTS  

The purpose of this section is to demonstrate the effectiveness of the previously discussed 

hash frequency based anomaly detection approach with detailed experimental results. The core 

algorithm, sublexical unit based hashing approach, will be illustrated first and compared with the 

popular Base31 hashing algorithm. Then the anomaly detection will be performed to demonstrate 

spam email and email-based phishing attack detection. 

Two testing sets were selected in our experiments. The first set had more than 200 spam 

emails selling medicine products, and the second consisted of about 150 phishing attacks. The 

two sets represent the type of email that constitutes the majority of malicious emails today. The 

experiments focused on the detection accuracy, which means high detection rates, low false 

negatives, and low false positives were expected.  

 

4.1 Experiments for Hash Collision 

 Before applying the proposed approach on spam email detection, the core component of 

sublexical unit hashing algorithm must be proved effective in detecting transposed words or 

neighbors with a small distance, which means a word can be changed to another by 

updating/deleting/adding several letters within a few steps. We call these words a ñneighborhood 

groupò. A big difference between the sublexical unit hashing algorithm and other hashing 

solutions is that the others have the design goal to make each individual word have a unique hash 

value even if they are similar to each other, while our algorithm is designed to make each word 

have the same hash value if they are in the same neighborhood group. In other words, the 

traditional hashing algorithms are usually designed to provide a uniform distribution over the 

space, and there should be no bias towards specific items. However, since our algorithm is 
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designed for abnormal content detection, the uniform distribution is not preferred here because 

we do expect hash collision to happen when the words look similar. The following expectations 

describe the design purpose of the hashing method: 

a) Longer words are expected to have a higher collision rate. As there are 2 letters 

encoded plus 2 extra hashed letters, and experiments in [56] demonstrated words of 

less than 6 letters can usually be uniquely identified with 4 letters plus exterior 

information, we are expecting that higher collisions only happen for words of no less 

than 6 letters. 

b)   Shorter words which are less than 6 letters should demonstrate relatively uniform 

distribution with minimum hash collision. 

 

With these two assumptions in mind, we performed the experiments based on two 

dictionaries of English words. The first dictonary contains 80,368 words, and the second one is 

much larger containing more than 300,000 words. The proposed sublexical unit based hashing 

algorithm was applied for the words in the dictionaries. Each word generated a hash value, and 

the frequency of each hash value is illustrated in figures 18 and 19. 
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 In figure 18, the frequencies of hash values in the smaller dictionary which contains 

80,368 words were plotted. We can see that the highest frequency is around 300, which means 

the highest hash collision rate in the total 80,368 words is about 0.37%. To compare with the 

other hashing algorithm, the Base-31 method [60] was applied on the same dataset. The base31 

algorithm, which was widely used in compiler design and has been adopted by Java as its 

standard string hashing solution, demonstrated a very small collision rate of just around 0.00002 

in our experiment, which is far less than our solution. However, as we discussed, the purpose of 

our approach is NOT to provide a hashing algorithm wih low collision rate for each word. 

Instead, we do expect that words will have the same hash value when they are either 

transpositions or neighbors to each other. Table 12 and 13 gave the top 5 frequent hash values as 

well as the corresponding words in the Base-31 solution and our algorithm. 

Table  12    The Top 5 Hash-Frequencies of Base-31 Hashing Algorithm 

Hash Value Frequency Words List 

96986 2 avo  

halala 

104430 2 halide 

ins 

106380 2 kop 

prefile 

107859 2 hallux 

Mag 

114072 2 deadener 

sot 
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Table  13    The Top 3 Hash-Frequencies of the Sublexical Unit Based Algorithm 

Hash Value Frequency Words List 

58664 305 shackles 
shackoes 
shadings 

shadoofs 
shahdoms 

shaitans 
shakeups 
shallops 

shallots 
shallows 

shambles 
shammers 
shammies 

é 

75048 192 sabatons 
sabayons 

sabbaths 
sabulous 
safeness 

safeties 
saffrons 

safroles 
sanctums 
sandbags 

sandbars 
sandburs 

sanddabs 
é 

58408 184 chabouks 
chadless 

chaffers 
chagrins 

chalazas 
chalcids 
chalices 

challahs 
challies 

chalones 
é 

75000 181 pabulums 
panaceas 

panaches 
pancakes 
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pancreas 
pandanus 
pandects 

pandoors 
pandoras 

pandores 
pandours 
panduras 

é 

58662 175 shacks 
shades 

shafts 
shakes 

shakos 
shanks 
shapes 

shards 
shares 

sharks 
sharns 
sharps 

shauls 
.. 

 

 Both Base-31 and the sublexical unit based algorithms were applied to the same 

dictionary which contains 80,368 words, but achieved very different results as in table 12 and 13. 

From the hash collision standpoint, Base-31 provides a very low hash collision rate. However, 

from table 12, we also find the words with the same hash value in Base-31 do not have anything 

in common, while the expectation is that they should be transpositions or neighbors if the hash 

values are the same. Again, we emphasize that our purpose is NOT to design a perfect hashing 

algorithm, but rather to find a hashing solution for groups of transposed or neighborhood words. 

 When we look at table 13, the top 5 items have high collision rates from 0.2% to 0.37%. 

With further study on the words having the same hash value, we can see those words are indeed 

neighbors with small edit distance, such as ñsharksò ñshardsò ñsharpsò ñsharnsò and ñshaulsò. 

This is exactly what we expected. The design of the algorithm guarantees the purpose of hashing 



76 

the neighborhood group is satisfied.  First, the length of the word is encoded, thus we will not 

have different words having the same hash value even if they are different in length, as we saw 

in Base-31 hashing. Second, the first and last letters are encoded, which gives further strong 

definition on the exterior. Then the second and third letters are hashed to 2 bits, as well as 

applying Base-31 algorithm on the middle letters to hash them to 6 bits. Combining all these 

techniques, the requirement of a hashing algorithm which provides high collision rate on 

neighbor words is satisfied.  

 Figure 19 is another indication of the success of the sublexical unit hashing algorithm. It 

is the experimental result of applying the same algorithm on a much bigger dictionary which 

contains 300,249 words. Although the size increased to almost 4 times, the maximum hash 

collision number is about 350, just a little bit higher than the 305 in the experiment using 80,368 

words. The reason behind this is that the group size of neighbor words (which have the same 

hash value) is not increased significantly. The increased dictionary size brought in new words 

which created new groups (new hash values), but it did not affect the existing groups of word 

neighbors. 

 After proving the proposed hashing algorithm is able to satisfy the expectations presented 

at the beginning of this section, we will see how it works when working with spam email content 

detection. 

 

4.2 Experiments with Spam Email Detection 

 The first experiment of spam email detection was performed on a set of email selling 

medical products. As we mentioned in chapter 3, the content of spam emails range from selling 

various products to conference invitations. There is no general description for the spam email 
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content, thus no general model existed either. However, emails with specific purpose usually 

have similar patterns or are automatically generated from the same template, so it is possible to 

build a model for such contents belonging to the same catalog. Here we collected 231 emails of 

medical product sales. We are expecting to obtain the following results after applying the hash 

frequency based approach on these data: 

a) The training dataset should be a fraction of the whole set of 231 samples, which 

means we hope to use no more than 50% of the data to build the anomaly detection 

profile. In the real world, it is impossible for us to establish an unique model for each 

email.  

b) A relatively small number of hash vectors will be needed to represent the different 

types of spam emails. For example, if the training set contains 100 different emails, 

we do not want the generated profile containing 50 different models or even one 

model for each email. We are expecting to use just 20~30 models to represent the 

whole sample space. Part of this is due to the performance consideration, but it is 

more important to recognize that we are not expecting the number of vectors to 

increase infinitely, as discussed below. 

c) During the training phase, the model numbers could increase very fast at the 

beginning as the new types of emails keep coming. However, it should slow down 

near the end and eventually reach a point where no new model will be added even if 

other email keeps coming. In other words, the slope of the models number increment 

should eventually reduce to zero. This is a key indication that the generated models 

could accurately represent the majority of different email because each incoming 

email could find a match in the existing profile. 
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d) Low false positives should be achieved on normal email. 

In addition to justifying the above requirements, various implementation issues which 

have been discussed in chapter 3 were also compared in the experiments. There are several issues 

we need to pay attention to: 

a) Does the pre-processing which eliminates unnecessary words improve the accuracy?  

b) Does the result depend on the input sequence? If the input samples are randomized, 

how is it going to change the final result? 

c) How does the self- learning/updating affect the accuracy 

The above questions are answered in the experimental results presented below.  First we 

collected a set of selected spam email. The email is not randomly selected because certain email, 

which are from the same source and have similar contents, have an extremely high percentage in 

all the email we collected. We tried to keep each type of spam email to be as close as possible in 

numbers. Then we selected several subsets with different size as the training data, thus we can 

find out the impact of using different training sample numbers.  In addition, another set of 50 

normal emails, which mostly contain private personal or business information, are used for false 

positive rate testing. With experiments on all these datasets, a thorough and fair investigation for 

the proposed algorithm is accomplished. 

 

4.2.1 Pre-Processing Effects 

In pre-processing, certain unnecessary words, such as ñisò, ñareò, ñofò, and ñfromò were 

eliminated.  We also performed the special processing for numbers and symbols as explained in 

chapter 3. Such information is regarded as noise in our algorithm, and table 14 illustrated the 

effects of using and not using pre-processing. 
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TABLE  14    Pre-Processing V.S Non-Pre-Processing 

(a) With 23 Training Samples 

 Model # Detection Rate False Positive 

Rate 

False Negative 

Rate 

No Pre-Processing 6 75/208 (36%) 4/50 111/208 

Pre-Processing 9 97/208 (46%) 1/50 111/208 

 

(b) With 55 Training Samples 

 Model # Detection 

Rate 

False Positive 

Rate 

False Negative 

Rate 

No Pre-Processing 11 77/176 (43%) 6/50 99/176 

Pre-Processing 23 88/176 (50%) 2/50 88/176 

 

(c) With 117 Training Samples 

 Model # Detection 

Rate 

False Positive 

Rate 

False Negative 

Rate 

No Pre-Processing 17 30/114 (26%) 9/50 84/114 

Pre-Processing 30 64/114 (56%) 3/50 50/114 
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Table 14 indicates the advantages of using pre-processing to eliminate ñnoiseò first. We 

obtained higher detection rates with much lower false positive rates with pre-processing. This is 

exactly what we expected. Without pre-processing, words like ñandò ñtheò and ñisò will be 

involved in the hash frequency evaluation. Because such high frequency words exist in both 

spam and regular emails, the regular emails thus have a good match with spam email models on 

the hash value from these words, which caused the higher false positive rate in experiments 

where no pre-processing was done. When we compare the tables, we also find that the increased 

training sample space does help the detection rate when pre-processing is enabled, but not when 

there is no pre-processing. In fact, without pre-processing, the detection rate will become worse 

when the training samples are increased. This is still due to the ñnoiseò included in the samples. 

When no pre-processing is enabled, the increased samples bring in more noise which makes the 

hash models inaccurate. In fact, because there is too much similar ñnoiseò, two different spam 

emails could be marked as the same because they both contain a large number of words or 

characters like ñaò ñisò ñ.ò ñ,ò etc, thus the detection rate is reduced and the false positive rate is 

increased, as in table 14(c).  

The pre-processing also provides certain context-sensitive content identification. As 

discussed in chapter 4, special numbers, extremely long words, and malicious word mutants (e.g. 

using ó0ô to replace óoô) are handled in the pre-processing. These cases are usually important 

indications of malicious content and they are used for raising alerts, which contributes to the 

higher detection rate than not using pre-processing. 

Further study on the results indicates the false positives are caused by a few emails 

containing special patterns. For example, one of the emails was sent from a mail list, and the 

pattern ñtexassanantoniosoccergroupmaillistò showed quite frequently in its body. This is not a 
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spam, although such pattern does raise peopleôs attention. However, without the recipientôs 

acknowledgement (e.g. adding the sender to the trusted list), there is no way to tell whether it 

should be marked as suspicious or not. 

4.2.2 Model Number 

 The second concern is how many models have been created during the training phase. On 

the aspect of detection accuracy, this is not an important issue because the overall purpose is to 

detect spam emails as much as possible regardless of how many models will be created. If we 

could build a unique model for each spam email in the world, we could achieve 100% accuracy 

with minimum false positives. However, this is not possible because we are not able to get all of 

the spam email on the Internet and new spam email is coming out constantly. The anomaly 

detection uses a general profile describing the characteristics of a broad range of abnormal 

information. In our algorithm, we are expecting to use a training set of spam email to build a 

profile containing a relatively small number of hash models. These models will be tested using 

new samples which are not included in the training set. Besides the goal for improving detection 

accuracy, we are interested in how the model numbers change when training set size changes. 

Figures 20, 21, and 22 demonstrate how the models increase when the training samples 

number changes. In figure 20, 23 samples were used for profile building and 9 individual models 

were generated. The training samples then were increased to 55 and 117 in figures 21 and 22. 

Figure 21 showed a significant change of 23 models with 55 training samples, then the increment 

slowed. In figure 22, although 117 samples were used for training, only 7 new models were 

added. 
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This again proved the robustness of the proposed hash frequency based approach. We do 

not expect the model number to keep increasing with a larger sample space. As has been said, we 

expect to use a small set of models to describe the general cases of spam emails, and the model 

number should reach a stable point where the incoming samples only generate new models in 

very rare cases. When the profile is initially empty, the incoming samples almost always create 

new models. After a while, several models are included in the profile, thus the incoming sample 

could match a certain model and no new model was created. If a match is not found, the profile 

is expanded again to include the new model. Eventually, the profile should contain enough 

models to represent a large set of various email. The incoming sample could always then find a 

match in the profile and stop creating new models.  

This process is well illustrated in figures 18, 19, and 20. In figure 18, for the first 5 

samples, each incoming email always created a new model, thus the slope from sample sequence 

0 to 5 is a straight line. At the point 6, a match was found, the model number stopped increasing, 

but it changed again at the 7th sample. The slope is quite steep at the earlier samples because the 

model number changes fast with the incoming samples, but it becomes smoother later usually 

after around 10 samples. The same phenomenon is also illustrated in figures 19 and 20, 

especially in figure 20. In figure 19, although the increment became slow and smooth, a stable 

point was not reached due to the limited training set of 55 samples. While in figure 20, the stable 

point of 30 models was reached at around point 85, and there was no change after this point even 

though new data kept coming. 

The experiment in figure 20 uses a relatively larger sample space of 117 spam emails and 

created 30 models, just 7 more than the 23 models from the smaller sample space of 55. The 

control of profile size (the number of models) is an important factor when designing the 
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mechanism. There is always new email arriving and most of them are quite different even if from 

the same template. However, we cannot build a new model for each of these new email. When a 

new email arrives, we must be able to identify if any existing model could match it. If a match is 

found, we perform the updating instead of creating a new model. Thus our algorithm could be 

robust enough to handle all kinds of mutations and template-generated emails. This advantage is 

largely due to the proposed sublexical unit based hashing algorithm which provides the unique 

hash identification of neighborhood word groups, and it also benefits from the self- learning 

approach, as described in the next section. 

  

4.2.3 Experiments on Self-Learning 

 The algorithm for self- learning has been described in chapter 3 with figure 14. The key 

issue is to decide when a match should be declared to be found, whether to insert a new hash 

value if no match is found, and whether to update the frequency when there is a match. The 

major factors taken into consideration for these decisions are the number of matching hash 

values and the two hash frequency vector sizes. Generally, special consideration needs to be paid 

if the two vectors differ too much in the sizes. Because we already discussed the details in 

section 4.6, here we focus on the experiment results only. 

 Table 15 presents the experiment results without using self- learning in the three test cases 

of different training samples. The highest detection rate is about 85%, much higher than the 

56.1% in table 16 where self- learning was enabled. It is not an exception because each testing 

sample has more chance to be treated individually as a new hash model, thus the profile size is 

much bigger than when not using self- learning (57 vs. 30). Since the profile without self- learning 

has more models, it is not surprising to see the higher detection rate in table 15. However, as was 
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discussed, creating an individual model for each email obviously boosts the detection rate in the 

lab environment, but it is simply impossible in the real world as we cannot have all email in the 

world. The other results in table 15 indicate the drawbacks when self- learning is not enabled. 

The false positive rate was almost doubled from 6% to 12%, and the profile size also increased 

from 30 models to 57 models. The false positive rate is a key factor to consider for anomaly 

detection because the user can accept a few spam emails but definitely does not want normal 

email labeled as spam, thus such an increase in false positives is not acceptable. As for the 

profile size, figure 21 gives a good illustration for what exactly happened. When self- learning 

was enabled, the model numbers slowed after experiencing the initial stage, and it eventually 

reached the stable point where no new model will be added as we showed in the last section. 

However, without self- learning, the model number kept increasing and this is obviously not what 

should be expected. It is impossible to obtain all of the email in the world to create a huge profile 

containing models for all kinds of spam email. Even if there is a huge training set, attempting to 

compare each incoming email with hundreds of thousands of models is not practical due to the 

resulting performance. 

 After hash frequency vectors have been created, the proposed processing steps are similar 

to a traditional Nearest Neighbor (NN) approach. The hash frequency vector can be identified as 

a profile for a specific cluster (Here the cluster is the aggregation for all emails belonging to a 

specific category). However, instead of using NN methods directly, special rules are created 

based on experiment results to update the hash vectors, as discussed in section 3.4. A traditional 

NN approach performs clustering only on distance between an individual sample and clusters. 

Each cluster contains numerous existing samples. Distances are measured between the new 

sample and each existing one in the current cluster. If all distances are larger than a threshold, the 
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new sample is excluded from the comparing cluster and moved to the next, until all existing 

clusters have been compared. If no matching cluster is found, this sample is then treated as a new 

cluster. The problem with the traditional approach is the lack of a universal profile to describe a 

cluster. When comparing a sample with a cluster, it compares it with all samples inside the 

cluster, and assumes all samples have the dimension numbers. For example, when using a NN 

approach to cluster random points on a surface, we measure the distance between points based on 

its X-Axis and Y-Axis value, because we know all points on the same surface can be uniquely 

identified by (X,Y). However, this is incorrect for data with different dimensions. In our 

approach, the cluster is the aggregation of similar emails. Here different words are the 

dimensions for the cluster. As we have discussed, each email has different words. Some of them 

are similar, but some others are not. So we use the word hash value to represent the similar 

words (dimension), and the frequency for the hashed words is the value of this dimension. 

Generally, if the email is long enough and we have sufficient text content, it is possible to use the 

most frequent hash values to compare, as we have done in section 2.2.5, which could use the 

ñpeakò values in frequency distribution to measure the distance and ignore low frequency values 

(low frequency values could be treated as ñnoiseò in such cases). However, as illustrated in 

Section 3, most spam emails are quite short and may contain just a few words. In most cases, we 

are dealing with email containing between  5 and  40 words. If each sample is a paper of 10,000 

words, we can use a similar approach as in NN. In fact, NN is included in the proposed solution 

for ñnon-specialò samples which have similar content size and a relatively larger number of 

words (we treat any email containing more than 10 words as a ñlargerò sample). For such 

samples, for instance, an email containing 20 different words and the comparing hash vector of 

18 indexes, we just hash the email and measure the distance between the result and the 
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comparing hash vector, as in section 3.3.  Unfortunately, in most cases, we are comparing emails 

with only 2 or 3 words with existing hash vectors of 10 indexes, thus we need to propose the 

special solutions in section 3.2 and 3.3 to update the hash vector while comparing distance. 

Table 17 is an experiment to use only nearest neighbor for matching (based on formula 1 

in section 3.3). Instead of updating the hash vector for each sample email, we first cluster emails 

based on the distance, then create hash vectors for each cluster after all emails have been 

processed. It does provide better results for clustering purpose (fewer clusters). Although both 

our algorithm and nearest neighbor constructed about the same number of models when using 55 

samples (23 v.s 21), the nearest neighbor then reaches a smooth point and generates a maximum 

of 22 models even if the samples increased to 117, while the proposed algorithm creates about 30 

models at the larger sample numbers. However, when we look into the detection accuracy, our 

proposed algorithm still has advantages in either false positives or detection rate (table 16).  

Table  15    Experiment Results Without Self-Learning  

Training Size Model Number False Positives Detection Rate 

23 12 5/50 99/208 (47.5%) 

55 35 7/50 51/176 (28.9%) 

117 57 6/50 95/114 (83.3%) 

 

Table  16   Experiment Results With Self-Learning  

Training Size Model Number False Positives Detection Rate 

23 9 1/50 97/208 (46.6%) 

55 23 2/50 88/176 (50%) 

117 30 3/50 64/114 (56.1%) 
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Figure  23    Effects of Updating 

 

Table  17    Experiment Results Using Nearest Neighbor 

Training Size Model Number False Positives Detection Rate 

23 12 4/50 (8%) 64/208 (30%) 

55 21 7/50 (14%) 72/176 (41%) 

117 22 7/50 (14%) 44/114 (38.5%) 

 

4.3 Experiments with Phishing Attacks 

 Phishing emails are probably the most common Internet spam. It is possible for a 

phishing email to cause more serious consequences if not treated properly. Earlier phishing 

emails are easy to recognize and are usually refered to as ñNigerian Emailò because the source 

was originally mostly from Nigeria. With the popularity of online shopping, online banking, and 

other activities regularly happening on the Internet, it becomes very challenging to differentiate 

modern phishing attacks from normal email. Even experienced users could be misled by some 

Self-Learn ing (Top) 

W/O Learning (Bottom) 
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phishing emails. In addition, without real-world knowlege, sometimes it is almost impossible to 

tell whether an email is phishing or not. For example, malicious users could pretend to be from 

popular websites like ebay/paypal/amazon/etc., and they can simply use the real URL of ebay to 

make people believe the email is indeed from the trusted source. After repeating the similar 

information several times, the user usually will not be cautious to such content and then may 

follow the instructions on the phishing email. Recent concerns for phishing attacks are focused 

on the possibility that the user computer might be compromised by malware. In many cases, the 

compromised computer will be infected by a botnet and triggered by remote commands from 

malicious users. Detecting the malware or botnet is not the concern of content analysis for 

phishing email itself. However, since the phishing email is usually the first step to get the user 

redirected to the malicious website which contains malware, it is important to identify such 

emails as an early alarm. 

 The experiment performed here is similar to the pervious tests on medicine sales spam 

email. The difference is that we used another set containg 147 phishing email. A random number 

of samples were selected for training purpose, and the rest were used for testing. The same set of 

50 normal emails was used for false negative testing. As there are no changes to the algorithm, it 

is not necessary to discuss the details of how profile size changes or how the self- learning/pre-

processing affects the results again. The experiment outcomes are presented in table 18. 

Table  18    Experiments on Phishing Attacks 

Training Samples Profile Size False Positive Rate False Negative Rate 

13 3 2/50 92/134 

30 6 4/50 39/117 

71 7 6/50 17/76 
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 Comparing these results with the experiment results on spam emails, the detection rate 

for phising attacks are much higher. This is because most phishing email has a longer content as 

well as similar high frequency words, such as ñaccountò ñtransactionò ñcongratulationò, thus the 

hash frequency distribution models have better success rate on those contents. In fact, the 

previous experiments for medicine sales is more challenging than spam emails. Phishing emails 

have more regular patterns and a large payload (content) for analysis, thus a stable model could 

be used to represent a wide range of similar spams, as indicated in table 16, where the profile 

size is much smaller. Besides, most phishing emails have the same intention to obtain user bank 

accounts or online accounts, thus the email contents usually follow similar formats, which made 

the model construction easier. As for medicine sales spam emails, it is extremely difficult to 

predict what is going to be included. Many sales spams only contain one line with a URL or a 

few words which is hard to tell whether it is a spam. For example, a spam email could simply say 

ñyour friend invites you to join this websiteò with a URL. If the sender is indeed from the 

friendôs email (which is easy to fake), the receipent has no way to tell if the email is malicious. 

Spam email is simply junk information and it does not care whether the users are interested in 

the email or not, so it could use whatever techniques as mentioned in chapter 4 to avoid being 

detected by filters. However, phishing attacks are totally different. A phishing attack hopes to get 

the receiverôs attention, make the user  believe the email is true and become interested or nervous 

(e.g. ñyour bank account is compromisedò), then lure the user to follow the instructions in the 

email. To reach this goal, the phishing email must be well formated and look like a valid and  

important email. This makes it easier to be trusted by people, but also easier to be detected by the 

proposed algorithm. 
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The content in our phishing email data set can be categorized into two types: Nigeria 

Phishing and Bank Phishing. Nigeria phishing is named because such emails were said to be sent 

from someone in Nigeria. Although today such emails could be sent from anywhere in the world, 

they still have the same intention to obtain the recipientôs bank account by claiming a huge 

amount of money is waiting for them to deposit. Bank phishing is email that claims it is from a 

bank or online store and asks the user to restore their ñlocked accountò or perform some other 

action. Bank phishing usually involves a URL which is different from the link appearing on the 

email (usually in HTML format), thus when the user clicks on the link, he is going to be led to a 

malicious website containing malware. Our hash frequency algorithm performs well in 

identifying both attacks. However, as has been mentioned, certain phishing emails are difficult to 

differentiate from normal cases, especially when a personal account is involved. For example, 

both the training phishing samples and the testing normal emails could contain a message from 

Paypal which says a transaction has occurred, there is simply no way to tell if it is a phishing 

attack unless the user knows whether he has made such a transaction or not. Due to this reason, 

the false positive rate in phishing attack detection is higher than in pervious spam email 

experiments. 

 

4.4 Testing with SpamAssassin Data Set 

SpamAssasin [64] is an open source project for spam email filter research and 

development.  It provides several large sets of spam email collected from different sources and 

different time periods. The most recent collection, which includes more than 4000 emails, was 

used in our experiment. 
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Table  19    SpamAssasin Data Set 

Data Set Size (Number of Spam) Description 

Spam + Spam_2 1897 
Random spam email 

collections 

Easy_ham 2500 
Regular email which does not 
have similar patterns as spam 

(e.g. html tags) 

Hard_ham 250 
Regular emails which are 
similar to spam in many 

aspects and hard to identify 

 

We are interested in applying the proposed algorithm on this more ñreal-worldò data set. 

Different than our previous testing, where we manually selected training data to represent all 

possible types of spam and all testing emails are either related to medicine sale spam or phishing 

emails, the SpamAssassin data set has no regulations on what kind of spam it contains. However, 

on the other hand, in the previous tests, all the testing data is selected to represent different types 

of spam we collected, and we tried to make each type of spam have a comparable sample number 

in testing thus there is no bias towards a specific spam. In the real world, certain kind of specific 

spam will dominate the majority of all spam collected. In another words, because the 

SpamAssasin is just collecting spam for a certain period of time without any selection, some 

spam will take a large part in the data set, which means a possible higher detection rate could be 

achieved.  

For this test, we conducted a five- fold cross validation with the data.  First we needed to 

select random samples from the collection as a training set. In order to avoid bias towards 

specific spam emails, we picked the samples based on their sequence number in the collection. 

For example, since we want to use 20% of the whole collection for training purpose, we select 

Sample[i] as training data if i % 5 == 0 ( i is the sequence in the collection). In table 19, we 

attempted to compare the results from using different training sets. The first 5 training sets are 
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selected using the sequence number but from different starting index. For instance, the 1st set is 

selected starting from the 1st sample, so sample 1, 6, 16, é will be included. Then the 2nd set 

contains samples 2, 7, 12, é and so on. Using this algorithm, there could be only 5 unique sets. 

Since the ñuniquenessò of different sets is not our concern, we only want to have different 

samples, so for set 6, it includes 50% from the combination of set 1 and set 5. Set 7 contains 

samples from set 2 and set 4. Set 8 is made from set 3 and set 6. Set 9 contains data from set 6 

and set 7. Set 10 uses samples from set 8 and set 7. The detection results are listed in table 20. It 

is obvious that different training sets do not yield significant differences for the final result. This 

is largely because most of the spam emails are embedded with large amounts of HTML tags, and 

those HTML tags give significant weight in the constructed models. Because HTML tags are 

similar to each other, different training combinations will not have great impact on the final 

results. On the other hand, it raises the false positives when detecting normal non-spam but 

HTML embedded emails. This issue will be analyzed later with the introduction of dynamic 

thresholds. For the following discussion, set 1 will be used as the benchmark. 

 

Table  20    Detection Results with Different Training Samples 

 Models 
Detection Rate on 

Spams 

False Positives on 

Easy_Spam 

False Positives on 

Hard_Spam 

1 56 939/1423  513/2500 83/250 

2 61 951/1423  542/2500 86/250 

3 64 968/1423  553/2500 90/250 

4 53 897/1423  463/2500 81/250 

5 59 950/1423  477/2500 81/250 

6 58 950/1423  516/2500 82/250 

7 60 953/1423  526/2500 83/250 

8 63 955/1423  530/2500 88/250 

9 60 940/1423  529/2500 79/250 

10 62 944/1423  541/2500 81/250 
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Table  21    Testing Results on SpamAssasin 

Training 

with 474  

spam 

Models Threshold Detection 

Rate 

False Positives 

on Easy_Spam 

False Positives 

on 

Hard_Spam 

No additional 

rules 

56 Threshold = 

Total Words 
Number / 10 

939/1423 

(66%) 

513/2500 (20%) 83/250 (33.2%) 

Dynamic 

threshold 
with minor 
signature 

detection 

33  

If HTML 
embedded 

 Threshold = 

Total Words 
Number / 10 

Else 

Threshold = 
Totla Words 

Number / 5 

910/1423 

(64%) 

168/2500 (6%) 41/250 (16%) 

Table  22    Detection Result with different Thresholds for Plain Text 

Threshold 

(ratio of the 
text content 
words 

number) 

Detection Rate False Positives on Easy 

Spam 

False Positives on 

Hard Spam 

1/10 939/1423 (66%) 513/2500 (20.5%) 83/250 (33.2%) 

1/8 927/1423 (65%) 421/2500 (16.8%) 67/250 (26.8%) 

1/6 917/1423 (64%) 258/2500 (10.3%) 50/250 (20.0%) 

1/5 910/1423 (64%) 168/2500 (6.72%) 41/250 (16.4%) 

1/4 903/1423 (63%) 136/2500 (5.44%) 32/250 (12.8%) 

1/3 885/1423 (62%) 102/2500 (4.08%) 28/250 (11.2%) 

1/2 861/1423 (60%) 79/2500 (3.16%) 23/250 (9.2%) 
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Figure  24    ROC for diffe rent thresholds in table 20 

 

The results in table 21 give us a more realistic insight for the effects of the proposed 

algorithm. We randomly selected 474 samples from the total 1897 spam for training purpose. 

The results in the first row are directly applying the same algorithm on the other spam and 

regular emails without any modification. In this case, the detection rate for spam is around 66%. 

Considering we have a much larger spam testing set (>1000), the detection rate is comparable to 

the previous result around 50% in a smaller set. Especially, in table 14 where we used our private 

collection of about 200 spam emails, those emails were carefully selected to represent the variety 

between spam, thus most of the samples in the smaller set are relatively unique to each other. 

While in the SpamAssassin data set, samples were randomly collected and many spam are highly 

similar or even the same, so it is not surprising to see the detection rate remains relatively stable 

and higher than the results in our previous test on a smaller set. 
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 False positive rates, however, are higher than previous results (20% v.s 6%) in table 14. 

With further investigation into the detection results, we found one major reason for the errors and 

that is the embedded HTML tags. The previous data (in table 14) was built with text content only 

because the algorithm intends to be a pure content based solution, and we do not want to be 

distracted by other factors like any special labels. However, the SpamAssassin data contains a 

more realistic collection mixed with all kinds of spam and regular email which have a lot of 

embedded HTML tags, which are also treated as part of the hash model, thus increasing the false 

positive rate significantly. As mentioned earlier, in a real world situation, we should not expect a 

single-model solution to work for everything, instead we should use some heuristic approach.  

 A modified method is tested in the second row of table 21. We still want to focus on our 

algorithm without much interference from any other solution. As we already mentioned, the 

major issue is the existence of HTML tags included in the email body, such as ñ<a href=é>ò 

ñ<img src=é>ò. From a signature-based point of view, this information is important because the 

embedded URLs are most likely pointing to malicious web sites which can be identified by a 

pre-built ñblack listò. However, as the purpose of our proposed algorithm is focusing on text 

content only, the assumption is there is no existing signature we can use to identify malicious 

information. From our aspect, there is no difference between two tags such as ñ<a 

href=ôhttp://www.yahoo.com>ò and ñ<a href=ôhttp://www.google.comô>ò because they are both 

considered URL tags and our algorithm should not care which URL they point to. Thus we can 

simplify the HTML embedded content as the example in table 23. 
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Table  23    Processing HTML embedded Email 

Original After Processing 

<font color=òredò>Dear Sir,</font><br>Please 

go to <a href=òhttp://www.buydrug.comò>the 

store</a> for the lowest price. 

TAG_FONT Dear Sir FONT_END Please go 

to TAG_HREF the store HREF_END for the 

lowest price 

 

  For HTML embedded content, after we adopted the step in table 23, there could be many 

similar patterns because unique information in HTML tags were removed, thus two emails could 

be identified as ñsimilarò because of the duplicated HTML tags even when the real content is 

different. Considering two emails with 100 words after processing, it is possible 50% of the 

words are HTML tags which do not create any difference. In the remaining 50% ñreal contentò, 

there could be just a few different words. So the accumulated difference value is very likely to be 

smaller than the threshold. Taking this into consideration, different thresholds should be used for 

HTML embedded email and plain text content. Either increasing the value for text content or 

decreasing for HTML emails is a possible solution depending on which causes the most false 

positives. After examination, we found the false positives in the 1st row of table 21 are caused by 

plain text data. It is not surprising because the 474 training samples are mostly HTML 

embedded. Considering the detection rate 66% is acceptable, we believe the threshold value for 

HTML content is reasonable, and we should adjust it for plain text content. If the email has 

HTML or other special symbols, we simply use the original algorithm because the spam model is 

trained with HTML encoded samples. If we found the email is just plain text with regular 

English words, a higher threshold is used so the regular plain text email has less chance to be 

misclassified. The different thresholds settings and their results are listed in table 22, and we can 
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find using 1/5 of the total content word number gives the best result in all the settings. Results in 

the second row of table 21 give much better results from the slightly adjusted algorithm. On 

regular email, the false positive rate is reduced to a comparable level to the previous result (6%). 

On the ñhard to detect spamò set, the rate is reduced by more than 50%. The detection rate 

reduced for a minor rate of 2% from 66% to 64%. 

 The above experiment demonstrated the result when we applied the proposed algorithm 

to a ñreal-worldò situation with a large email collection including various types. We also 

illustrated how simple HTML tag detection helps improve the results. This brings up the 

question: If a simple signature detection method for HTML tags is so effective, why do we still 

need the anomaly detection? The following experiments compare the proposed algorithm with 

two commercial email systems which are known to have the best spam filters. We will see both 

the strength and drawbacks of the proposed method compared with signature based approaches. 

 

4.5 Comparison With Google and Yahoo! Spam Filters 

 The spam filters of Google Gmail and Yahoo! are regarded as some of the best spam 

detection engines in the world. Nonetheless, such commercial products are usually based on 

heuristic approaches combining both signature and anomaly detection. The following 

experiments and discussion will demonstrate the advantage of the proposed algorithm, as well as 

illustrate the difference between a signature-based approach and anomaly detection. 

The experiments were performed to compare the detection accuracy among the proposed 

hash frequency algorithm, Google Gmail, and Yahoo! mail. Hotmail was taken into 

consideration first, but the experiments showed that Hotmail will automatically block the sender 

if more than 6 spam emails have been sent from a specific source. Since the experiment needed 
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to send a large amount of spam emails, it cannot be performed on Hotmail. In the experiment, a 

new account was first created on Yahoo! Email as the spam sender. Because this is a brand new 

account on a renowned public email provider, it should not be identified as a malicious sender in 

any blacklist at the beginning. Then randomly selected 74 spam emails from the previous data set 

were sent out to the other receivers in Yahoo! and Gmail. On the receiving side, the detected 

spam emails were saved in the ñSpamò folder, and the missed ones would be found in the 

ñInboxò. The result is in the table 24. 

 

Table  24    Detection Rate Comparison 

 Proposed Algorithm Gmail  Yahoo 

Original Spam 37/74 53/74 67/74 

Mutated Spam 39/74 4/74 11/74 

 

First we sent out a random selection of 74 spam emails and the results are in the first row 

of table 24. The Google Mail detected 53 of them, which means a detection rate around 71.6%. 

Yahoo! has the highest detection rate about 90% (67 were detected in the total of 74 spam 

emails). The outcome of our hash frequency algorithm has the lowest detection rate of 50%. The 

result is not surprising because we know the Gmail and Yahoo! are based on mixed solutions 

from both signature and anomaly detection, thus they should have better overall accuracy than 

our hash frequency approach which is a pure anomaly based solution. The question is: if the 

signatures in the spam emails were mutated, will our algorithm have a better result?  
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This is a critical evaluation for the algorithm described in this dissertation. Anomaly 

detection is supposed to provide a better detection result than signature-based approaches in 

regard to mutated content which was maliciously crafted to avoid being detected. With further 

analysis for the experimental results from the first row in table 24, we found that the undetected 

spam emails usually have the same characteristics: there is no URL included in the email body. 

This finding leads to the assumption that Gmail and Yahoo! detect spam information based on 

URLs in their blacklists. Thus a second experiment was performed. This time, all URLs were 

mutated by substituting ñ.comò with ñ.C0Mò, which is common in many spams. 

The second row in table 25 showed the advantage of the proposed algorithm. After the 

mutation was performed, the hash frequency based algorithm was not just unaffected, but 

increased a little because the mutated pattern has a relatively higher frequency. The detection 

rate of Gmail and Yahoo, however, decreased surprisingly. Yahoo! dropped to about 14%, and 

Gmail decreased to less than 10%. Both were much lower than the 50% of the hash frequency 

solution. The results demonstrated the proposed algorithm does have a much higher detection 

rate and stability than current signature based approaches when dealing with mutated content for 

which they do not have existing signatures. 

 

Table  25    False Positives Comparison for Mutated Patterns 

 Proposed method Gmail  Yahoo 

Regular Email 3/50 0/50 0/50 

Regular Email containing 

malicious URLs 

3/50 50/50 50/50 



103 

The false positive experiment was carried out by sending normal email to the receiverôs 

account. There are two different types of ñnormalò email. The first is the set of 50 regular 

messages used in the previous sections. This email was collected from private email which did 

not contain any URL information. All such email passes through Gmail and Yahoo without 

being incorrectly labeled as malicious, while the hash frequency anomaly detection method has a 

false positive rate of 6% as in table 25. Although we have explained the cause for the false 

positives and it could be easily fixed by incorporating signatures, the higher false positive rates 

are the inherited drawbacks of any anomaly detection approach including the hash frequency 

method described here. On the other hand, the second type of ñnormalò email is regular email 

which contains certain signatures, such as malicious URLs like ñhttp://www.my2strut.comò or 

ñhttp://lvojgp.ranglad.comò. These URLs are identified as malicious websites by both Gmail and 

Yahoo, so any email will be marked as spam if it contains these URLs. However, such a 

signature based solution is not reliable because it is possible for such URLs to exist in regular 

emails. For example, if the above paragraph is copied in an academic email and sent out for 

review, the email is going to be identified as spam because it contains malicious URLs, thus the 

receiver cannot get this email because it will be put in the ñTrashò folder or simply blocked by 

the server. Such a problem does not exist in our method because it does not matter what kind of 

URL or patterns are included in the content for the hash frequency. 

The difference does not mean Gmail/Yahoo! has a worse mechanism than the proposed 

solution. After all, although the signature matching does not provide good detection rate for 

maliciously crafted content, it gives the lowest false positives for regular mails unless it is 

artificially crafted to include some signatures. Users could accept a lower detection rate even if it 

means they are going to receive spam emails every day, but they cannot tolerate if an important 
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business email was accidently blocked. For the proposed algorithm, although it has a better 

detection rate, it results in higher false positives in a daily environment unless the user has a 

special requirement to include special malicious patterns in his emails. The reason for the false 

positives by the hash frequency detection algorithm was explained in section 5.2.1. Even if it 

makes sense and the false positive rate is low (4% ~6%), the small false positive rate is still 

probably going to be a serious problem for users. A real example could be the User Account 

Control (UAC) feature which is designed to provide better security in Windows Vista and uses a 

heuristic based approach to prevent standard users executing instructions which could cross 

process boundary and compromise other processes [61]. However, although the majority of 

existing software does not have problems running under UAC and this approach greatly reduces 

the chance of being infected by malware, the small amount of false positives causing 

incompatibility problems became the biggest obstacle for upgrading to Windows Vista. This real 

world case is a good indication that anomaly detection must be deployed extremely carefully and 

the minimization of false positives should always be at the top priority. 
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CHAPTER 5: CONCLUSTION  

5.1 From Payload Keyword To Hash Model 

 A thorough discussion for the hash model based application payload anomaly detection 

was given in the previous chapters. In the earlier stage of this PhD research, a payload keyword 

based approach for text based payload content anomaly detection was examined, as well as 

another solution using byte frequency for executable content detection, as presented in section 2. 

Although the two previous approaches target different topics, they still have the same goal of 

identifying content type. The first method used arbitrarily selected words, and the other one 

utilized 1-gram based frequency analysis. The sublexical unit hashing algorithm introduced in 

this dissertation is a significant improvement on them. It incorporates the idea of using important 

text words and frequency distribution for anomaly detection. It also solved several problems 

existing in the earlier approaches. 

 The major challenge for the payload keyword method is how to automatically find the 

important information as the ñkeysò for further analysis, which was also discussed in the 

dissertation proposal. The original payload keyword method used the first word in the TCP 

payload as the key, but this arbitrarily selected information is not a good decision for much 

application level data, such as email body, web pages, etc. In other words, using the first word as 

the key proved effective for TCP payload anomaly detection as in [46], but not for application 

level payloads. To analyze the application level payload, as has been done by other statistical 

based approaches, the most frequent words are usually selected to build a model for specific 

application contents. For example, HTML web pages could be from different languages 

including English, French, Japanese, Chinese, etc. The character set of HTML should be defined 

in the header by setting the page to ñiso8859ò ñgb2312ò or ñUTF-8ò, but many web pages do not 
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follow this requirement. To correctly display the web page in the correct characters, the Internet 

Explorer constructs the statistical model of the processing page and makes decisions based on the 

frequencies of certain ASCII characters. This idea from how the web browser handles different 

character sets based on frequency models drives us to use the frequency distribution to identify 

specific application payload. While this approach makes sense for regular text content, it does 

not work for maliciously crafted data. As we have demonstrated in section 4, the same email 

content can be mutated in various ways to avoid being detected by computers, but still be 

recognizable by humans. Thus, identifying mutated words became a problem we needed to solve. 

 The other problem is the N-gram analysis approach, which was discussed in section 2.3. 

As we have introduced, the N-gram analysis is usually implemented as 1-byte, or at most 3 

bytes. As a result of the implementing issue for 32-bit address space, it lacks the ability to handle 

variable-length words. 

 The sublexical unit based hashing algorithm introduced in chapter 3 is an original 

approach based on the split fovea theory (SFT) in human recognition. How a person recognizes 

lexical content is an open question, but the experiments from the SFT gave us great insight and 

eventually inspired us to design the hashing algorithm based on the theory, which has been 

discussed thoroughly in chapter 3. The contribution of this original algorithm is the ability to 

create the same hash value for neighborhood words, thus further helping the analysis for any text 

content. 

 We focused on applying the approach to spam and phishing email detection in chapters 3 

and 4. As explained in section 4.1, the sublexical unit hashing algorithm itself is a general 

solution for text based content analysis, which is important for application payload anomaly 

detection. Although more complicated application data could be used for experiments, the 
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unnecessary extra processing would have distracted us from the initial analysis of the proposed 

algorithm. For example, a malicious Javascript could trigger certain vulnerabilities in Microsoft 

Outlook ActiveX control or other components through web browsers and eventually compromise 

user computers, as the Download.ject worm mentioned in [48]. We can apply the sublexical unit 

solution to hash those calls for ActiveX controls and build the hash models of these Javascript 

calls for anomaly detection. However, in order to do this, a parser should be developed for 

Javascript and HTML, such as the similar research in [62] [63]. The final result will heavily 

depend on how the parser is built instead of the hashing algorithm. This is not a drawback of our 

approach because there is no anomaly detection mechanism which could work for any 

application without help from other components. As stated in chapter 3, all of the heuristic-based 

computer security systems consist of different weighted solutions from signature matching to 

statistical profile decisions. The hash frequency distribution algorithm is designed to be a part of 

an integrated security system, not a single solution for everything. 

 However, in order to evaluate this algorithm, we need to find certain applications whose 

payload is in a simple format and can be analyzed by the proposed approach directly. Thus spam 

and phishing email attacks were used. The TCP payload of any email does contain extra fields 

such as the sender IP, timestamp, etc. However, from the application aspect, the Email content is 

clean text data without any other protocol related information, thus it is a good fit for our purpose 

to test the sublexical unit hashing algorithm. 

 The outcome of the experiments on this original algorithm proved effective and accurate 

for spam emails and phishing attacks detection. We also compared the Base-31 algorithm with 

the proposed method for hash collision, explained the differences of the two designs, and showed 

the algorithm able to generate the expected results by presenting detailed data. The results from 
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different tests were then examined with and without pre-processing, and using self- learning or 

not. We first presented a discussion for certain important issues to explain what problem the 

design is trying to solve, such as the ñnoiseò elimination and profile size. Then we concluded 

with what should be expected from the approach. The expectation is the most important 

benchmark for the algorithm because it is the goal to be satisfied. After all these discussions, the 

final results were presented. In addition, an explanation of the root causes for the results was also 

presented.   We explained how the false positives were generated, how the profile changes with 

the training samples, as well as the differences between regular spam email and phishing attacks. 

An interesting comparison between our approach and certain renowned real world solutions such 

as the Google Gmail and Yahoo Email was introduced. All these facts gave substantial evidence 

that the proposed sublexical unit based anomaly detection algorithm is effective and reliable for 

text based content analysis. 

 

5.2  The Road Ahead  

 Application level anomaly detection has become extremely important in network 

security. Network security, which used to be just interested in network level protocols such as 

TCP, IP, and UDP, is associated with various application-level vulnerabilities today. Web related 

attacks from web pages, email attachments, or instant messengers, are becoming the most 

common threats to regular people. Various research projects have been carried out to incorporate 

anomaly detection into heuristic based security systems, and we have discussed them in chapter 

2. 

 The hash frequency based approach introduced in the dissertation proved to be effective 

in text content analysis. It could accurately identify the ñcategoryò that the content belongs to, 
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assuming a profile of the category has been built. The most significant contribution is the unique 

hashing algorithm which provides the ability to group neighborhood words, which is important 

in malicious crafted content such as the spam emails. The hashing algorithm discussed here is 

based on the split fovea theory, which is from psychology experiments in word recognition. 

Although the split fovea theory experiments were performed on English words, there is 

indication that the same recognition process might happen for Non-English text, for instance 

Chinese sentences. In fact, it is possible that such a solution will be more successful on eastern 

Asian language based content. The English words could have very different meanings even if the 

letters are similar, such as ñtimeò and ñitemò. Eastern Asian words or short phrases (Chinese for 

example) usually have the same meaning if their construction is similar. However, there is no 

related research on the SFT for Non-English sentence recognition. The algorithm itself is 

scalable for Unicode data processing regardless of the exact character set. Thus it is possible to 

apply the algorithm for Non-English application content anomaly detection. 

 A comparison with commercial products such as Yahoo and Google emails has been 

presented in chapter 4. We saw that the SFT-based hash solution does demonstrate its strength in 

handling mutated spam emails and exhibits a more stable result than Yahoo and Google when 

the email content is maliciously crafted to avoid detection using signatures. Since the hashing 

algorithm has a linear complexity, it could be applied for real- time spam detection without 

causing significant overhead. Chapter 4 also demonstrated the improvement by using a simple 

signature detection method to facilitate the hash model approach. The possibility of 

incorporating the proposed mechanism into current heuristic based spam detection products is 

definitely worth exploring. 
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 We are looking forward to applying the proposed hashing algorithm to other applications 

besides Email content. A related field is detecting phishing websites and spam (advertisement) 

web pages. In fact, the experiments on the SpamAssassin dataset already provided a 

demonstration of how the algorithm will work on HTML based content. It is possible to apply 

the algorithm directly to web pages with minor modifications. The other possibilities include 

applying the solution to malicious Javascripts detection, which has already been discussed, or 

integrating with instant messengers. In fact, text content identification is important for various 

areas including web search, text data mining, content filtering in web applications, etc. It can be 

implemented in either the network level or application level. Additional work must be done in 

order to adopt the solution for other areas, but the algorithm itself is robust and needs minimum 

modifications. 

 On the research aspect, an existing problem in this approach is that human supervising is 

involved in several critical steps, especially when defining thresholds when comparing hash 

vectors and handling special cases, such as the extremely short content comparison. Besides, the 

pre-processing also requires manually defined special patterns to be processed. It is possible to 

apply other methods such as incorporating this approach with edit distance to measure similarity 

[68], or applying SVMs as in [67] to extract common features, to facilitate automation and 

reduce human supervising. The incorporation between other approaches and the SFT based 

hashing algorithm to automate the whole process remains an interesting topic for further study. 
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APPENDIX A  

The following example demonstrates how exactly the hash model is built and updated. Our 

testing email was converted from its original format to XML data as follows: 

 

Table 26  Spam Samples 

Email 1 <subject> 
buy now Viagra (Sildenafil) 100mg x 60 pills 
</subject> 

<body> 
Viagra (Sildenafil) 100mg x 10 pills US $ 69.95 price 

http://hotpulive.com 
</body> 
 

Email 2 <subject> 
Effective cheap meds here 
</subject> 

<body> 
Stop stressing over getting your prescription medication - no questions 
asked from our qualified doctors http://www.edvuranit.com/ 

</body> 
 

Email 3 <subject> 

buy now Viagra (Sildenafil) 50mg x 10 pills 
</subject> 

<body> 
50mg x 30 pills 
http://foxsportsfame.com 

</body> 
 

 

Because we only need the text content information, saving only the email subject and body is 

enough to perform the process. First, we need to convert the emails to hash vectors, as the 

following table for the first email shows. 
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Table 27  Converting Spam to Hash Values 

Buy Ĕ 0x3013 

Now Ĕ 0x2ACD3 

Viagra Ĕ 0x2C0156 

(Sildenafil) Skip 

100mg             Skip 

X Ĕ 0x2F71 

60             Skip 

Pills [example for calculating its hash is in table 24] Ĕ 0x2F24F5 

Viagra Ĕ 0x2C0156 

(Sildenafi)             Skip 

100mg             Skip 

é é 

 As mentioned in chapter 3, regular English words are applied with the proposed hashing 

algorithm to convert it to a 24-bit integer. The source code for the SFT based hashing algorithm 

is given in Appendix B, and table 27 gives 2 samples of how it is performed. 
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Table 28  Example for Applying SFT Hashing 

 

Special symbols and numbers are simply skipped as we believe they do not contribute 

much to the content itself as discussed in chapter 3, although they could possibly be important 

spam signatures. Each other regular English word is converted to its corresponding hash value as 

S = ñpillsò (all letters are pre-processed to be small case only) 

Length = 5 len = (0101)2 

S[0] ï óaô = ópô - óaô = 15 head = (01111)2 

S[4] ï óaô = ósô ï óaô = 0 tail = (10010)2 

(S[1] ï óaô) mod 4 

= (S[1] ï óaô) & 0x3 

= (óiô ï óaô) & 0x3 

= 0 

second = (00)2 

(S[2] ï óaô) mod 4 

= (S[2] ï óaô) & 0x3 

= (ólô ï óaô) & 0x3 

= 0 

third = (11)2 

Perform base31 hash on ógrô and keep 

only 6 bits (there is only 1 letter): 

(0*31 + (ólô ïóaô)) mod 64 

= (1011)2 

 

Middle_hash = (001011)2 

Final Hash Result Len + head<<4 + tail<<9 + second<<14 + third<<16 + 

middle_hash<<18 

= (1011 11 00 10010 01111 0101)2 = 0x2F24F5 


