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Abstract

Many speculativemicroarchitectuml techniquessud as eager execution,value prediction, pipeline gating
and othess rely on a con denceestimatorto predict whethera speculativeaction will be bene cial. Sincethey
cannotachieve perfectaccuiacy, con denceestimatos mustbalancethe costof inhibiting a potentially useful
speculationwith the costof a mis-speculation.The performanceof con denceestimatos with respecto these
competingcostsis quanti ed by twovalues:the SPEC, i.e., theprobability thatanincorrect predictionis identi ed
aslow-con dence andthe PvN, i.e. the probability that a predictionidenti ed as havinglow con dencewill be
incorrect. We proposea wayto allow more effectiveuseof speculatiorcontiol techniquesby combiningmultiple
con denceestimatos into a compositecon denceestimator This hew classof con denceestimatos provides
increasedoerformanceand ner contiol overthetrade-of betweerSpec and PvN.

Themaincontributionsof this paperare twofold. Fir st, we describetechniquesfor building efcient composite
con denceestimatos, and evaluatethemwith a previously proposedstatistical methodolgy, emphasizinghe
relationshipof SPEC and PvN. Secondwe usea detailedmicroarchitectumal simulatorto evaluatethe ability
of our estimatorto supportan enegy reductiontednique called pipeline gating Using previous con dence
estimatos, pipelinegating reduceghe amountof extra work dueto mis-speculateéhstructionsby 22%, with a
reductionin IPC of 5%. With the samempacton IPC, our con denceestimatos reduceextra work by 31%.

1 Intr oduction

As high-performancenicroprocessorszly moreandmoreon speculatiorto breakcontrolanddatadependen-
cies,con denceestimatorswill play agreaterrole in microarchitecturelesigngo controlthis speculation Many
microarchitecturatechniquegproposedecentlydependon con denceestimationto control speculation.Some
techniquesusea con denceestimatorto labela conditionalbranchpredictionashaving low or high con dence.
For example,throttling instructionfetch whenlow-con dencebranchesarein the pipeline cansave the enegy
wastedon mis-speculatedhstructions. Anotherexampleis eagerexecution,whereinstructionsare fetchedand
executeddown bothpathswhenalow-con dencebranchis encounteredA third exampleis atechniqudor boost-
ing SMT performancey giving lower priority to threadsexecutingseverallow-con denceunresoled branches.

For thesetechniquego be effective, the accurag of the con denceestimatomustbe balancedetweentwo
measuresThe rst measurds the predictivevalue of a negative estimate(PvN), giving the probability thatan
estimateof low con denceindicatesa misprediction. The secondmeasuras the speci city (SPEC), giving the
probabilitythata mispredictionis estimatedo have low con dence.

Unfortunately PvN and SPEC areinverselyproportionalto oneanother sowe mustrely onthe e xibility and
accurag of thecon denceestimatorto nd theright trade-of. Figurel shaws the trade-of betweenSpPec and
PvN for the gshae predictorusinga con denceestimatorwe introduce. As the gure illustrates,we canhave
almostarbitrarily high PvN if we arewilling to accepta very low SPecC, andvice-versa. The right trade-of
for mostapplicationsis somevherebetweentheseextremes. For instance with the instructionfetch throttling
example,whenthe PvN is too low, too few instructionsarefetchedandperformancesuffers. Whenthe SPEC is
too low, too mary instructionsarefetchedandtoo muchenepy is wasted.In the eagerexecutionexample,if the
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Figure 1. SPEc andPvN for gshae andCompositeEstimator

SPEC is too low, thennot enoughopportunitiesfor eagerexecutionare found. If the PvN is too low, thenthe
optimizationis invoked on the wrongbranchegoo frequently wastingexecutionbandwidththatcould have been
devotedto single-threadedxecutionor otherlow-con dencebranches.

Thecon denceestimatiortechniquegproposedn existingresearclaretooin e xible. They provide only coarse
controloverthebalancenetweerPvN and SPEC, andthey have limited accurag.

This papershawvs that compositecon denceestimatos, which combinetwo or more con dence estimators,
provide a ner degreeof speculatiorcontrolaswell asincreasedevelsof accurag. We give experimentakesults
shawing the impraovementsof our estimatorsover previouswork, andillustratetheimprovementswith a detailed
cycle-level simulationof anenepgy reductiontechnique.

This papemalesthefollowing contritutions:

1. Wedescribaechniquedor building compositecon denceestimatorsThesenaw con denceestimatorsare
moreaccurateand e xible thanpreviously proposedestimatorswith little addedcompleity.

2. We shaw thatthe e xibility of a con denceestimatoris animportantaspecif its ability to control spec-
ulationbecausdhereis oftena trade-of betweencompetingpenaltiesof overly optimisticandoverly pes-
simistic con denceestimates.A con denceestimatorwith a wide rangeof PvN and SPeEcC valuescanbe
tunedto t aparticularapplicationor setof applications.

3. We evaluateour nenv con denceestimationusinga statisticalmethodologyfrom previous work. We then
improve on this methodologyshawing that, for estimatingcon dencein branchpredictionsthe Spec and
PvN arethe mostimportantmeasuresf con denceestimatomperformance.

4. We usea detailedmicroarchitecturesimulatorto evaluatethe ability of our estimatorto supportan enegy
reductiontechniquecalledpipelinegating Usingpreviouscon denceestimatorg8] pipelinegatingreduces
the amountof extra work dueto mis-speculatethstructionsby 22%, with a reductionin IPC of 5%. With
thesamempacton IPC, our con denceestimatorgeduceextrawork by 31%.

2 Background and RelatedWork
In this sectionwe review severalcon denceestimationtechniqueshathave beenproposedreviously, aswell

as several applicationsof con dence estimators. We also review a statisticalframevork, inspiredby medical
diagnostidests,in which con denceestimatorsareevaluated.



2.1 Con dence Estimation

Con denceestimatorprovide alevel of con dencein aprediction.In thispaperwefocusonbranchprediction,
soour con denceestimatorgrovide a level of con dencefor whetheror not a branchpredictionis correct. We
alsofocuson dynamiccon denceestimatos, thatuserun-timeinformationto provide con denceestimates.

Con denceestimatorsareusedto decidewhetheror notto take a particularactionbasecnthecon denceof a
branchprediction.Thecon denceestimatoiproduces smallintegervaluewe call theraw outputof theestimator
If this valueis greaterthana certainthreshold thenthe branchpredictionis estimatedo have high con dence.
Figure2 shavs ablock diagramof adynamiccon denceestimator Thestructurds similarto atwo-level adaptve
branchpredictor[20]. The branchhistory and branchPC are hashedo selectan entry in a table of counters,
whoseexact behaior is a function of the particularcon denceestimationscheme.The counteris taken asthe
raw outputof the estimatorandcomparedo a staticallydeterminedhresholdyielding anestimateof eitherhigh
or low con dence. As branchesrepredictedthe branchpredictorfeedsinformationaboutits succes®r failure
in predictingbranchedbackto the con denceestimator For example,a missdistancecountercountsthe number
of branchescorrectly predictedsincethe last misprediction[9]. We choosea thresholdvalue againstwhich to
comparehe raw output. If the counteris higherthanthethresholdthenwe estimatehigh con dence;otherwise

we estimatdow con dence.Dynamiccon denceestimatordiave beensuggesteth recentresearch9, 7, 12]. We
describesereralcon denceestimatorsn Section3.
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Figure 2. DynamicCon denceEstimatoBlock Diagram

2.2 Evaluating Con dence Estimators

Manneet al. proposea statisticalmethodologyfor studyingthe performanceof con denceestimators.We
briey review this methodology In this framewvork, a con dence estimatorreturnsone of two classi cations:
High Condence( ) or Low Condence( ). Thebranchpredictionitself is labeledeither Correct( ) or

Incorrect( ), dependingon the outcomeof the branch. Four importantstatisticsare associateavith con dence
estimators:

SENS. The sensitvity of a con denceestimatoris de ned as SENS , 1.e., the probability that the
con denceestimatoreportsa correctlypredictedbranchashaving high con dence.



SPEC. Thespeci city is de ned asSPEC , I.e.,theprobabilitythatthe con denceestimatoreportsan
incorrectlypredictedoranchashaving low con dence.

Pvp. The predictive value of a positve estimateis de ned as Pvp , i.e., the probability that a
predictionestimatedo have high con denceis correct.

PvN. Thepredictive valueof anegative estimatds de ned asPvN , i.e.,theprobabilitythata predic-
tion estimatedo have low con denceis incorrect.

Dynamiccon denceestimatordasedon comparinga raw outputto a thresholdcanbetunedto yield different
SENS, SPEC, PvP, or PvN values.For the applicationanentionedabove, having a high SPEC andPvN is impor-
tant. For instancefor branchinversion,the PvN mustbeabove - or it would not make sensdo invert predictions
with low con dencesincewe would not be ableto saythatthey aremorelikely wrongthannot. For applications
suchas branchinversionand eagerexecution,thereis oneright valuefor the threshold: that which yields the
highestperformance.

For an applicationsuchasenegy reduction,wheresomepartsof the pipelinearethrottleddependingon the
con dencevaluesof branchesn thepipeline,theissuesaremoresubtle.In this case we would like acon dence
estimatorcapableof providing a wide rangeof PvN and SPEC values,sincewe wantto nd the right balance
betweensaving enegy and decreasingoerformance. When comparingdynamic con dence estimatorsas the
thresholdis varied, Manneet al. emphasizehe relationshipof Pvp and PvN. However, sincea high PvP is
relatively easyto achieve and unimportantto several speculationtechniqueswe believe that emphasizinghe
relationshipof PvN andSPEC is a betterapproachQur resultsin Section4 re ect thisimproved methodology

2.3 Applications of Con dence Estimation

Researchemreincreasinglyrelyingoncon denceestimatiorto boostperformancendsare enegy in proposed
futuremicro architecturesWe review someof theseapplications.

Energy reduction. Grunwald and Manneintroducedthe techniqueof pipeline gating that usesa con dence
estimatorto reducethe enegy wastedprocessingvrong-pathinstructiong8]. Whentherearemorethana certain
numberof low-con dence branchesn the pipeline, certain pipeline stagesare “gated” or stalled, ratherthan
wastingenegy processingnstructionsthat will be squashedvhena mispredictionis revealed. Baniasadiand
Moshovos extendthis work to considerotherinstruction o w informationwhendecidingwhetherandhow much
to throttle instructionfetch[2]. For enegy reduction,we needa con denceestimatorwith a high PvN to avoid
anadwerseimpacton performancevhentoo mary branchesreclassi edaslow con dence.We alsoneeda high
SPEC sothatenoughopportunitiedor enegy reductioncanbeidenti ed.

Load value prediction. As with branchoutcomes)oad valueshave a greatdeal of regularity that canbe ex-

ploited to improve performancg14]. Load value predictorscan hide the lateny of loadsfrom memory The
decisionof whetherto predicta value or wait for the load to completeis madeby a con denceestimator Li-

pastiet al. suggesta simple con denceestimatorthat classi esloadsas predictable unpredictablepr almost
predictable[14]. Burtscherand Zorn usepro le basedcon denceestimatordor load value prediction[5]. A

mispredictedvalue hasmuchthe sameeffect asa mispredictedoranch. Oncethe mis-speculatedalue can be
comparedwith the actualvalue, all of the instructionsthat dependedn the predictionhave to be squashe@nd
re-executedwith the correctvalue. A high PvpP and SENS makessurethat value predictionis appliedwhenit is
likely to be pro table. A high PvN suppressesalue predictionwhenit suspectsa misprediction,while a high
SPeC makessurethatthedecisionto suppressaluepredictionwastheright thing to do.



Eagerexecution. Branchmispredictionsmposea steeppenaltyon performanceOneway to avoid this penalty
is to fetch and executeinstructionsfrom both directionsof a branchuntil the branchis resohed. The proces-
sor executesseveral threadsn parallel, spavning threadsat branchesandkilling threadswhenthe branchesare
resohed. Thisidea,in variousforms, is known aseagerexecution[19, 13] anddual-pathexecution[6]. Since
executionresourcegarelimited, eagerexecutionis restrictedo branchesvith low con dence.If alow-con dence
branchis fetchedwhile the processois alreadyexecutingmultiple threads spavning yet anotherthreadmay not
be feasible. Thus,a con denceestimatormustbe consultedto decidewhento executeboth pathsleadingfrom

a branch. A high SPec would enableeagerexecutionfor mostof the mispredictedorancheswhile a high PvN

would ensureghateagerexecutionis exercisedonly whenit is needed.

Boosting SMT Performance. Con denceestimatorscanbe usedto control the trade-of betweenspeculation
and simultaneousnultithreading(SMT). Luo et al. proposea schemefor selectinginstructionsfrom various
runningthreadshasedon the numberof low-con denceunresoled brancheshey eachhave in the pipeline[15].
A threadwith mary low-con dencebranchess given alower priority, sinceinstructionsissuedfrom thatthread
may be mis-speculationandwill not contritute to theforward progresof the program.Oncethelow-con dence
branchesave resohed, the priority of the threadis increased.This schemeequiresa high SPEC sothatmary
opportunitiesfor this optimizationare exposed,and a high PvN to ensurethat threadsare only given a lower
priority whenthey really aremorelikely to bemis-speculating.

IncreasingBranch Predictor Accuracy. Undercertaincircumstancesa con denceestimatormay indicatea
high probabilitythata branchpredictionis incorrect. If this probabilityis over 50%, it makessensdo invert the
branchprediction. This techniques known asbrand inversion [12] or branch predictionreversal [1]. For this
techniqudo work, it is essentiathatthe PvN begreatetthan0.5. We alsoneedthe SPec to behigh sothatenough
incorrectpredictionscanbeinvertedto have a signi cant effect on performance.

3 CompositeCon dence Estimators

In this sectionwe describeourtechniquegor combiningcon denceestimatorsWe discussourtechniqudan an
abstracsensethendescribeseseralcompaositecon denceestimatorsandbranchpredictors.

3.1 Combining Con dence Estimators

Con dence estimationis the task of classifyinga branchas having either high or low con dence. Sucha
classi erproducesraw outputthatis roughlyproportionato theprobabilitythatthebranchis correct.A threshold
is appliedto this valueto make the nal classi cation. Thereareseveraltechniquesn the statisticalandmachine
learningliteraturefor combiningclassi ersfor improvedaccurag [18]. Oneof the simplestis to nd thesumof
the outputsof eachclassi er, thenapplyathresholdo thatsumto make the classi cation. We usethis technique
for combiningthe outputsvaluesof several con dence estimators. The resultingcombination,along with an
appropriatelychosenthresholdvalue, is a compositecon denceestimator Figure 3 shaws the structureof a
compositecon denceestimator Several con denceestimatorsare assemblednto a single estimatorby adding
theirrespectie raw outputswhichis thencomparedvith a staticallyselectedhreshold.

3.2 Branch Predictors
Beforedescribingthe variouscon denceestimatorsit is importantto discusshe branchpredictorsfor which

weareassigningon dence.We choosdhreebranchpredictorsrom theliteraturefor our evaluationof composite
con denceestimators.Con denceestimationbecomesarderasthe branchpredictors accurag improves|[7].
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Figure 3. CompositeCon denceEstimatorBlock Diagram

Thus,we choosea useagenerousut realistichardwarebudgetto ensurehatour resultsareconserative. Eachof
the predictords allocatedapproximatelyfour kilobytesof state whichis equivalentin sizeto thebranchpredictor
in the Alpha 21264[11], which, as of this writing, is the largestdocumentedbranchpredictorin an existing
microarchitecture.

Gshare. Basedon theideaof two-level adaptve branchprediction[20], gshae indexesa patternhistory table
(PHT) of two-bit saturatingcountemwith theexclusive-ORof aglobalhistoryshift registerandthebranchprogram
counter[16]. The high bit of the correspondingounteris taken asthe prediction. A value of 1 meanspredict
taken while 0 meanspredictnottaken Whena branchis executed the history registerandbranchPC areagain
combinedand usedto index the PHT. The correspondingcounteris incrementedf the branchwas taken, or
decrementedtherwise.The outcomeof the branchis shiftedinto the historyregister which recordsa 1 for taken
andO for nottaken We modelagshae predictorwith 16K entries.

Hybrid Predictor. Hybrid predictorscombinetwo or more branchpredictorsto increaseaccurag. We usea
McFarling-stylehybrid predictor[16] of thetypeimplementedor the Alpha 21264[11]. This predictorusestwo
branchpredictioncomponentsa4K-entryGAg [21] predictorindexed by a globalhistoryshift register anda 1K-
entry PAg predictor indexed by one of 1024 perbranchl10-bit history shift registers,combinedwith a 4K-entry
choosetable. The PHT for the GAg predictorconsistf two-bit saturatingcounterswhile the PHT for the PAg
componentontainsthree-bitsaturatingcounters.

Perceptron Predictor. As an alternatve to branchpredictorsbasedon saturatingcounters,we evaluatecom-
positecon denceestimatorswith the perception predictor, a branchpredictorbasedon neurallearning[10]. The
predictorusesthe branchPC to index a table of perceptronswhich arevectorsof small integer weights. The
predictorcomputeghe dot-productof the weightsvectoranda global branchhistory shift register producinga
signedintegervalue.If thevalueis atleastO, thebranchis predictedo betaken, otherwisat is predictedhotto be
taken. Perceptroearningis usedto updatethe weightsvectorwhenthe magnitudeof the dot-productvaluedoes
notexceeda certainthreshold or whenthepredictionwasincorrect. To updatethe perceptrontheelementsf the
weightsvectorareincrementedar decrementedependingon whethertherewas positive or negative correlation,
respectirely, betweerthe correspondindpit in the historyregisterandthe branchoutcome.Oneinterestingaspect
of this predictoris that the dot-productoutputis highly correlatedwith the probability that the branchis taken.
Thus,this valuehasthe potentialto be usedasthe basisof a con denceestimatof10].

As branchpredictorsbecomemore accuratecon denceestimationis harderbecauseherearefewer mispre-
dictions. Figure 4 shavs the mispredictionratesof the branchpredictorssimulatedon the SPEC2000integer
benchmarksaswell asthe harmonicmeanmispredictiorrate.
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Figure 4. MispredictionRatesof BranchPredictorsSimulated

3.3 Con dence Estimators

In this section,we describeseveral predictorsfrom the literaturethatwe useasthe elementsf our composite
con denceestimators.

EnhancedJRS Estimator. Jacobseret al. describea con denceestimatorbasedon countingthe numberof

branchpredictionanadesincea misprediction9]. A tableof missdistancecounterdMDCs) is indexed by some
combinationof branchhistory and branchPC, muchasin a two-level branchpredictor The raw outputof the
estimatoris the MDC valuefrom the table. The branchis labeledashigh con denceif the raw outputis abore

a staticallydeterminedhreshold.Grunwald et al. call this con denceestimatora JRSestimatoraftertheinitials

of the authorsof the original paperdescribingits useanddescribean enhancedrersionthat updateshe history
registerwith thebranchpredictionin questionbeforereadingthe MDC. This enhancedRSestimatoiis shavn to

strictly outperformtheearlierversion[7], sowe useit exclusively. We usefour-bit counterdor theMDC registers.
We nd noadditionalbene t from increasinghis width.

Up/Down Counter Estimator. Klauseret al. introducethe useof up/downcountersfor con dence estima-
tion [12]. This schemds similar to the JRSestimatoy but ratherthan resettingthe counteron a misprediction,
the counteris decrementedThus,the counterrecordsfor the shortterm,anapproximatiorof the numberof cor
rectpredictionsfor a particularcombinationof branchPC andhistory Klauseretal. explore usingonly two-bit
countersput we have foundadditionalbene t by usingfour bits.

Self-Estimator. Mostbranchpredictionschemeslreadyhase acon denceestimatotbuilt-in for free: thevalues
of the saturatingcounterusedto make the prediction. In a situationwheretwo-bit countersare used,we would
expectacountervalueof 3 to have highercon dencethanavalueof 2, sinceavalueof 2 indicatesnorevariability
for the correspondingcombinationof branchPC and history For a PHT-basedschemewith -bit saturating
countersjf abranchis predictedbasednthevalue of acounterwe computeavalue for theraw outputsuch
that:

if thebranchis predictedtaken
if thebranchis predictednottaken

We then estimatehigh con denceis is at leastsomethreshold. For the McFarling hybrid predictor we
computethesumof thecorresponding valuesfor thecomponenGAg andPAg predictorsandapplyathreshold.
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Parameter Con guration
L1 I-cache 64KB
L1 D-cache 64KB
L2 cache 1024KB
BTB | 512entry, 2-way set-assoc
Issuewidth 8
PipelineDepth 7

Table 1. ParameterdJsedfor the Simulations

For the perceptrorpredictor we usethe magnitudeof thedot-productvalue,scaledoy simpleshifting sothatit is
betweerD and15, thenapplya threshold.For PHT-basedredictors,Grunwald et al. call this sortof con dence
estimatora satuiating countes estimator andalsoexplorea con denceestimatoibasednwhetherbothor either
componenpredictorsof a hybrid predictorhave high con dence[7].

4 Experimental Results

In this section,we evaluateseveral compositecon denceestimators.We begin by reportingstatisticson the
performancenf our nev compositecon denceestimatorsccomparedwith previous work. This comparisortakes
placewith respectto threebranchpredictorswith increasinglevels of accurag. Whenthengive resultson an
applicationof con dence estimationfor an enegy-saing technique,againshaving resultsas we changethe
underlyingbranchpredictor

4.1 Methodology

We usethe12 SPEC2000integerbenchmarksunningunderSimpleScalar/Alph§4] to evaluateourcon dence
estimators.To bettercapturethe steady-statperformancéehaior of the programspur evaluationrunsskip the
rst 500 million instructions,asseveral of the benchmarksave aninitialization period (lasting fewer than 500
million instructions),during which branchpredictionaccurag is unusuallyhigh. Eachbenchmarkexecutesat
least300million branchesndover onebillion instructionsontheref inputsbeforethe simulationends.Tablel
shavs the microarchitecturaparametersisedfor the simulations.

Branchhistory shift registerlengthhasbeenobsered to have a signi cant impacton predictoraccurag [16],
sofor gshae we try all possiblehistorylengthson thetrain  inputsandkeepthe onewith the lowestaverage
mispredictionaccuray. For the perceptronand McFarling predictors,we use con gurations reportedfor the
correspondindpardwarebudgetin theliterature[11, 10].

4.2 Con dence Estimators Simulated

We simulatethe enhancedRS(hereaftersimply JRS)andUp/Down con denceestimatorseachusingtables
of 10244-bit countersaandindexed usingthe methoddescribedn Section3.3,consumingasmallhardwarebudget
of 512 bytes.We simulatethe self-estimator®f eachbranchpredictor We alsosimulatethe following composite
con denceestimators:

JRS+ Up/Down. This estimatoruses512 4-bit missdistancecountersand 512 4-bit Up/Down counters.Each
tableis indexedusingthe methoddescribedn Section3.3. Theraw outputof the estimatoiis the sumof the
indexed counterdrom eachtable.

JRS+ Self. This estimatousesJRSestimatomwith 1024counters.Theraw outputis the sumof theraw outputs
of the JRSestimatorandthe self-estimatar



Up/Down + Self. This estimatorusesan Up/Down estimatorwith 1024 counters.Theraw outputis the sumof
theraw outputsof the Up/Down estimatorandthe self-estimataor

JRS+ Up/Down + Self. This estimatoraddstheraw outputof the JRS+ Up/Down estimatotto the raw outputof
theself-estimatar

4.3 Statistical Results

We reportstatisticsfor the entirerangeof thresholdvaluesfor eachcon denceestimatorandbranchpredictor
We examineplots of thesestatisticsusingtechniquegrom previous work, thenlook atimproved plotsthatyield
moreinformation.

4.3.1 PvPvs.PvN

We begin with the samestatisticalevaluationgivenin otherwork [7]. Without having a particularapplicationin
mind, we canconsiderone con denceestimatorto be betterthananotherif it hashigherPvN and Pvp values.
Figure5 shavs agraphwith Pvp plottedagainstPv N for severalof thecon denceestimatorsFromthisgraph.we
seethattheindividual JRSandUp/Down estimatordiave high Pvp andPvN valuescomparedvith the composite
Up/Down + JRSestimatorbut the compositeestimatothasa wider rangeof PvpP andPvN valuesmakingit more
exible.
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Figure 5. PvpPvs. PvN for gshae

4.3.2 Distribution of Con dence Estimates

Theperformancef a con denceestimatorcannotoe summarizedvith a singletype of statistic.For instancefor
mary optimizationsit is importantfor the con denceestimatorto have a high PvN. However, it is meaningless
to saythata con denceestimatorhasa high PvN andhigh PvP without alsodiscussinghe SPeC value. The
predictive valueof anegative (i.e. low-con dence)estimatecanbe madealmostarbitrarily highif we allow mary
falsepositives,i.e.,if the SPEC is low. Moreover, sincebranchpredictorsgenerallyhave high accurag, it is easy
to achieve ahigh Pvpr. Notethesmallrangeof Pvp valuesin Figure5b.

To illustrate the natureof this problem,Figure 6 shawvs a histogramof the cumulatve percentag®f gshae-
predictecbranchegstimatedo have low con dencefor varyingthresholdsFor the eachestimatorasthethresh-
oldisincreasedmorebranchesreestimatedo have low con dence.TheJRSestimatooverestimatethenumber
of mispredictedbranchesconsistentijtabelingmary morebranchesshaving low con dencefor eachthreshold



value. The Up/Down estimatorunderestimatesiispredictions|abelingmary fewer branchesashaving low con-

dence. The compositeJRS+ Up/Down estimatorstrikes a balancebetweenthe two. From this histogramwe
cannotdirectly infer thatthe compositeestimatoiis betterthanthe othertwo, but we seethe potentialfor amore
even-handediistribution of con denceestimates.

= Composite Up/Down +JRS _ 1 [
=Up/Down Estimator
oJRS Estimator I

N}
?

154

H
?

Percentage of Branches

[6)]
1

H : W JLLJJI :

0 0.5 1
Normalized Threshold Value

Figure 6. Distribution of Con denceEstimates

4.3.3 PVN VS. SPEC

To getamoreinformative comparisorof con denceestimatorsywe mustcomparePvN with SPEC. Both of these
valuesareimportantfor mary applicationghatusecon denceestimationrwhendecidingwhetheito take anaction,
suchaspipelinegatingor eagerexecution.We needa high PvN sothatwe do not needlesslyake the action,and
we needa high SPEC sothatwe have ampleopportunityto take theactionwhenit is appropriate.

Figure7 shaws a plot of the SPeC valuesof several con denceestimatordor gshae againsttheir respectie
PvN valuesfor the entirerangeof feasiblethresholds.Highervaluesin boththe - and -axesarebetter From
thegraph,we canseethatboththe JRSandUp/Down estimatorsarebetterthanthe compositeput only in certain
narrav and mutually exclusive ranges. The compositeJRS+ Up/Down estimatorhasslightly lower PvN and
SPEC, but coversa muchwider rangeof values. Thus,the compositeestimatoris likely to be moreappropriate
for anapplicationthatrequirese xibility in thecon denceestimatorin Section5, we give anexampleof suchan
application.
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Figure 7. SPEC vs. PvN for gshae
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4.3.4 Other Branch Predictors

Thusfar, we have only appliedcompositecon denceestimatorgo the gshae branchpredictor However, mary
otherbranchpredictorswith betteraccuraciesiave beenproposedandimplementedWe evaluateour con dence
estimatorswith the McFarling hybrid predictorandthe perceptrorpredictor As we obseredin Section4.2, both
of thesepredictorshave robust self-estimators, e., the predictors internalstatecanproducea raw outputcapable
of generatingacon denceestimate.

Figure8 shavs agraphof SPEC vs. PvN for theperceptrompredictor As we obseredpreviously for gshae, the
JRSandUp/Down estimatorseparatelyhave higherSPec andPv N thanthecompositeJRS+ Up/Down estimator
in speci c areasHowever, whenwe addthe self-estimatointo theraw output,the compositeJRS+ Up/Down +
SelfestimatothashigherSPec andPvN thanary of theotherestimatorst all thresholdvalues.

- Up/Down Estimator

-+-- JRS Estimator

—=— Composite Up/Down + JRS

--+- Composite Up/Down + JRS + Self

0.6+

PVN

0.4+

0.2+

02 04 06 08
SPEC

Figure 8. SPEC vs. PvN for a PerceptrorPredictor

Figure9 shavsagraphof SPEC vs. PvN for theMcFarling-stylehybrid predictor At somepoints,thecombined
JRS+ Up/Down + Self estimatoris more accuratehanthe otherestimators.Again, both compositeestimators
have wider rangeghantheindividual estimators.

-»--Up/Down Estimator

& -+-- JRS Estimator

—=— Composite Up/Down + JRS
--+--Composite Up/Down + JRS + Self

0.6+

PVN

0.4+

0.2

Figure 9. SPec vs. PvN for aMcFarling Hybrid Predictor

5 Application of CompositeCon dence Estimators

Although we canusestatisticalmeasuresuchas SPEC and PvN to evaluatenewv con denceestimatorsthe
bestway to comparecon denceestimatords to usethemin anapplication. In this section,we give resultsof a

11



detailedcycle-level simulationof anenegy reductionoptimizationusingcompositecon denceestimators.
5.1 Pipeline Gating for Energy Reduction

Manneetal. proposeatechniquecalledpipelinegatingfor reducingthe enegy demand®f high performance
processorsvithout signi cantly reducingperformancd8]. Theideais to controlrampantspeculatiorby usinga
con denceestimatorto throttle variousstagef the pipelinewhen several unresoled brancheswith low con -
dencearein- ight. Whenabranchmispredictiorseemsmminent,it doesnotmake senseo wasteenegy by con-
tinuing to fetch andexecuteinstructionswhoseresultsarelikely to bethrowvn away. Otherresearcthasproposed
similar enegy reductiontechniqueg$2], anda similar mechanisnis usedin G3andG4 PaverPCprocessor§l?]
to triggerinstructionfetchthrottling whentemperaturexceedsa certainthreshold.

We simulatea form of pipeline gating using our con dence estimators. We modify SimpleScalar/Alphdo
ceasdnstructionfetchwhentherearethreeor moreunresoled brancheswith low con dence. Instructionfetch
continueswhenenoughbranchesave resohed sothattherearefewer thanthreeunresoled brancheswith low
con dence. Manneetal. nd thatgatingwith threelow-con dencebranchesyields the bestenegy reduction.
Having tried othervalues we reachthe sameconclusion We simulatepipelinegatingwith all thresholdvaluesfor
eachcon denceestimator Note thatthereis no “best” thresholdvalue. Sincethethresholdcontrolsthe trade-of
betweerenegy andperformancethe choiceof thresholdshouldbe madeto t theparticularapplication.

5.1.1 Reductionin Extra Work

Thegoalof pipelinegatingis to eliminateasmuchneedlessvork aspossible We measurehis extra work asthe
numberof uselessnstructiongpercycle,i.e., theaveragenumberof all executednstructionsminusthe numberof
committed(i.e., useful)instructionsper cycle. Figure 10 shaws a graphof the decreasén performancencurred
by pipeline gating plotted againstthe decreasén the amountof harmonicmeanextra work when the branch
predictoris gshae. Eachpointonthecurvesin thegraphrepresentadifferentthresholdvaluefor thecon dence
estimator Dependingon the enegy constraintsa microarchitecimay chooseo setthe thresholdow, for higher
performanceor high, for higherenegy savings. The graphshaws the performancef two con denceestimators:
the JRSestimatorusedin the original pipelinegatingwork [8] anda compositeestimatorcombiningJRSandthe
Up/Down estimator With a decreasén IPC of 2.4%,the JRSestimatoris ableto eliminatel1.7%of the extra
instructions.With the samedecreasén IPC, the compositeestimatoreliminatesl8.7%of the extra instructions.
At eachpoint on the graph, the compositeestimatorprovides greaterenegy savings for the sameimpacton
performanceNotethat,althoughwetried every possiblethresholdvaluefor eachcon denceestimatorthegraphs
only shav thosefor which the percentagelecreasen IPC is in a narrav rangethat we believe is acceptable.
Noticealsothatthe amountof extra work decreasealmostmonotonicallywith the decreasén IPC, althoughfor
somethresholdvaluesthereis a slightrelative increasean IPC over the previousthresholdvalue. This is because
pipelinegatingsometimesctually helpsperformancey relieving contentionfor executionresourcesausedyy
mis-speculatethstructions.

Figure11l compareghe performancef the sametwo con denceestimatorsvhengshae is replacedoy a Mc-
Farling hybrid branchpredictor This graphalsoshavs the performancef athird compositecon denceestimator
thatusegheinternalstateof the branchpredictoraswell asanexternalcon denceestimatorWe learntwo impor
tantfactsfrom this graph.First, bothcompositeestimatorsachie/e greaterenegy savingsfor the samereduction
in IPC thanbaselineJRSestimator Secondbpy addingthe self-estimatofor the hybrid predictor we increasdghe
rangeover which we cantradeoff changedbetweerenegy andperformanceFor instancewith a0.5%decrease
in IPC,the JRS+ Up/Down + Self estimatoryieldsa 7.1%decreasén theamountof extrawork performed.This
level of ne-tuning is simply notavailablewith the otherestimatorsWith thelowestpossiblethresholdsye must
still sacri ce 1% of IPCto achiere ary enegy savings.
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Figure 10. Decreasén Performance’s. Decreasén ExtraWork for gshae
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Figure 11. Decreasén Performances. Decreasén ExtraWork for Hybrid Predictor
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Figure12 shaws a plot of the decreasén IPC againsithe decreasén extra work for the perceptromredictor
Theperceptrorpredictoris the mostaccurateof thethreebranchpredictorssimulated andthuspresentshe most
dif cult situationfrom which to extractenegy savings from avoiding uselessvork. Still, compositecon dence
estimatorsare able to provide a wide rangeof IPC vs. enegy savings. The lowestthresholdJRS estimator
yieldsa decreas®f 13.1%in extrawork, at a costof a 3.4%lower IPC. The compositeJRS+ Up/Down + Self
estimator now usingthe scaledperceptroroutputasa componentachieves a greatersavings of 16.5%,with a
smallerperformancepenaltyof only 2.6%. Furthermorethe JRS+ Up/Down + Self estimatorprovidesa much
widerrangeof enegy savingsthaneitherthe JRSor JRS+ Up/Down estimatorsallowing more ne-tuning of the
pipelinegatingtechnique Notethatthe perceptrorself-estimatoprovidesa modesisavingsin enegy withoutthe
extra hardwareof a compositeastimator

40+

< -+ JRS Estimator
% —=— Composite Up/Down + JRS
E‘ 304 -+- Composite Up/Down + JRS + Self il
< -4 Self
[}
@
3 20
3
o
s .
£ 104 o T Iy
& BT
ceza—T
0 T T T T 1
0 1 2 3 4 5

Percentage Decrease in IPC

Figure 12. Decreasén Performances. Decreasén ExtraWork for PerceptroriPredictor

The potentialfor enegy reductionis dueto the numberof mis-speculatednstructionsexecutedper cycle.
Figure 13 shawvs the numberof mis-speculatedhstructionsper cycle for eachbenchmarkusingthe perceptron
predictor The basecaseof no pipelinegatingis shawvn, aswell astheresultsfor threecon denceestimatorghat
eachreducelPC by at most5%. For 197.parser , 2.0instructionsarewastedon eachcycle in the basecase.
With the JRSestimatoronly 1.19extra instructionsarewastedper cycle, a reductionof 40% over the basecase.
The compositeJRS+ Up/Down estimatoreduceghe numberof mis-speculatethstructionsby 50%to 1.0 per
cycle.

2.0

=No pipeling gating
=JRS

15 =JRS + Up/Down
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Figure 13. ExtralnstructionsperCycle,PerceptrorPredictor
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5.2 Implementation

Oneconcernwhenconsideringa nev hardware mechanisms the costin termsof transistorsandpower. The
additionalcostof our new con denceestimatorss minimal. For eachcon denceestimatothatwe have studiedin
thispapeythehardwarebudgetdoesnotexceeds12bytesof SRAM. Sincewe suggesthatourdesignsanbeused
with anenegy saving techniquejt is importantto notethatthe additionalhardwareitself will contrikute a small
amountto theenegy requirementsf the processorTo provide perspectie, we usedthe Wattchmicroarchitecture
simulatorto gatherstatisticson power [3]. Usingthistool, we nd thata hybrid branchdirectionpredictor(i.e.,
notincludingthe BTB) with twice the hardwarebudgetof our con denceestimatorsonsumes nggligible 0.32%
of thetotal power of the simulatedmicroprocessorThemostcomplex of our designsaddstwo 5-bit addergo this
budget.

6 Conclusions

Con denceestimationis a microarchitecturatechniquethat enhancespeculatiorby predictingwhetherthe
speculatiorwill beuseful. Compositecon denceestimatorexploit thebestcharacteristicef multiple con dence
estimatorgo provide enhancecontrol over speculation. Compositecon denceestimatorsare ableto achiee
high degreesof accurag evenwhenmispredictiorratesarelow, unlike previously proposedestimators We have
shavn that our newv estimatorsare able to give a wider rangeof control over the trade-of betweenSPec and
PvN aswell asincreasedccuray in bothdimensionsUsinga cycle-level microarchitecturasimulator we have
shavn how our new estimatorsenablepipelinegatingto deliver morelevels of enegy savingswith lesssacri ce
in performance. The implicationsof this and other work in con dence estimationreachfar beyond a single
application. For future work, we plan on morefully exploring the spaceof compositecon denceestimatorsas
well asmeasuringhe performanceof con denceestimatorswith respecto a wide variety of microarchitectural
applications.
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