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Abstract—Using the well-known ATLAS and LAPACK dense
linear algebra libraries, we demonstrate that the parallel manage-
ment overhead (PMO) can grow with problem size on even stati-
cally scheduled parallel programs with minimal task interaction.
Therefore, the widely held view that these thread management
issues can be ignored in such computationally intensive libraries

is wrong, and leads to substantial slowdown on today’s machines.

We survey several methods for reducing this overhead, the
best of which we have not seen in the literature. Finally, we
demonstrate that by applying these techniques at the kernel leyie
performance in applications such as LU and QR factorizations
can be improved by almost 40% for small problems, and as
much as 15% for large O(N?®) computations. These techniques
are completely general, and should yield significant speedup in
almost any performance-critical operation. We then show that te
lion’'s share of the remaining parallel inefficiency comes from
bus contention, and, in the future work section, outline some
promising avenues for further improvement.

I. INTRODUCTION

Long-running architectural trends have signaled the end of
sustained increases in serial performance due to incgaasriﬂ

clock rate and instruction level parallelism (ILP), but Bawot
changed Moore’s law [5]. Therefore, since architects ateda

with an ever-increasing circuit budget which can no longer (Fompu i .
leveraged for meaningful serial performance improvemen ith O(t) (the number of threads). For eight threads it should
they have increasingly turned to supplying additional sor

within a single physical package. Today it is difficult to bu
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on several eight core systems running a standard Linux OS,
ATLAS produced alarmingly poor parallel performance even

on compute bound, highly parallelizable problems such as
matrix multiply.

Dense linear algebra libraries like ATLAS and LAPACK [2]
are almost ideal targets for parallelism: the problems are
regular and often easily decomposed into subproblems @flequ
complexity, minimizing any need for dynamic task schedylin
load balancing or coordination. Many have high data reuse
and therefore require relatively modest data movementil Unt
recently, ATLAS achieved good parallel speedup using ssmpl
distribution and straightforward threading approachelis T
simple threading approach failed to deliver good perforcean
on commodity eight core systems, and thus it became neces-
sary to investigate what had gone wrong.

In the course of this investigation, we have developed two

easurements which we believe help us understand parallel
behavior. The first of these is Parallel Management Overhead
(PMO). Because our problems are statically partitioned and

te intensive@(N?) or O(N?3)), PMO should grow only

e a constantt is not. Not only isPMO a major factor in our

yack of parallel efficiency, it grows with problem size, evam

even a laptop chip that has less than two cores, and 4 core¥85 large problems.

common on the desktop. This trend is expected to continue,O line: Sectior I-A introd inol d
with some architects predicting evelesktopchips with huge utline: Section I-A introduces necessary terminology an

numbers of simplified cores, as in the IBM Cell [7] and Inte‘ij_efInes our timing measurements, Wh discusses our
Larrabee [13] architectures. timing methodology. Ir§lllwe survey technigues for managing

As commodity OSes (i.e. OSes not written specifically fotlhreta(tjhsttartup and shuF:jhown, slhow “.%‘O Ifha s;%nmcar&t
HPC) are used on increasingly parallel machines, prewou ost that can grow with problem size rather thanan

reasonable assumptions may become untenable. In pamticd[gr?drce%” technlqge for redut(?;rﬁ?Ao toa sm'all COI’}S:ﬁnt
we can no longer assume the hardware, OS or compil i n §lll we provide a quantitative comparison of these

are highly tuned to exploit multiple cores or efficiently sha techniques, and show they are important even in very large

common resources. Such assumptions were built into our O%erations that can be perfectly partitioned staticattyIV |
ATLAS [18], [17], [16] (Automatically Tuned Linear Algebra we show EOW :Eessl_fclgtzlel)é S|.mpllle chaz?esb 0 Sa tl)<ernel
Package) software (eg., we assumed that the OS would SCH&H@W such as the S 4] (Basic Linear Algebra Subpro-

ule threads to separate cores whenever possible). Howe\%ﬁms) can deliver substantial parallel speed_up f_or highe .
applications such as the QR and LU factorizations found in

LAPACK. Finally, in §Vllwe discuss future work, and offer
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our summary and conclusions §VIl,
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A. Terminology and Definitions B. Experimental Methodology

We refer to one serial execution engine/CPU @em, with ~ When performing serial optimization on a kernel with no
multiple cores sharing ghysical packagéor justpackagg. A System calls, we often report the best achieved performance
physical package is the component plugged into a mothedbo&¥er several trials [15]. This will not work for parallel tes:
socket, whether comprised of one actual chip (as with recdtrallel times are strongly affected by system states dutia

Intel systems). If we select the best result out of a large pool of results,

When discussing the problem, we may refer to fa# W€ cannot distinguish between an algorithm that achieves th

problem which is the size of the entire problem to be solved@Ptimal startup time by chance once in a thousand trials from
The partitioned problenis the problem size given to each cor&@N€ that achieves it every time by design. An average of many
after decomposition for parallel computation (in this pawe S@mples will make that distinction.

consider only problems that can be simply divided so thaeac '" OUr timings, the sample count varies to keep experiment
core has a static partition of equal size). runtimes reasonable: for the rank-K experiments, we uséd 20

We directly measure several important times. Thell trials. For theO(N?) factorizations, we used 200 trials for
Serial Time(FST) is the elapsed time when solving the full’Y < 3000, and 50 trials for larger problems. Since the BLAS

problem in serial. Th@artitioned Serial TimdpPST) is elapsed '€ typically called with cold caches, we flush all processor
time when solving the partitioned problem serially. caches_ b_etween timing invocations, as described in [15].
The Full Parallel Time (FPT) is the elapsed time when All timings used ATLAS3.9.4. We changed the threaded

solving the full problem using the parallel algorithm anéoutmes as discussed and modnjed our timers to more thor-
multiple cores, oughly flush all core caches. We timed on two commodity plat-

Finally, the per-core timeRCT) is the elapsed time eachforms’ b.Oth Qf Whlc.h have 8 cores in two physmal papkages.
. . . o he OS is critically important, in that it determines schiedy
core spends computing on its section of the partitioned-pro ; . .
. nd degree of threading support. Linux is a system where the
lem. Thus PCT does not include any thread managemen o
. . . rogrammer can manually control the thread affinity, and thu
overhead (eg., signalling other threads or waiting on mutéx

or condition variables). On a problem requiring no share‘fjalOld having the system schedule competing threads on the

resources, thereforecCT would always equapST, but we wil same processor despite having unloaded processors (withou

. : . affinity, this occurs on both Linux and OS X). OS X possesses
see that it does not for our present parallel implementation :
no way to restrict the set of cores that a thread can run on.

aVen within a given OS, scheduler differences may change

fiies we believe !Ilummate the.mgjor causes of slowdown l{ilming significantly, so we provide kernel version infornaait
our parallel algorithms. These indirect measures led ukdo ere. Our two platforms were:

improved algorithms provided here, and so we believe this is(l) 2.1Ghz AMD Opteron 2352 running Fedora 8 Linux

a contribution that may benefit other researchers as well. \y% . . X
. : g ) ) .6.25.14-69 and gcc 4.2.1 (this system is abbreviat€pas,
mentionedPMO earlier, this is the full parallel time minus the g (this sy I Vi >

. pCT (2) 2.5Ghz Intel E5420 Core2 Xeon running Fedora 9 Linux
aximum = £ o _ 2.6.25.11-97 and gcc 4.3.C2).

In an |deal_system, this time would be zero, meaning the g5ch physical package on ti@pt consists of one chip,
parallel algorithm ran only as long as required to solve thgnich has a built-in memory controller. The physical padsg
partitioned problem on the slowest processor. Anon-B80 4t the |ntel processors contain two chips, and all coreseshar
represents time doing non-computational activities, sash an off_chip memory controller.
sta_rting/killing th_reads, w_aiting on mutexes, etc. Theref the We will survey several operations in order to show the
major goal of this paper is to reduéto to a small constant yenergiity of these techniques. Our main operation will be

on t, which_ is it_s.expgcted vfalue for statically distributeqy,o rank-k update, which is the main performance kernel of
problems with minimal interactions. ~ the LAPACK library. The rank-K update is a matrix multiply
Low PMO by itself is not enough to ensure efficientynere the dimension common to both the input matrices (the K
parallel performance, since it says nothing about how It®g tgimension) has been restricted to some small value for eache
computation itself takes. We capture this information wath blocking purposes. On the Core2-based platforms, thisevalu
measure we calPartitioned Computational ExpansidRCE), || be 56, and is 40 for the AMD machine (these values come

which is the average of the per-core compute time on a givgadm ATLAS's tuned GEMM, which is the BLAS routine
problem divided by the average partitioned serial time lat t providing GEneral Matrix Multiply).

same problem.

In an ideal parallel machine with no shared resources, this Il. THREAD MANAGEMENT TECHNIQUES
value would be one. In practice cores share some resource¥/e are aware of two basic approaches for handling thread-
(caches, buses, TLB, etc) and interfere with each other. Ting. We call the simplest approadtaunch and Join(abbre-
most obvious example is when multiple cores attempt to accegated LJ), and in pthreads this is accomplished by having
memory on a shared bus, causing additional stalls and makithg master process createworker threads to perform the
PCE > 1. computation, and then makecalls to pthread_join to



wait on all thread completion (a slight variant of this aprb LJ, LJA Threading Overhead

is to launcht — 1 threads, and have the master process perfori Z:ﬁg o n
one unit of computation). 20000 L
In the simplest.J approach, the master process creates all 17 o
threads, and then joins them, for @xft) theoretical cost. This % o A\DYM Y
simplest algorithm is what ATLAS (and quite a few software & 1o >
packages) use. A more complicated approach is to have 7500 5 E_%‘?‘
the created threads spawn threads as well, which can red. 1 =2/ A A
the theoretical cost t® (logs(t)). N

We implemented both, but because the costnitiating

thread creation is much lower than the time it takes to alytual foblem Size (M.N) k=36

begin executing a created thread, the simghkt) algorithm (@) With & w/o affinity
outperforms theO (logz(t)) algorithm for¢ = 8. Therefore, LJAML, PWAML Overhead

our LJ times use the simpl&(t) algorithm. 00 T s .

Note that launch and join is also the paradigm that OpenMI s
presents to the programmer; we will see, however, that ibis n o oo _ — eed a7
necessarily the paradigm actually used by particular OggnM z o= 666 8222 - -
implementations. 8 om0 = -

If we assume that creating and destroying a thread i ~ o = a ;Jvm:L
relatively expensive, a second approach suggests itsetite 100 gy i
the ¢ threads just one time (for a library, on the first call), " ‘
and keep the threads around for the entire execution (they c BENBEEZIEEIEEELUERRERIUERESES
be killed using the ANSI C standaratexit  function for Rank-K Problem Size (M,N) K=36
a library). We call this approacPersistent Worketthreads, (b) Master-last thread assignment

(apbrewated asPVy. There are .me.m.y Ways o IrnplementFi . 1. Parallel Management Overhead in rank-K update fardawand join
PW our workers each have an individual interface area thg{q persistent worker on a 2.5G82
includes a condition variable which is signalled by the raast
to have that thread do the unit of work specified by its intazfa
area. for both architectures and for persistent worker threadsedls
Both of these approaches can be augmented pvidhessor ~ We examined detailed logs of individual runs, and found a
affinity. Many OSes (including Linux and Solaris, but notarge variance in overheads, depending on where the master
OS X) allow the user to restrict the range of processorspaocess was in relation to the spawn.
thread can be scheduled on using OS-specific calls. This cafEssentially, when the master was on the same processor as
make a big difference: when left alone, the OS often schedulene of the early-started threads, that thread would compete
two or more threads to a single processor, so that some condgth the master for execution, and seriously extend the time
go unused while some delay the computation due to competibgook to get all threads working (Linux perplexingly seems
threads. to preferentially launch new threads on the master cored. Th
The OS may eventually notice this bad scheduling and mosame problem was observed wilW if we start a worker
threads around, but this has a cost beyond the initial lack thfead on the master core, it competes with the master for
parallelism: any cache that was warm (and much of lineatemory and time slices, delaying the startup.
algebra is rich in cache reuse) is now cold, thus causingThis led us to a new technique, which we dslaster Last
increasing bus traffic as threads are migrated across colgsffix: ML), which ensures that, whether usihg or PW
Therefore, the obvious extension is to creatéareads, each you call for threads to begin executing on all other cores

of which can be scheduled only on a unigue core. before starting the computation on the core that the master
To indicate that a given approach has affinity, we suffix is executing on. This is shown in Figure 1(b) for both launch
with an ‘A’ and join and persistent workers, and we see thatPt® is

These techniques are the ones we found in the literatun®w independent of problem size, and orders of magnitude
and it was assumed they would suffice to reduce our overhdass.
to a constant ort, but this did not prove to be the case, as We can also see that it is much quicker to signebndition
shown in Figure 11(a). This figure shows tA®IO for rank-K variables (as iPWAM)Lthan to create and jointhreads from
update in microseconds as a function of problem size on theratch (as illJAML). In §llTlwe will quantify how important
C2 platform for launch and join both with and without affinity.these overhead savings are in terms of total runtime, so that
Since all of these problem sizes use 8, and the costi®)(¢t), a judgment can be made as to whetR&aWAMLis worth the
we expect the overhead to be flat across the graph, but insteatta complexity.
it essentially rises linearly (the rank-K computatiorCi§N?)) Note that master last is important because of the relatively
with N. This linear rise in cost with problem size holds trugpoor scheduling job being done by the OS: an OS that



scheduled threads to non-master cores first would achieMgorithms without ML decline much less quickly, as the
master last implicitly. As a practical matter, OS X appears 1D(NN?) cost slowly dominates the startup time.

almost never achieve implicit master last, butcdgler version From this, we would expect something similar on full matrix
of Linux which we were running on th®pt before a system multiply, but with the O(/N3) computation dominating more
update achieved master last most of the time. Therefordemagjuickly. We see that. JAML is almost as good aPWAML
last appears to have become important due to OS scheduliogards the end of the curve, but that thRIO advantage of
algorithms that are probably more geared to desktop than HP@/AMIis still fairly important in the medium-range problems
use. (eg., N < 2000).

In the remainingPMO timings, we wish to quantify the So far, we have been focusing completely on overhead, but
contribution of each of these techniques, which we do withis can be misleading, in that a given technique might reduc
the easy-to-understand launch and join paradigm, giving B0 and yet makePCE worse, thus making the algorithm
three differentLd timings: LJ, LJA (LJ with affinity only) slower despite a lowePMO. Our goal is actually to increase
and LJAML (LJ with affinity and master last). Finally, we parallel speedup, and we need to show that these methods do
will show the performance for the lowest-overhead techaiquhat. This is shown in Figure 3, which also quantifies how
we have yet discovered, persistent worker threads withigffinmuch each technique contributes to final speedup.
and master lastRWAML

230.00%
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We have shown that the master last technique can redu
the PMO to a small constant ofy which only matters iPMO
is an important component of the total runtime. Obviouslg th
will be strongly affected by the problem size, since work elon
is O(N?), while PMO either remains constant, or appears tc ¢ % <G N
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0 The first thing to notice is the sheer magnitude of the
speedups from these techniques: for small problems the best
technique is over 220% of the speed of théveaechnique,

Fig. 2. PMO of rank-K update as a % of runtime for surveyed techniqueand even for very large problems, the advantage is still over

5%!
On both platforms, we see that for small problems, the The second lesson from these graphs concerns the relative
overhead is actually the dominant cost of the algorithm, buhportance of each technique: we see that all techniques hav

for the master last algorithnBMO cost drops precipitously. the greatest impact for small and midrange problem sizes,
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(200 samples for N<=3000; 50 samples for N>=3500)

where theO(N?) computation is not so dominant. Affinity

14

is important on both machines, and while its impact inigiall *

goes down with problem size, it then levels off — we therefore ...

I
=

= PWAML
¢ LJAML
V LJA

A OMP

Speedup v. LJ
PR oe
BB

have O(N3) computations).

PWis particularly helpful on theC2, but on both machines
its advantage looks likely to go away asymptotically. Hinal
master last is extremely important on both systems, partict
larly for midrange problems. It is worth noting that what we
are calling “midrange” problems are actually quite larges; f
problems roughly in the range @00 < N < 4000, master
last accounts for over half of the available advantage byér

We did test the performance &fWAi.e. persistent worker
threads with affinity but not master last. For clarity we left
it off the charts.PWAperformance is about halfway between
LJAML and PWAMLPWAIs about 25% slower thaRWAML
when N < 2000. On larger problems the deficit narrows to z e I R —
about 4% asymptotically. It is comparable to the diﬁerence‘iﬁﬁiﬁ% v
betweenLJA and LJAML Thus in bothPWand LJ imple- iéﬁif:?jt oL R
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IV. LAPACK PERFORMANCE

It is possible to speed up a compute kernel, and yet ha
little effect on application performance.

To show these techniques make a meaningful contribution
to the performance of higher level codes, Figlres 4 and 5 show
the usual % speedups oved using various threaded GEMM _Fig. 4. Sta;ically blocked_ QR factorization % speedup u¥; the nu_mber
implementations in two commonly-used LAPACK routines',n parenthesis on the X axis is the parallel speedup achieyenir basid_J.
QR and LU factorization.

In parenthesis on the X-axis, we show the parallel speedup_. i
(i.e FST Figure[4 shows the performance achieved by these tech-

=+) achieved by our basis case b&fl. The timed
FPT) y niques on both platforms for the QR factorization. QR is

factorizations use several different BLAS routines, buthaee ically blocked. which hat f . bl .
changed only the way GEMM operates. Therefore, these cha?t@t'ca y blocked, which means that for a given problene siz

have all non-GEMM threading done using ATLAS's origina|t will select a particularK to call GEMM with in the rank&

implementation, which is essentially simpld with a more mat.rix shape.
complicated data distribution. Figure[4(a) shows the performance of these methods on

Since our techniques supply substantial speedups even wH¥hC2, and we see that they are ranked in performance as
applied to only one BLAS routine, we can expect eveRredicted by our earlier rank-K timingBWAMLLIJAML, LJA,

greater application performance once we have applied thd@ikowed byLJ. OpenMP does better than straighit for large
techniques to all the BLAS. problems, and worse for small problems (this is why it only
Note that when using a threaded kernel in an applicaticfPPears on the graph aroudd= 1800).
there are two general concerns that need be addressed:tat wh@R performance is improved substantially across the entire
stage do you use additional cores (i.e. where is the crossof@nge of problems, with almost 40% improvement on the
point at which it is more efficient to add another core rath&mall end, and a roughly 12% asymptotic performance boost.
than doing the operation serially), and what data distidgiput Ve note that the most critical technique is affinity, closely
is used in doling out work to the threads. These issues dplowed by master last.
operation-specific, and strongly affe®CE, so optimizing The performance curves are quite a bit more messy for
them is part of our future work. QR on theOpt as we see in Figure 4(b). These curves
In these timings, we chose a simple crossover point (ea@df not follow the performance rankings suggested by our
thread needed to have at least a full block of GEMM to dogarlier rank-400pt GEMM timings. We will see a similar
and we distributed GEMM'’s output matrix over a 4x2 procegdiscrepancy on LU timings, and discuss possible reasons for
grid. In addition to our normal algorithms_JA, LJAML, this in Section IV-A.
PWAMLwe also chart the performance achieved when gcc’sPerformance gains are even more substantial onOpe
OpenMP implementation is used instead of pthreads in GEMMth our best case showing a roughly 32% speedup, but
(using the same data distribution and crossover point). with evenasymptoticspeedup well above 24%. We see that
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120% (200 samples for N<=3000; 50 samples for N>=3500) code’s performance is roughly the same aslalfor QR, and

e /’/’_\\ :E’mﬂt decidedly worse for LU. Therefore, the speedups reported in
110 // A VA F this paper will actually be the minimum of what we will have
Eﬁﬁz 7 _/v\ e [aowe [ when these techniques are available in ATLAS. Further,esinc
gy —%—;ﬁ the only _dlffe_renge is in distribution, the fact that our pim
¢ 100 ] v — 4x2 distribution is better for LU suggests that even further
T 1044 ; A improvement can be had froMWAMILJAML by tuning the
e R AY /T T data distribution, as proposed
Y; S There are some interesting observations to be drawn from
¢ s 8 s 38 8 s 8 s & 8 & S 8 5 3 this data.
g8 3 g8 E 8 lEoksEozyeooB The first concerns OpenMP, which we added to our timings
Problem Size N (LJ Speedup v. Serial) in order to see if it is reasonable to skip the complexity of
(@) 2.5Ghz C2 applying these techniques in pthreads, and rely on a higher-
2% (200 samples N<=3000; 50 samples N>=3500) level system like OpenMP instead. At this time, the answer
o — A - T 7 L appears to be a decided no. On no machine or factorization
ﬂgjﬁ*w% v does OpenMP run at the speed of our improved methods, and
2 /\ /oW . how at times it can be significantly slower than using straight
Suo TN T el When examining the various techniques, we see that affinity
gigﬁ:ﬁjiﬁ N, is the most important property for a thread to have for
7 1o S C—— asymptotically large problems, but for the majority of the
o i " = 5 range, master last provides the most speedup.
96%

A. Why DoesPWAM. Lose ToLJAM.?

(L) Speedup v, Seria) The most startling result for LU on both machines is that

PWAMIs decidedly inferior td_JAML for all but the smallest

of problems. Similarly for QR: On th&©pt, PWAMLoses to

Fig. 5. Recursive LU factorization % speedup kd.on a 2.5 GhzC2; the LJAML

nun_]ber in parenthesis on the X axis is the parallel speeduie\azhby our This is counter-intuitive. On both machines, GEMM is

basicL. consistently faster usin@WAMLIt is true that QR and LU
use more of the level 3 BLAS than just GEMM, and for our

affinity is absolutely critical on QRIpt, and that master last €xperiments we only code@WAMIor LJAML for the GEMM

is important across the entire range of prob|em sizes. implementation. ThUS, our non-GEMM level 3 routines were

Figure/ 5 shows the speedup numbers using ATLAS's reciarallelized by ATLAS the “old” way, namely using.J
sive LU, and agail.JAML beatsPWAMIon both machines. Without affinity.

Therefore, we see that these techniques are of modest hel@ur assumption was that any processing time spent by QR
for very large LU problems (roughly 6% improvement on th€r LU in the non-GEMM portions would be equal under
C2, and 9% on theOpt). PWAMland LJAML, and so the net effect would be a faster

Our greatest improvement of around 18% (22%) is se&@R or LU when usin®WAMLdue to its faster GEMMs. That
in midsize Q000 < N < 3500) problems on theC2 (Opt). assumption is false.

By comparing with theLJA line, we see that the the lion’s Ininitial experiments in which all the level 3 BLAS routines
share of this performance advantage comes from master f@stLU or QR have been rewritten to use persistent worker
for small and medium size problems, and large problems #ieads, the®WAMIperformance deficit vanished completely.
the Opt. Affinity is important for all problem sizes, and is Thus the problem is in usin@WAMLlfor GEMM and LJ
critical for large LU problems on th€2. (without affinity) for the rest of the level 3 routines. Appatly

We notice that OpenMP is not competitive on either platn this mixed case, either the] threads are running slower,
form for our recursive LU. For th€2, it appears untenable: or the PWAMIthreads are running slower, or both.

OpenMP never achieves more than 82% of the performance ofn our implementation, ouPWAMIworker threads wait on
simpleLJ, and thus fails to show up on our chart at all! Jugtthread condition variables to be notified of work. We assume
as with QR, OpenMP does much better on tpt, where they will only consume cycles when their condition variable
for LU it is able run slightly faster thahJ. Note that tuning are signalled, and this never happens during-thg@ortions of

the crossover and distribution shapes might improve Openhti®e algorithm. Nevertheless, the worker threads and dondit
performance (as it should for all techniques). variables are still in OS structures, and it is possible that

We also timed the factorizations using ATLAS’s originafor some unknown reason the OS expends overhead cycles
GEMM algorithm (straightLd with a more complex distri- to maintain them, and this somehow degradeslthethread
bution), but do not show these on the charts. Our originperformances.
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Alternatively, it is possible that theJ thread performance VI. FUTURE WORK
is not degraded at all but the OS, in the process of launching,

running and joining them, for some reason deprioritizes our gperating systems like OS X lack the ability to fix processor
idle persistent worker fthreads, or creates conditionséfiact affinity and the scheduler seems to migrate threads fretygent
the startup or operational overhead of the worker thréaqgher means must therefore be developed to capture at least
This would mean the launching and joining bd threads gome of the benefit of affinity and master last. If such
has some lasting effect on how the OS handlesRMEAML e chniques are not found, then OSes without affinity canexpe
worker threads, and that effect is felt even after the temuyor g pstantial performance loss when compared to OSes that
LJ thread has terminated. support affinity. This loss is presently around 40%, but it
If true, this is a disconcerting development for any systeghguld rise as we addrefcE (severalPCE techniques will
that uses worker thread pools. Even if the thread pools g{geq affinity for optimal application).

shown to improve performance when tested alone, they mayyith PMO addressed. the bottleneck becorR&E on both
actually reduce performance when unrelated applicatioas Blatforms.

threading using launch and join operations, or using thei 0~ g, ariments on the?2 (results on th@pt are similar) show

threaq POOI' o ] ] ) . that two rank-K threads can be running on each package (four
_ Verifying or falsifying these speculations is a major objeGgi|) with PCE remaining extremely low (around 1.04). Three
tive of our future work, as described in Sedm V. _threads running on one package, with the other package idle,
We must also point out that in the OpenMP implementatiqgiibit a PCE around 1.15, and adding a fourth thread to that
we used for our experiments, OpenMP presentd.annter- package raises thece to 1.45.
face to programmers but internally implements a thread poolyy s it seems there is contention within a package when
approach. Our OpenMP timings were exceptionally slow, byfore than two of the four cores are working. In addition we
it is possible that OpenMP perfqrmance on QR and LU WeRe that if we load both packages, there is additioTe,
degraded by the same mechanisms responsible for degradiagq o 1.80 if all eight cores are busy (this would suggest

our PWAMLperformance on these operations, and would nayimum rank-K speedup of around 4.4 for an 8 processor
improve if all parallel operations were done with OpenMP. system).

Persistent worker threads can dramatically reduce overhea 14 narrow down the cause 8CE we wrote a special timer
and improve performance,_but the factorization resultsl_ymplorogram that can call the GEMM kemel in three ways: (1)
that these performance gains, although real, currenthai®my i array (and thus cache) access changing in the same way it
fragile. For libraries it becomes important to measureqerf o4 during the innermost loop of a standard rank-K update,
mance in the final use environment. To fully exploit perslste(z) with array access changing as it would in the innermost

worker threads, we need a greater understanding of oth loop of a large square GEMM, and (3) with all array data
and the unexpected interaction betwddWandLJ threads. preloaded to the L1 cache.

Our experiments with this framework confirm that there is
V. RELATED WORK no PCE when using data preloaded to the L1, and sinfiae
gmbers to what we observed in our rank-K timings when used

overhead issues due to threading, but [1] discusses using way (1), and in our square GEMM timings when timed in

cess (rather than thread) affinity for performance improsem way (2).

There are numerous papers that address these issues in soH{BUS we have learneRCE is primarily due to cache effects.

way outside our field; we cite only a representative handful §/€ Plan to use this framework to investigate how méde

these here. There are several papers that discuss the agtvarit dU€ t0 shared caches versus main memory bus contention.
of process affinity in at least a cursory way, including [3], With the knowledge thaPCE comes from memory usage,
[10]. The mention of persistent worker threads which is mo® an suggest promising avenues of investigation to over-
closely allied to our area can be found in papers on optingizif®Me it. Most are operation-specific, unlike the techniques
OpenMP libraries, as in [11], [8]. dlscusse_d here. _ -

Threading overhead issues are widely discussed in researc/é Will try to improve our data distribution to encourage
on web servers and services [6], [12], [9]. They have stafRoth additional private cache reuse as well as cache reuse
dardized some terminology: ouaunch and joinparadigm 2&mong cores sharing a pache. Also, kernels pan.belwnttén wit
roughly corresponds to theithread-per-requestwhile our Varying _pre_fetch strategles, so that bus_lqad is distribatere
persistent worker threads roughly theirthread pool We have €venly in time. We will try more explicit bus management
kept our idiosyncratic naming strategy, since the web sesvi hrough the use of gating mechanisms (semaphores, mutexes)
terminology has built-in assumptions that are not true fec4 @nd try coding explicitly for the bus with strategies likeok
(eg., that you have multiple requests at once, or that tteathr fetch [14].
pool consists of far more threads than the number of cores)We have already begun one modified version of the ATLAS

We have found no mention of master last in any publicatiofiPrary that will use strictly persistent worker threads il
parallel operations, and a second modified version thatusél

We have found no work in our area that directly addresst



strictly OpenMP This will allow us to make a more thorough [5]

comparison of the threading strategies.

We also want to pin down the exact cause of slowdow
with mixed strategies. Our general approach will be to isola
aspects of the mixing, to determine precisely what causes th
added overhead. For example, we can create several petsistg,
worker threads that remain idle, and see if their mere pEsen
impacts LJ performance. Or we might create two sets of
persistent worker threads and see if alternating betwesm th
(i.e. so only one set is in use at a time) produces signifigantl

worse performance than using only one set.

Whatever the cause, we hope to devise an approach thgt
eliminates this interference, so HPC libraries can gain the
performance advantages &Wthreads without the risk of
damaging the performance of other threading packages thaf

might be sharing the platform.

VIl. SUMMARY AND CONCLUSIONS

We have introduced two measurésyiO and PCE, which

can help illuminate the major causes of parallel slowdown.
We have discussed a variety of techniques for reducing dhré&?!
management overhead which should be usable for almost Ay

threading application, the most efficient of which (maséesit)
we have not seen in the literature.

We have shown that the conventional wisdom that overhega]
is unimportant when doing large compute-intensive openati [17]
needs to be re-examined. We have quantified the relative
contribution of these techniques to the performance of one

of the most widely used kernels in Linear Algebra.

Finally, we have shown that these techniques provide sub-
stantial speedups for LAPACK factorizations on the higld-en
systems of today, and are therefore likely to be critical for
even the desktop machines of tomorrow. We conclude that all

HPC threading should employ affinity and master last.

Choosing betweerPWand LJ is less clear-cut, and will
depend on the problem being examined, the sophistication of
PCE control, and perhaps wheth@®Wand LJ threads must
share the machine. Our initial results suggest that pergist
workers/thread pools (which are widely used) may cause-prob
lems when more than one library is independently threading
(this is, of course, quite common for large applicationsg W
also note that at the present time, developers should ngt rel

on OpenMP to automatically apply these techniques.
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